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Welcome
Finally,1 ICAD comes to Graz: “ICAD in space” takes us
from acoustic space to outer space and back. The focus on
interactive spatial sonification reflects the core expertise of
the inviting institution, the IEM.2 We are happy to have you
here!
ICAD15 combines the traditions of previous conferences
with some innovations. For the first time, a double call was
launched for scientific and artistic work related to sonification. Both tracks received about the same number of submissions, reflecting the wide variety of artistic activity in this
field. The music and installation committees had tough discussions weighing sonification vs. aesthetic quality, which
proved an even more delicate process than the paper review.
As a result, ICAD15 acts as a forum for sharing scientific
and artistic approaches to sonification. Another pilot test is
the realization of the sonification contest as an open hack
conference. In previous ICADs, participants have often been
busy preparing their conference contributions, and had no
time for the contest. This year, we hope that our contest
design—and the prize—will encourage spacy sonifications!

1 Agreed plans for 2014 have been thwarted by a (lovely) little brat—
thanks, that NYC stepped in and hosted a great ICAD 2014.
2 Institute of Electronic Music and Acoustics, University of Music and
Performing Arts Graz, Austria, becomes 50 years old in 2015!

The conference program consists of three dense days with
five paper sessions (that are timed by auditory feedback),
two poster presentations, and two concerts. In parallel, five
selected installations are presented at esc media art laboratory in the center of the old town. Prior to the conference,
two full days of workshops and the student think tank complement the week of sound and science.
As prelude to the conference, the Mayor of Graz welcomes us at the town hall. The former women’s event has
evolved into a workshop on gender & diversity, open to all
participants. The conference dinner is served on Schloßberg,
the central castle hill with a great view over Graz. Finally,
those of you who stay are welcome to join a little excursion
on Saturday.
Have a safe and sound stay in Graz!
Kathi Vogt
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Keynotes

The 21st International Conference on Auditory Display (ICAD 2015)

July 8–10, 2015, Graz, Austria

Keynotes 1: Spatial Sound
Frank Melchior: Let the sound interact and not
the user—responsive and immersive experiences
for the next generation broadcasting
Next generation broadcasting is likely to enable complete
new user experiences. It may will move away from the concept of a single piece of linear content which is delivered to
the whole audiences towards more personalised, more immersive, more interactive forms. This will substantially improve our story telling for each and every individual member
of our audience but also will require new ways of making,
representing and delivering content to the audience. This
talk will highlight the challenges and opportunities of these
developments for audio content. A special focus will be on
the link between representations of content and the devices
used to consume it in different environments.
Frank Melchior received the Dipl.-Ing.degree in media technology from the Ilmenau University of Technology, Ilmenau,
Germany in 2003 and a Dr. degree from the Delft University
of Technology, Delft, The Netherlands, in 2011. Currently
he is Head of BBC Audio Research and the BBC Audio
Research Partnership at BBC Research and Development,
Salford, United Kingdom. From 2009 to 2012 he was the
Chief Technical Officer and Director Research and Development at IOSONO GmbH, Erfurt , Germany. From 2003
to 2009 he worked as a senior researcher at the Fraunhofer
Institute Digital Media Technology, Ilmenau, Germany. He
holds 17 patens and applications and has authored and coauthored a large number of papers in international journals
and conference proceedings. His current areas of interests
include object-based and spatial audio capture and reproduction, next generation audio content experiences and user
experience in future broadcasting systems. Dr. Melchior is
member of the Audio Engineering Society (AES), the German Acoustical Society (DEGA) and represents the BBC
in the International Telecommunication Union (ITU), the
European Broadcasting Union (EBU) and DVB.

Peter Lennox: The Philosophy of Perception and
Stupidity
Of all the strange phenomena in the so-far-known universe:
exotic particles, black holes, dark energy/matter, 9-dimensional strings, none is stranger, more implausible or mysterious than the one right under our nose: perception.
Perception does not simply consist of processing recentlyreceived sense data—that’s the smallest part of it. Perception
fundamentally attempts the impossible: to try to reduce our
situational ignorance to manageable proportions, to know
the future. More, it is aimed at choosing the right future—
the one that still has the perceiving organism in it. Repeat,
ad infinitum until ultimately, it ends in failure.
Ignorance is simply: not knowing, and is something we
are all faced with every day. Stupidity lies in not knowing
what it is that we don’t know, behaving as though we do
know. A special kind of stupidity consists in hiding the
extent of our own stupidity from ourselves. A criminal kind
of stupidity consists of imposing our stupidity on others.
The story of the evolution of intelligence is also the
story of the rise of increasingly complex forms of stupidity.
Academic study is the process of traveling to the frontiers of
known territory to reach the edge of the land of ignorance,
where we are all idiots. Research is simply an extension
of the principle of perception, the impossible attempt at
stupidity reduction. Stupidity is a fundamental feature of
organic life, a driving force that underpins all development.
Many study perception but few systematically study stupidity. Yet.
Peter Lennox received his PhD in The Philosophy of Perception in Artificial Auditory Environments: Spatial Sound
and Music from the University of York in 2005. Currently
he is a Senior Lecturer and Researcher in The University
of Derby College of Arts. From 2004–2010: Director of
Signal Processing Applications Research Group (SPARG)
University of Derby, School of Technology. His research
and publishing interests are in developing theories and applications of extended and augmented perception, large-scale
artificial environments, multimodal perception and sensory
substitution. He enjoys fruitful collaborations with artists,
perceptual scientists and technologists.
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Keynotes 2: Interactive Sound
Rebecca Fiebrink: Data as design tool. How
understanding data as a user interface can make
end-user design more accessible, efficient, effective,
and embodied, while challenging machine learning
conventions.
We often assume “data” is something that is collected or
measured from a passive source. In machine learning, we
talk about “ground truth” data, because we assume the data
represents something true and real; we aim to analyse and
represent data appropriately, so that it will yield a window
through which we can better understand some latent property
of the world.
In this talk, I will describe an alternative understanding
of data, in which data is something that people can actively,
subjectively, and playfully manipulate. Applying modelling
algorithms to intentionally manipulated data—such as examples of human movements, sounds, or social media feeds—
enables everyday people to build new types of real-time
interactions, including new musical instruments, sonifications, or games. In these contexts, data becomes an interface
through which people communicate embodied practices, design goals, and aesthetic preferences to computers. This
interface can allow people to design new real-time systems
more efficiently, to explore a design space more fully, and
to create systems with a particular “feel,” while also making
design accessible for non-programmers.
Dr. Rebecca Fiebrink is a Lecturer at Goldsmiths, University of London. A computer scientist and a musician, her
research focuses on creating new technologies for digital music and art. She is the developer of the Wekinator software
for interactive machine learning, and much of her current
research focuses on novel applications of machine learning to facilitate creative and real-time interactions between
humans and machines. She has worked with companies including Microsoft Research, Smule, and Imagine Research.
She has performed regularly with a variety of musical ensembles, including as a laptopist in Sideband, the principal
flutist in the Timmins Symphony Orchestra, and one half of
the new London-based viola and electronics duo “Squirrel
in the Mirror.” Prior to arriving at Goldsmiths, she held a
faculty position at Princeton University.

Stephen Barrass: Sonic Information Design
The workshop on Sonic Interaction Design at ICAD 2014
included 8 papers on design theory, methods and research
in the context of Auditory Display. This presentation builds
on that workshop to propose Sonic Information Design as
a distinct field of design modelled on, and complementary
to, the recently established field of Sonic Interaction Design.
The presentation will begin with a review of design methods
that have already appeared in the ICAD community. The
next section will present an overview of the way knowledge is generated through design, and compare this with the
scientific method. The presentation will continue with a discussion of the difference between information and data, and
variants in the meaning of information as used in information graphics, information visualisation and data visualisation. This will lead to the final discussion of the distinction
between Sonic Interaction Design and Data Sonifcation.
Stephen Barrass is Associate Professor in Arts and Design
at the University of Canberra. His practice led research
includes the Interactive Welcome to the Gallery of First
Australians at the National Museum of Australia, ZiZi the
Affectionate Couch in the Museum of New and Old Art
in Hobart, the Listening to the Mind Listening Concert at
Sydney Opera House Studio, and the Hypertension Singing
Bowl at Currents New Media Festival in Santa Fe 2015. Academic publications include Leonardo Music Journal, ACM
Computers in Entertainment, IEEE Multimedia, Sage Visual
Communication, and Digital DaVinci.
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ON THE USE OF SUBJECTIVE HRTF EVALUATIONS FOR CREATING
GLOBAL PERCEPTUAL SIMILARITY METRICS OF ASSESSORS AND ASSESSEES
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Audio Acoustics Group
LIMSI - CNRS
Orsay, France
andreopoulou@limsi.fr

Audio Acoustics Group
LIMSI - CNRS
Orsay, France
brian.katz@limsi.fr

ABSTRACT
In the absence of a well suited measure for quantifying binaural data
variations, this study presents the use of a global perceptual distance
metric which can describe both HRTF as well as listener similarities.
The metric is derived based on subjective evaluations of binaural
renderings of a sound moving along predefined trajectories in the
horizontal and median planes. Its characteristics and advantages in
describing data distributions based on perceptually relevant attributes
are discussed. In addition, the use of 24 HRTFs from two different
databases of origin allows for an evaluation of the perceptual impact of
some database-dependent characteristics on spatialization. The effectiveness of the experimental design as well as the correlation between
the HRTF evaluations of the two plane trajectories are also discussed.
1. INTRODUCTION
Binaural audio is becoming an increasingly popular technology in
the fields of auditory displays, entertainment, virtual reality applications
etc. Nevertheless, it is often the case that binaural applications are not
built around individual Head-Related Transfer Functions, which would
allow for optimal user experience, but rather around non-individual
data from pre-existing databases, a fact that can cause an unpredictable
degree of spatial distortion for some users. The definition of an
appropriate HRTF similarity metric that would explicitly describe that
distortion has been a topic of interest in the field for many years.
One possibility for defining similarity between HRTF data is
by quantifying variations in their spatial spectral and temporal cues.
Several objective metrics have been used for this purpose, such as
the average linear difference of Principal Component Analysis (PCA)
weights of Directional Transfer Functions (DTF) [1, 2] or of logarithmic HRTF magnitudes [3], the correlation coefficients of logarithmic
DTFs [4, 5], the Mean Square Error (MSE) of HRTF magnitudes [6],
and the average Signal to Distortion Ratio (SDR) of logarithmic HRTF
magnitudes [7]. The biggest limitation of these purely signal domain
based approaches is that they can neither describe the perceptual
implications of the quantified differences nor take into account brain
This work was funded in part by the French FUI project BiLi (“Binaural
Listening”, www.bili-project.org, FUI-AAP14)

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are available
at http://creativecommons.org/licenses/by-nc/4.0

plasticity, as studies have shown that the human auditory system is
capable of successfully adapting to altered spectral cues, given time
with passive adaptation [8] or more quickly with active training [9].
As an alternative, information about the quality of HRTFs can be
extracted subjectively with the use of binaural localization or evaluation
tasks. In the first case, participants are asked to identify the perceived
location of virtual sound sources. Analysis of localization errors
quantifies the degree of spatial distortion in the virtual space [8, 10].
In the second case, assessments of the perceived HRTF quality can
be made through pair-wise comparison tasks [11], or via ratings using
binary [12], fixed-point [13], or continuous scales [14]. Even though
subjective evaluations cannot provide any information regarding the
signal properties related to the assessments, they reflect the perceptual
impact of a given HRTF on an individual’s spatial experience. This
information is more relevant for research investigating methods for
optimizing user’s binaural quality of experience.
In this context, this study presents a method for utilizing subjective
evaluations as a means for creating global similarity metrics of HRTFs
and listeners. Evaluations were obtained through a perceptual study
of various binaural sound stimuli moving along trajectories on the
horizontal and median planes.
2. EXPERIMENTAL PROCEDURE
2.1. Design
Fifteen people (five female) including one of the authors, selected from
those contributing to the BiLi HRTF database [15], participated in this
evaluation study. All were professionals or scholars in audio signal
processing or audio engineering with extensive experience in binaural
audio reproduction. The goal was the evaluation of the perceived
quality of sound stimuli as a function of HRTF for known trajectories,
specifically using an impulsive sound source moving along predefined
trajectories in the horizontal and median planes.
Individual participant binaural renderings were created using 24
datasets from the publicly available LISTEN [16] and BiLi [15] HRTF
databases. The corpus included the individual measured HRTFs of
all participants (15 sets from BiLi, two from LISTEN) as well as a
subset of seven LISTEN HRTFs, perceptually optimised as sufficient
to cover a wide population range in a previous study [13]. In additional,
two participants were represented by HRTFs present in both databases,
resulting in a total of 15+7+2=24 HRTFs. The presence of repeated
HRTFs from the two databases allowed for an investigation into a)
the consistency in participants’ ratings for the two pairs of individual
HRTFs and b) the possible role of database-dependant characteristics,
discussed in [17], on the perceived quality of HRTF data.
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Both the LISTEN and BiLi databases contain anechoically
measured blocked-meatus HRTFs comprising 187 and 1680 measured
positions, respectively. LISTEN contains measurements at elevations
from −45◦ to 90◦ at rough angular increments of 15◦ , while BiLi
contains measurements on a Gaussian grid at elevations from −51◦ to
86◦ at rough angular increments of 6◦ . The obvious differences in the
spatial resolution between the two databases rendered the creation of
identical trajectory paths a very challenging task. In order to avoid potential artifacts introduced to the data through interpolation, the sound
trajectories were created using exclusively measured locations. More
specifically, the horizontal plane trajectories consisted of 12 angles
from 0◦ to 330◦ in increments of 30◦ . For cases when no common
coordinates existed the closest measured points were selected. The
median plane trajectories created with the LISTEN HRTFs comprised
10 angles from −45◦ to 90◦ in increments of 15◦ while those created
with BiLi comprised 11 angles of −45◦ , −27◦ , −15◦ , 0◦ , 15◦ , 27◦ ,
45◦ , 62◦ , 74◦ , 86◦ , 106◦ , 118◦ , 135◦ , 153◦ , 165◦ , 180◦ , 195◦ , 207◦ ,
and 225◦ . Such differences of up to 4◦ were smaller that the reported
localization blur at these elevations [18], and were therefore assumed
to be perceptual irrelevant for the trajectory rendering.
All HRTFs were diffuse-field equalized, low-pass filtered at
20 kHz, and sample rate converted to 44.1 kHz. Potential DC
offsets were removed and impulse responses were truncated using a
512-sample rectangular window in order to eliminate the presence of
any room reflections. The window starting point was set to 20 samples
ahead of the first detected onset as evaluated across the entire HRTF
dataset. The onset was defined as the first sample greater than –10 dB
relative to the peak value. In addition, the median global RMS value
over all positions was selected as reference for level normalization
across the all HRTF datasets.
As this study was primarily interested in the impact of spectral cues
on personalized binaural listening, the Inter-aural Time Differences
(ITDs) were kept consistent for each participant across the HRTF
corpus. Individualized position dependent ITD values were estimated
from every participant’s measured HRIR using the centroid of the
inter-aural cross-correlation method (CenIACCr) [19] and used as
a reference for individualization. In contrast to previous studies
where HRTFs were converted to minimum phase and the individually
estimated ITDs were inserted as pure delays [13], this study maintains
the full-phase component of the binaural filters. ITD adjustments
were made by adapting the temporal alignment of the filter pairs for
the remaining HRTF sets, such that the extracted ITD information
coincided with the corresponding reference values.
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signal with the headphone placed on a baffled microphone.
The study consisted of two blocks, one for the horizontal plane trajectory and one for the median plane trajectory. The presentation order
of the two trajectories blocks was fully randomized across participants.
For each block, participants were presented with a single interface
containing playback options for all 24 sound samples (one per HRTF)
and were asked to rate the perceived spatial quality of each sample on a
forced-choice 9-point rating scale with extreme limits defined as “poor”
and “excellent”. The quality assessment was relative to the written
description of the two trajectory paths which was provided describing
the current plane and the direction of sound movement along a fixed
radius circle or arc. No further training was provided. Participants had
full control over the experiment procedure; being allowed to play-back
the sound samples in any order and listen to them repeatedly at will.
The mean total test duration was 26 min (std 13 min).
One goal of this work is the creation of a perceptually determined
space of HRTF data where observations regarding similarities between
HRTF-related content can be defined based on subjective evaluations.
The protocol was designed in such a way to allow additional
investigations concerning spatial quality evaluations as a function of (a)
test trajectory, revealing the potential impact of the selected positions
under study through the use of separate ratings for horizontal and
median plane trajectories, (b) HRTF database origin, through the use
of two HRTF database sources, and (c) subjective repeatability, though
the presence of 2 pairs of duplicate HRTFs, originating from the two
different databases acquired roughly 10 years apart.
3. GENERAL OBSERVATIONS
3.1. Data normalization
Even though participants were encouraged to explore the full rating
scale in the evaluation experiment, observation of the responses revealed that some refrained from utilizing the values at the two scale
extremes. In order to compare responses across users, each individual
participant block of ratings was normalized such that their local minima
and maxima would extend to the global upper and lower limit values.
This was achieved by subtracting from each user’s response block the
local minimum value and dividing by the local maximum, hence forcing all ratings to the range between 0 and 1. This normalization results
in the conversion of the absolute quality ratings provided (“poor” to “excellent”) to a relative rating scale, where the best and worst performing
HRTFs for each participant are scaled to 0 and 1, respectively.
3.2. Use of rating scale

2.2. Perceptual Evaluation
For the purposes of this study, a simple individualized auditory scene
was created for each of the participants using the 24 HRTFs. The
sound stimulus was 100 ms of Gaussian noise (50 Hz to 20 kHz) with
2 ms hamming ramps at onset and offset, chosen based on the results
of [20]. Stimuli were presented sequentially along either of the two
trajectories at the angular increments described above. 50 ms of silence
was inserted between successive locations for both trajectories. The
interface was designed in the MatLab programing environment in a
self-manageable (unsupervised) manner. Detailed written instructions
were provided explaining the goals of the test and offering information
on how to run it and use its interface. Participants were instructed
to complete the study in a listening room with an ambient noise level
below 30 dBA using Sennheiser HD600 headphones and an RME
Fireface 400 audio interface. Prior to the test, sound levels were
calibrated to 80.5 dBA using a monophonic 1 kHz sine wave reference

In contrast to previous studies employing binary [12], 3-point [13], or
continuous rating scales [14], this work collected ratings on a fixed
9-point scale. The intention was to allow for higher resolution evaluations, while avoiding the potentially lengthy test-time for continuous
rating scales due to participants focusing on very fine details. One of
the primary interests was to investigate how participants utilized the
scale. As seen in Figure 1, which presents the normalized rating of the
24 HRTFs according to horizontal and median plane trajectory ratings
for 3 participants, there exists three categories: 1) those who utilized
the full scale to rate the binaural samples for both trajectories (e.g.
participant 5), 2) those who utilized somewhat less steps for ratings
on one of the two planes (e.g. participant 6), and 3) those who used
very few steps to rate the trajectories (e.g. participant 11 used 6 out
of 9 steps for the horizontal plane and 4 out of 9 for the median plane).
A detailed overview of the scale steps used per trajectory can be
found in Table 1. Even though interval scales do not dictate the use of
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Figure 1: Distribution of HRTFs according to horizontal and median plane trajectory ratings for 3 participants.

# of steps
9
8
7
6
5
4
3

Horizontal plane
# of participants
3
5
2
2
1
2
0

Median plane
# of participants
3
5
1
1
0
3
2

Number of participants

6

Table 1: Distribution of the number of fixed-point steps employed by
per trajectory across participants.

5

4

3

2

1

0
−1

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

1

Slope values

Figure 2: Distribution of linear fit slopes across the 15 participants.
the whole rating range, it is noted that up to 1/3rd of the participants utilized only 3 to 4 steps to rate either of the two trajectories. Past studies
have highlighted that the use of too few scale steps reduces the discrimination between the evaluated data points [13]. An example of this can
be seen at the normalized horizontal and median plane ratings of participant 11 in Figure 1. This issue can be addressed through alternate experiment designs which force participants to utilize the entire rating scale.
3.3. Horizontal and Median plane ratings association
While the spatial quality characteristics of the 24 HRTFs were
evaluated separately for the horizontal and median plane trajectories,
the presence, or absence, of similarity in the ratings is of significant
interest. The expectation of a positive linear relationship between the
two, where a given HRTF would receive very similar ratings in both
planes, seems a rather intuitive hypothesis.
In order to test this hypothesis, a linear regression fit between the
horizontal and median plane ratings was calculated for each participant
using the least squares approach. The slope of the fitted line was used
as as a metric of the relationship between the two ratings. A positive
slope would imply that HRTFs were rated in an equivalent manner
in both trajectories; a negative slope implies that high ratings for an
HRTF in one trajectory would evoke poor rating in the other, while
slope values in the region of 0 would indicate the absence of a clear
relationship between ratings.
The distribution of the linear fit slopes across all 15 participants
(see Figure 2) demonstrates that the hypothesis of a strong positive
association between the responses for the two understudy trajectories

cannot be fully justified. Only five participants exhibited a mild
tendency for positively linking the two ratings (0.3<slope≤0.6), but
neither the slope values nor the number of participants were sufficient
to confirm the hypothesis. The only exception is the single subject with
a high slope value in the region of 0.6, who showed a tendency of rating
HRTF data in a consistent manner along both trajectories. The majority
of regression slopes were in the region of 0 (|slope|≤0.3), suggesting
that the HRTF ratings for the two trajectories were not related in a
intuitive manner. However, the presence of one participant presenting
a modest tendency of inversely rating HRTFs between trajectories
(slope = −0.2) was an interesting finding. In accordance with these
observations, any subsequent analysis of participant responses will be
conducted separately per trajectory.
4. CONSISTENCY IN HRTF RATINGS
4.1. Evaluation of individually measured HRTFs
Since participants were not informed of which trajectory sample(s)
in the test stimuli corpus were created with their own HRTF(s), it is
of interest to examine how they evaluated their individual data. To
accomplish this, ratings were divided into three categories equating
to “satisfactory” spatialization (top third of the rating scale), “mediocre”
spatialization (middle third), and “unsatisfactory” spatialization (lower
third). Figure 3 presents the rating results of the 24 HRTFs per
participant, separately for the two trajectories, on the normalized scale
from 0 to 1, color-coded according to the three result categories.
Upon inspection of the responses, the majority of the participants

ICAD 2015 - 15

st International
The 21
onon
Auditory
Display
(ICAD–2015)
21st
InternationalConference
Conference
Auditory
Display
(ICAD 2015)

July
8-10,2015,
2015,Graz,
Graz, Austria
Austria
July
8–10,

Distribution of correlations − horizontal plane
50

Number of occurrences

45
40
35
30
25
20
15
10
5
0
−1

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

1

0.8

1

Correlation values

Distribution of correlations − median plane
50
corr distribution
corr of hrtf1 % hrtf1b
corr of hrtf14 % hrtf14b

Number of occurrences

45
40
35
30
25
20
15
10
5
0
−1

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

Correlation values

Figure 3: Normalized subjective quality ratings on a scale from 0
(“worst”) to 1 (“best”). Participant IDs allow for identification of
personal datasets, also indicated by the black unity line. BiLi1 and
LISTEN1b are associated to participant 1; BiLi14 and LISTEN14b are
associated to participant 14.

rated their personal HRTFs, as “satisfactory”. Nevertheless, there exists
cases for both trajectories where non-individual HRTF stimuli were
rated higher than individual HRTF stimuli. More specifically, for the
horizontal plane trajectory, 10 participants rated their own HRTF as
“satisfactory”, 4 as “mediocre”, and 1 as “unsatisfactory”, while for
the median plane trajectory the corresponding numbers were 10, 3,
and 2, respectively, with no correspondence between trajectories for
subjects providing “poor” individual HRTF rating.
In addition, the presence of two HRTF sets in the stimuli
corpus for participants 1 and 14 (BiLi1 & LISTEN1b and BiLi14 &
LISTEN14b ) allows for an analysis of the impact of database-dependent
characteristics on the evaluation of individual HRTFs. As seen in
Figure 3, both participants (1 and 14) attributed “satisfactory” ratings
for their HRTF pairs for both trajectories. No common preference was
observed between the two database sources for the two subjects. This
indicates that individual spatialization cues prevailed over potential
database-dependent variations, rendering them somewhat perceptually
irrelevant. The effect of such variations in the case of non-individual
HRTFs as depicted in the ratings of the two HRTF pairs by the
remaining participants is discussed bellow.

Figure 4: Distribution of correlation values of the participants’
responses between all HRTF pairs per trajectory. The red dashed line
indicates the correlation values between BiLi1 and LISTEN1b ; the
green line indicates those between BiLi14 and LISTEN14b .
4.2. Evaluation of non-individually measured HRTFs
The correlation of participant ratings was used as a metric for
quantifying the possible impact of database of origin on the perceived
spatial quality of non-individually measured HRTFs. More specifically,
correlations of participant responses per trajectory were calculated between the two HRTF pairs. The resulting values were 0.62 (horizontal
plane) and 0.43 (median plane) for BiLi1 and LISTEN1b , and 0.40
(horizontal plane) and 0.59 (median plane) for BiLi14 and LISTEN14b .
These results were compared to the resulting correlation values
between the ratings of all possible HRTF pairs in the study. The
distribution of results for both trajectories follows normal distributions
(see Figure 4). Results for the horizontal plane have a mean of 0.1 (std
0.31); median plane results have a mean of 0.12 (std 0.26).
Results can be compared to the correlation values of the two
repeated subject HRTF pairs. As can be observed, the correlation of
rating results between BiLi1 and LISTEN1b are 2 std from the mean
in the horizontal plane and 1.65 std from the mean for the median
plane. The corresponding values between BiLi14 and LISTEN14b are
1.3 and 2.27 std, respectively. This finding implies once again that the
common spatial auditory cues of these two HRTF pairs prevailed over
any potential database-dependent characteristics in the data. However,
it is apparent that such effects had a stronger impact in the case of
non-individual as compared to individual HRTF data, where they were
rendered perceptually irrelevant.
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5. SUBJECTIVELY INDUCED SIMILARITY METRIC

HRTF distribution − Horizontal plane
1
0.8

In contrast to numerous studies which have used objective metrics
for quantifying similarities in HRTF data [1, 3, 4, 5, 6], this work
proposes a method for creating perceptually relevant spaces for
HRTF and listener/participant distributions exclusively based on
subjectively induced similarities. In such spaces, any data with
associated evaluations will appear closer than the rest. For example,
any HRTF datasets which have received similar ratings by the same
participants will be closer in the space than those who have not.
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A spatial projection of the HRTF ratings was constructed by computing
the trajectory dependent correlations of participant ratings between
all HRTF pairs in the corpus as discussed in Section 4. The computed
correlations were used to create a distance matrix for each trajectory
representing the similarity between all HRTF pairs. In order to obtain
a visual representation that would allow for a comparison with past
research, Classical Multi-Dimensional Scaling (CMDS) was applied
on the distance matrices to create a euclidean space. In this constructed
space, HRTFs which were rated similarly by the same participants appear in close proximity. Past research using similar methods on HRTF
spectral characteristics has demonstrated that such HRTF distributions
exhibit strong database dependencies with HRTF sets originating from
the same database tending to cluster together forming distinct groups,
unless extensive post-precessing and standardization are performed [21].
However such database dependent variations do not appear to affect
perceptual judgements in an equally drastic manner (see Section 4).
In order to evaluate how this proposed perceptually induced
distance metric performs in the case of multi-database HRTF
collections, the CMDS was performed on the correlation distance
matrices and the rated HRTFs were projected on a 2-dimensional plane
(stress = 0.1). As seen in Figure 5, the database of origin does not
appear to play a role in the distribution of results for either trajectory.
As such, this distribution preserves the cognitive impact of any possible
database-dependent characteristics, rendering this representation more
informative for various user evaluation tasks.
Upon inspection of Figure 5, there appears to be two extremes
in the median plane distribution, BiLi2 and BiLi15 . The interesting
fact about these datasets is that their ratings were almost negatively
correlated. The majority of participants who rated highly one of the
two, rated very poorly the other. The particular relationship of these
two HRTFs, which would otherwise have been hard to observe, is
very obvious in this distribution by the position of the two HRTFs at
opposite sides in the space.
Interestingly, the two pairs of HRTFs belonging to the same
participants (BiLi1 & LISTEN1b and BiLi14 & LISTEN14b ), do not
appear in immediate proximity to one another in the distribution. Since
proximity in this space implies a global consensus in the ratings of two
HRTFs, this finding implies that participants where not in complete
agreement in their assessments of these datasets. Further analysis was
deemed necessary in order to determine whether this observation has
merit and is not just caused by a distortion of the space projection on
a 2-dimensional plane.
Hierarchical clustering was applied to the two correlation distance
matrices of HRTF ratings with the results depicted as dendrograms
in Figure 6. The thresholds for cluster formations were set to 0.6
(horizontal plane) and to 0.57 (median plane), corresponding to the
distance equivalents of the minimum correlation values of the two
repeated HRTF pairs present in both databases as representing a reason-
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Figure 5: Distribution of HRTFs in a 2D perceptually induced space.
Different markers and colors indicate database of origin.
able limit for perceptual similarity (see Section 4.2). These threshold
values resulted in the identification of 6 clusters and 2 singletons in the
horizontal plane, and 8 clusters and 4 singletons in the median plane.
The data clustering confirmed the observation that there was no
consensus between the ratings of these HRTF pairs in space. This
finding can have multiple interpretations: a) some participants did
not identify an equivalence in the auditory cues of these HRTF pairs,
b) database-dependent characteristics had a stronger impact on the
evaluations for some of the participants, c) the observation is an artifact
introduced in the data by the normalization procedure, or d) participant
responses are inherently noisy to a large degree.
It can be noted that some studies have shown cases of participants
in HRTF evaluation or selection tasks who exhibited preferences
towards HRTFs from one database when data from multiple collections
is combined [12]. It is therefore of interest to examine whether
similar behaviors were present in this study. The difference is that
the constructed HRTF space does not capture isolated preferences of
participants, but presents general trends which could be reflected as
single-database clusters of HRTF data.
For the horizontal plane HRTF distribution, If one excludes the
singleton clusters, it can be observed that none of the remaining clusters
contain HRTFs from only one of the two HRTF databases. This result
indicates that for this part of the evaluation procedure there were no
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Figure 6: Dendrogram of HRTF data hierarchical clustering in the
perceptually driven space based on horizontal (upper) and median
(lower) plane trajectory rating similarities.
subgroups of participants who treated entries from one of the HRTF
databases in a similar manner. Nevertheless, for the median plane HRTF
distribution, there exist three 2-element clusters containing just HRTFs
from the BiLi database. Increasing the threshold for cluster formation
to a more tolerant value, for example to 1.0, resulting in the merging
of small clusters into larger groupings resolves the issue of singleton
clusters, but still results in the presence of a BiLi cluster comprising
of HRTFs BiLi2 , BiLi3 , and BiLi5 . This observation suggests that potential database-dependent characteristics could have a stronger impact
in the perceived quality of elevation changes (median plane trajectory
evaluation) than for azimuthal changes (horizontal plane trajectory evaluations). Alternatively, this result could be an artifact of the limited size
of the tested corpus and the inherent degree of variations in HRTFs.
5.2. Perceptually driven participant space
Similar to the generated HRTF spaces, perceptually driven participant
spaces can also be created by computing correlations of HRTF rating
distributions between all pairs of participants. In this space, similarities
in subjective ratings over the entire data set can be employed to create
a subjectively induced metric for similarity. In other words, participants
who tended to rate the same HRTF corpus in a similar manner will be in
proximity to each other. Participant clustering in this space could be an
indication of spectral content similarity between participants’ HRTFs,

Figure 7: Dendrograms of participants’ HRTF rating hierarchical
clustering in the perceptually driven space based on horizontal (upper)
and median (lower) plane trajectory rating similarities.
or of common standards for HRTF evaluation, implying that there might
be groups of people sharing expectations for binaural audio renderings.
Figure 7 presents the hierarchical clustering results of the
participants based on HRTF evaluations of the horizontal and median
plane trajectory stimuli using the same criteria as previously defined.
Both spaces produced 5 clusters and 1 singleton. A topic of interest
in this space would be to investigate the consistency in participant
clustering across the two trajectory planes, which would suggest
that certain participant subgroups evaluated the HRTF corpus in a
similar manner across trajectory. From the full list of participants, two
clusters of three (participants 1, 4, & 9; and 6, 7, & 15) are consistently
clustered together. It is also worth noting that participant 10 appears
as a singleton in both planes. For the remaining participants, no pattern
emerges between trajectories indicating that there exists similarities in
the ratings of the HRTF corpus which vary as a function of trajectory.
Comparison between participants’ individual measured HRTF data
could reveal possible common spectral characteristics in the same
cluster, offering further insight into subject clustering results. Such
analysis is the subject of ongoing work by the authors.
6. DISCUSSION
This paper presented a binaural evaluation study of sound stimuli
created with 24 individualized HRTFs, including the participants’
personally measured data. The task involved spatial quality assessments
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of impulsive sound stimuli moving along predefined trajectories on
the horizontal and median planes using a 9-point rating scale ranging
from “poor” to “excellent”.
Examination of responses revealed that some participants refrained
from using the extreme scale values, rather concentrating their responses to the central region of the scale. In order to compare responses
across participants, each individual block of ratings was normalized
such that their local minima and maxima would extend to the global
value limits of 0 and 1. The 9-point scale resolution was selected in
an attempt to strike a balance between two previous studies, one using
a 3-point [13] and one using a continuous scale [14] , with the aim of
increasing the discrimination resolution while avoiding the excessive
precision and associated experiment duration when using a continuous
range. Upon observation of the collected ratings it was apparent that the
provided resolution was not fully exploited by all participants. There
existed cases in the evaluations of both trajectories where as little as 1/3
of the interval range was utilized. The phenomenon was more frequent
for median (33% of the participants) rather than for horizontal plane
evaluations (13% of the participants). Even though the protocol did not
dictate the use of all intervals for an evaluation, past studies have shown
that the use of very few scale steps reduces the discrimination analysis
ability between evaluated data points [13]. This issue could be resolved
with alternative test protocol designs, and is the subject of future work.
According to the current protocol, participant’s HRTF evaluation
was based on personal internal references. These references can be
assumed to be based on a combination of prior exposure to binaural
listening and the textual description of the sound trajectories provided
in the instructions, with the proportion of each contribution varying
between participants.
Binaural evaluation studies typically differ from standard audio
quality assessment mechanisms, such as the MUSHRA test, due to
the inability to define global reference stimuli perceived identically
across listeners, especially in the absence of individual HRTF stimuli.
Such kind of designs have been used before in binaural testing but in
different contexts, such as to examine HRTF rating repeatability [14].
Nevertheless, their use for quality assessments is not trivial due to the
absence of reliable reference stimuli.
Previous quality evaluation studies have used global ratings, combined over different trajectories [13]. The current study investigated the
rating patterns of participants for horizontal and median plane trajectories independently. Similarity between evaluations across the two tested
trajectories for each participant were examined. The hypothesis that a
correlation would exist between the two, such that a given HRTF would
receive identical or very similar ratings for both trajectories, was not validated. In contrast, linear regression analysis of the responses revealed
that the inter-trajectory evaluations were not linked in a intuitive manner
for 2/3 of the participants with some of them exhibiting negative
correlations. This observation poses the question of the ability to
select a single optimal non-individual HRTF for a given listener. With
the discrepancies between ratings across trajectories, both azimuthal
and elevational information are required in order to achieve complete
assessments of HRTF data. How the different trajectory perceptions are
weighted, if one would attempt to create a global quality assessment, in
the auditory system remains to be determined. The influence of the test
trajectory on the HRTF quality rating can no longer be ignored. In an
application context, one could alternatively consider the need for task
dependant trajectories, with the understanding that the selected optimal
HRTF for one task may not be the same at that for an alternate task.
The inclusion in the corpus of HRTF sets of the same subjects
originating from different databases allowed for a quantification of
the perceptual impact of database-dependent characteristics in binaural
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data. In the case of individual HRTF ratings, owners had unknowingly
attributed “satisfactory” scores to their own datasets (within the
top 10% in the scale) across both trajectory planes, indicating that
variations between these two databases can be considered perceptually
irrelevant for individual HRTF measured data. In the case of
non-individual measured data, the correlation between ratings was
still apparent (greater than 1 std from the average of correlation
distributions), but not equally strong. This fact implies that the
common spatialization cue characteristics of the datasets prevailed over
any potential database-depended characteristics in the collection for
the majority of participants, but not in an equally manifesting manner
as before. One possible explanation could be that database-dependent
characteristics of an HRTFs can have a stronger impact in cases of
non-individual HRTF assessments. Alternatively, it is possible that the
HRTF corpus utilized in the study was too large for users to compare
the characteristics of all the HRTFs to a high degree of detail. Perhaps
a smaller data corpus, or an alternative test design of pairwise data
comparisons, could have led to somewhat different evaluation results.
This work also discussed the construction and use of perceptually
relevant spaces for data distributions based on subjectively induced
similarities. In such spaces, data with similar evaluation patterns are
in proximity to each other. One of the advantages of such spaces is that
only data properties which affect assessment have an impact on the data
distributions. For example, past research has demonstrated that HRTF
spaces based on spectral content variations exhibit strong database
dependencies, such that sets originating from the same database
tend to cluster together [21]. However, such work did not consider
the perceptual implications of these variations. On the contrary, the
HRTF space utilized in this study highlighted the absence of database
dependencies in the participant evaluations and distributed data only
based on their evaluations. However, it should be noted that this
observation has only been carried out for the two databases understudy,
which exhibit rather small database-dependent variations [17].
The same principle of similarity was used to create a listener space
where agreement in HRTF evaluations was the subjectively induced
metric for participant similarity. Data clusters in this space indicate
participants who evaluated the HRTF corpus in a similar manner.
Consensus of the evaluation procedure could be regarded as consensus
of binaural cue qualities, and hence a possible metric of individual
HRTF similarity.

7. CONCLUSIONS
This work explored the use of a perceptual similarity metric for
assessors and assessees. The discussion was based on the results of
a binaural quality evaluation study assessing the quality of sound
trajectories on the horizontal and median planes of 24 individualized
HRTFs from two different databases. An overview of the responses
as well as an evaluation of the metric qualities and the corresponding
HRTF and participant spaces was provided.
Future work will involve exploration of alternate experiment designs that minimize the need for data normalization as well as methods
for objectively approximating the perceptual similarity metric such
that distributions could be created directly from HRTF data without the
need for subjective evaluations. The stability of the experimental design
also should be investigated through a repeatability study, assessing
how much training is necessary for participants to provide reliable
responses. Finally, it is of interest to further explore the potential
perceptual impact of the database origin for a large set of databases.
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ABSTRACT
3D binaural sounds play an important role in the development
of navigational systems for the blind people. The use of
generic HRTFs in virtual auditory displays significantly
affects the acoustic spatial resolution and the listener’s ability
to make localization judgments regarding the sound sources
situated inside the cone of confusion. The aim of this paper is
to investigate whether haptic-auditory feedback based training
can enhance sound localization performance, front-back
discrimination and the navigational skills of the visually
impaired people. In our experiments, we assessed the sound
localization performance of nine visually impaired subjects
before and after a series of haptic-auditory training
procedures aimed to enhance the perception of 3D sounds.
The results of our tests demonstrate that our subjects
succeeded to improve their sound localization performance,
reduced the incidence of angular precision and reversal errors
and became able to build an effective spatial representation
map of the acoustic environment.
1.

INTRODUCTION

Just as vision, hearing is able to provide a wide range of
stimuli and perceptual information concerning the objects
and events that build up our surrounding space. Sound
localization, the process of identifying the direction of a
sound source in space, is influenced by the existence of
binaural and monaural cues that give the listener significant
information concerning the position of the acoustic objects
[1]. The binaural cues are responsible for decoding the
location of a sound source in the horizontal plane, while the
monaural cues play an essential role in vertical
discrimination and front-back disambiguation. The Head
Related Transfer Function (HRTF), the response that
describes how the ear perceives a sound coming from a
particular direction in space, is highly influenced by the
anatomical characteristics of the human body (such as the
size and shape of the pinna, torso and shoulders), the head
asymmetry and the ears placement [2].

The specific differences in the anatomy of the ears, head and
body do not allow for the use of the same HRTFs for all the
listeners.
As a result, the characteristics of the spectrum shape of the
sound that points to a certain source location vary among
subjects, leading to ambiguous interpretations of the same
HRTFs [3]. In virtual auditory displays, the use of 3D sounds
generated from non-individualized HRTFs conducts to a
lower level of acoustic localization accuracy and to an
increase in the incidence reversal errors – ambiguous
localization judgments indicating to the opposite direction
than the actual position of the sound source, such as frontback and back-front confusions [4], [5], [6]. Over the years,
various experiments have proven that the brain possesses a
high level of adaptation and training-driven plasticity in
response to auditory and haptic cues [7]. Sensory substitution
is a crossmodal process, as the information received either as
auditory or haptic cues is communicated to the visual cortex
to be built into a spatial cognitive image of the environment
[8]. The user of a virtual auditory environment can adapt to
the perception of 3D sounds synthesized from nonindividualized HRTFs by learning to identify the spectral
features of the sound. This can be achieved through training
and by providing auditory and visual (in the case of the
sighted subjects) or haptic perceptual training (in the case of
the visually impaired people) [9]. In this way, the users can
build a solid sensorial and cognitive association map between
the location of the sound source in space and the 3D acoustic
stimulus that is characteristic to that particular direction. This
paper aims to present a new approach towards improving the
spatial auditory resolution (sound localization accuracy and
front-back disambiguation) and for enhancing the ability to
navigate and orient in virtual auditory environments (based
on 3D sounds synthesized from generic HRTFs) of the blind
and visually impaired people, through haptic and auditory
perceptual feedback based training. The results of our
experiments concluded that the proposed training strategy
improved the listeners’ sound localization and navigational
performance and facilitated the development of a solid spatial
representation of the virtual acoustic environment.

This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/
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2.

METHOD

2.1. Participants
In our experiment, we trained and tested the sound
localization accuracy of 9 visually impaired subjects (6
women and 3 men), aged 27-52 (mean age=42 years,
SD=8.64). Their percent of residual vision was between 0%
and 20%. All the participants were naïve to the purpose of
the experiment. They reported normal hearing and gave their
full consent before the start of the tests.
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individualized HRTFs from the MIT database [14], using the
CSound programming language for sound processing in
order to obtain the 3D sound that corresponds to the desired
angular direction in the horizontal plane [15]. It should be
emphasized that all the 3D sounds are synthesized at 0
degrees elevation in the median plane, at the level of the
listener’s ears.

2.3. The haptic belt
The haptic device (Figure 2, Figure 3) that we used in our
experiment is composed of the following parts:

2.2. Sound stimuli
The sound stimuli consisted of a train of combined
continuous Gaussian white and pink noises [10], [11], [12]
that were perceived simultaneously, but at varying acoustic
levels, according to the direction of the sound source in space
[13]. Our sonification approach is aimed at reducing the
incidence of reversal errors (front-back and back-front
confusions) in the virtual auditory environment and uses a
method based on the spectral coloration of the sound which
consists of listening simultaneously to two types of noises
with different spectral characteristics (white and pink noise).
We used a combination of white and pink noise in varying
proportions, so that at 0 degrees to the front the listener heard
100% white noise and 0% pink noise, consequently in the
first quadrant the level of pink noise increased and the level
of white noise decreased, reaching 50% white noise and 50%
pink noise at 90 degrees (to the right side) and 0% white
noise and 100% pink noise at 180 degrees (in the back). In
the third and in the fourth quadrants, the rate of white noise
increased and the percent of pink noise decreased, reaching
50% white noise and 50% pink noise at 270 degrees (to the
left side). The formula for calculating the level of perceptible
white and pink noise for a given angle from the polar
coordinate system is:

pink = angle / 180; white = 1 - pink;
(0≤angle≤180)

white = (angle-180) / 180; pink = 1 - white;
(180<angle<360)
(1)
In addition to this, we used a continuous, repetitive (with
very short breaks of 250 ms between two consecutive bursts)
“ding” type signal (Figure 1).



A USB-Wireless Gateway Device (UWGD), that
allows the system to be controlled by the PC (it
connects to the PC via USB).



The Haptic Actuator Device (HAD), which
controls the haptic actuators (Eccentric Rotating
Mass – ERM motors) by receiving commands from
the UWGD and executing them.



12 vibration motors – each vibration motor is fixed
along a stick in order to provide easy handling. The
vibration motors have been placed at 30 degrees
distance on the haptic belt, all around the listener’s
head.

Our experiment was composed of a pre-test session (in which
we evaluated the visually impaired subjects’ sound
localization accuracy and ability to navigate in a virtual
auditory environment by listening to 3D binaural sounds that
have been synthesized from non-individualized HRTFs), a
training session (based on haptic-auditory perceptual
feedback, aimed to help the visually impaired subjects to get
used to the perception of 3D sounds delivered through
headphones) and a post-test session (identical with the pretest session), which had the purpose of assessing the degree
of acoustic spatial resolution improvement achieved as a
result of the perceptual training procedure. As the head does
not have a perfect spherical shape and as the head sizes and
shapes varied among the subjects, the experimenter arranged
the position of the actuators on the head of the participants at
each round, making sure they match their corresponding
angular location.

Figure 2: The structure of the haptic device

Figure 1: The spectral profile of the “ding” sound
Both the white-pink noise combination and the “ding” sounds
have been convoluted in real time with the nonICAD 2015 - 22
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Figure 3: The physical components of the haptic
device

2.4. The pre-test session

Figure 4: The Binaural Navigation Test

In the pre-test session, we tested the sound localization
performance and navigational skills of our 9 visually
impaired subjects in a virtual auditory application called
Binaural Navigation Test (Figure 4). In the Binaural
Navigation Test, the subjects were required to identify the
position of the 3D sound source by freely navigating from the
start position (which was randomly generated on the margins
of a circle of 150 pixels radius) to the target sound source
(which was situated exactly in the center of the circle). The
main interaction modality was the mouse (for 6 of the
subjects), while the other 3 used the touchpad. The audible
area was a circle with 200 pixels radius around the position
of the listener. The 3D sounds have been delivered to the
listener through a pair of stereophonic headphones. The
sonification technique used the inverse proportional encoding
of distance, so that the intensity of sound increased as the
user got nearer to the source and decreased as he got farther
from it (reaching 0 outside the auditory area of 200 pixels).
The formula for calculating the perceived sound intensity for
the current distance d between the position of the listener to
the sound source is the following:

(2)

Where SI is the current perceived sound intensity, d is the
current distance, dmax=150 pixels, SIMIN=0.05 (the
minimum perceivable sound intensity), SIMAX=1 (the
maximum sound intensity). The pre-test session consisted of
two blocks of trials. Each block of trials had 20 rounds (the
rounds numbered from 1 to 5 and from 11 to 15 used the
white-pink noise 3D sound combination, while the rounds
numbered from 6 to 10 and from 16 to 20 employed the
“ding” signal as the main auditory stimulus).

2.5. The training session
The training session offers haptic and auditory feedback
based training regarding the correct direction of the sound
source in space. The purpose of the training session is to help
the subjects to get used to the perception of 3D sounds and to
learn how to associate the sound with the corresponding
direction from where it is originating. In order to reduce the
errors caused by body or head motions, both during the tests
and the training session, the subjects were asked to keep their
posture in a fixed position. The training session is composed
of the following two modules:
a). A free listening module, where the experimenter moved
the mouse cursor inside a circle and the listener was able to
hear the sound corresponding to the direction between the
center of the circle (the virtual location of the listener) and
the variable position of the mouse cursor, using as auditory
stimuli both the white-pink noise combination and the “ding”
sound;
b). A sound localization procedure (Figure 5), where the
subjects were required to listen to different sound stimuli
(corresponding to the directions 0, 30, 60, 90, 120, 150, 180,
210, 240, 270, 300 and 330 degrees) and to indicate the
perceived sound direction using the conventional hour hand
of the clock (for example, 12 o’clock for 0 degrees to the
front, 3 o’clock for 90 degrees to the right or 6 o’clock for
180 degrees to the back). At each trial, the 3D sounds have
been presented continuously, in order to offer the listener a
complete perception of the acoustic space. Consequently to
the response, the subjects received perceptual feedback about
the correct direction of the sound through a series of
vibrations produced by the haptic belt that they wore on the
head. The subjects who had some degree of residual vision
also received visual feedback (Figure 6) - the correct
direction of the sound source was presented graphically on
the screen (colored in green), together with the listener’s
choice (colored in red) and acoustic feedback, in order to
make an effective association between the 3D sound and the
angular direction it is originating from. Each block of trials
consisted of 12 rounds in which the listener was required to
listen to the white-pink noise combination and to indicate the
perceived direction of the sound, followed by another 12
rounds that employed the “ding” sound as main test stimulus.
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P1: the ratio of the distance travelled by the listener (from the
starting position that is randomly generated on the margin of
the circle to the position of the sound source) to the minimum
possible distance of 150 pixels (the radius of the circle).
P2: the percentage of good movements towards the sound
source (movements that minimize the distance between the
position of the user and the location of the sound source).
P2=
(3)
P1 and P2 give an insight into the navigational skills of the
subjects, enabling us to evaluate their spatial auditory
perception. These two parameters offer valuable information
concerning the sound localization accuracy and decisionmaking abilities of the listeners.
P3: the number of mouse movements effectuated by the user.
P4: the round completion time (in seconds).
In order to assess the final results, we designed an application
that provides statistical, visualization and audio playback
functionality in what concerns the performance of the
subjects. Thus, the mean results for all the four studied
parameters are displayed, both for the 10 rounds that used
white/pink noise, respectively the “ding” sound, as well as for
the total number of 20 trials. The users’ virtual displacements
that are considered as good movements (minimizing the
distance between the current position of the listener and the
target sound source) are displayed as green-colored segments,
while the incorrect movements (effectuated in the opposite
direction, maximizing the distance to the target) are colored in
red. At the same time, the experimenter can visualize a realtime playback of the subjects’ performance for any of the 20
rounds of the test.

Figure 5: Visually impaired subject during the training
session

Figure 6: Visual feedback about the correct response
2.6. The experimental procedure
In the pre-test and in the post-post sessions, each of the 9
visually impaired subjects ran two blocks of trials (each
block having 20 rounds). The training session consisted of 4
blocks of trials (each block having 24 rounds), that were
separated into 2 days (2 blocks in the first day and another 2
blocks in the second day). In total, each subject performed 80
sound localization trials during the pre-test and the post-test
session and 96 auditory discrimination tasks (accompanied
by haptic perceptual feedback) in the training session (Figure
7).

Figure 8: Performance of a subject in the 7th round of
the pre-test session
Table 1 presents some statistical analysis (mean, standard
deviation – SD, minimum and maximum value), for all the
researched parameters, for both types of sound stimuli, in the
pre-test and post-test sessions of the experiment.

Figure 7: The experimental procedure
3.

RESULTS

3.1. Results of the pre-test and of the post-test sessions
During the pre-test and the post-test session, we studied and
evaluated the evolution of the following parameters:
ICAD 2015 - 24
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Mean
SD
Min
Max

Mean
SD
Min
Max

WHITE-PINK NOISE
Pre-test session
Post-test session
P1
P2
P3
P4
P1
P2
P3
P4
(%)
(s)
(%)
(s)
10
64
413 26
6.8
66
339 22
5.5 3.6 147 15
4
4
100 11
4.4
57
229 11
2.9
56
175
9
21
70
707 53
16
72
484 40
“DING” SOUND
Pre-test session
Post-test session
P1
P2
P3
P4
P1
P2
P3
P4
(%)
(s)
(%)
(s)
12
61
525 32
7.5
65
379 23
6.4
4
219 19
3.8
6
125 11
4
4
219 12
2.6
6
125
9
26
69
982 66
16
77
522 46

Table 1: Descriptive statistics of the researched
parameters in the pre-test and in the post-test sessions
of the experiment

The results show that the best sound localization performance
has been obtained when the combination of white and pink
noise (in varying proportions, according to the direction of the
sound source in space) has been employed, for both the pretest and the post-test sessions of the experiment. For the
rounds that used the white-pink noise combination as the
primary acoustic stimulus, there is a significant improvement
in the results obtained in the post-test session for parameters
P1 (in a Student t-test, t=-3.64, at p≤0.05) and P2 (t=2.46, at
p≤0.05) (Table 2). The mean rate of parameter P1 increased
with 32%, while the percent of correct travel decisions (P2)
improved between the pre-test and the post-test sessions with
3.2%. We also recorded an improvement for parameters P3
and P4 of 17%, that is statistically significant at p≤0.1 (for P3,
t=-1.74 and for P4, t=-1.02). For the rounds using the “ding”
sound as the primary auditory cue, we obtained significant
improvement for all the four studied parameters. Thus, the
mean rate of parameter P1 improved with 41% (in an
ANOVA test, we obtained p=0.04, which is lower than the
critical p value of 0.05. In a consequent Student t-test in
which we applied the Bonferroni correction in order to reduce
the type I errors, we obtained t=-4.44, p=0.002, p≤0.025), for
P2 we recorded an increase of 6.2% in the percent of correct
travel decisions (t=3.89, p≤0.05), the number of mouse
movements (P3) reduced with 27% (t=-2.63, p≤0.05), while
the round completion time (P4) significantly decreased with
28% (t=-2.1, p≤0.1) between the pre-test and the post-test
sessions of the experiment. Moreover, by using the Pearson
correlation coefficient, we observed a strong negative
correlation between the values of P1 and P2 (R=-0.83),
demonstrating that a higher distance travelled by the listener
from the randomly generated starting position to the location
of the sound source will lead to a lower rate of correct travel
decisions and to a less accurate perception of the acoustic
space. The correlation between P2 and P3, respectively P4 is
weak, showing that the round completion time or the number
of mouse movements do not influence the sound localization
accuracy or the navigational skills of the visually impaired
users under altered hearing conditions (such as the use of 3D
sounds synthesized from non-individualized HRTFs).
Furthermore, at least 78% of the subjects succeeded to
improve their sound localization accuracy as a result of the
haptic-auditory perceptual feedback based training (Table 3).
The number of participants who obtained higher results in the
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post-test session is larger for the rounds that used the “ding”
sound as the main auditory cue. Thus, all the participants
recorded significant improvements for parameters P1 and P2
and 89% (8 of the 9 subjects) achieved better results for
parameters P3 and P4. Parameter P2 (the percent of correct
travel decisions towards the sound source) is the most
significant sound localization criterion, as it offers a clear clue
regarding the spatial acoustic resolution of our subjects. 7 of 9
subjects recorded an improvement in the white-pink noise
combination rounds, while all the 9 participants succeeded to
enhance their sound localization skills when the “ding” sound
stimulus was used as the main auditory cue.
Type of
sound

P1

P2

P3

P4

Percentage of improvement after the second
session
Whitepink
noise

32%

3.2%

17.8%

17.1%

“Ding”
sound

42%

6.3%

27.7%

28.2%

Table 2: Percentage of improvement after the second
session
Type of
sound

P1

P2

P3

P4

Percentage of subjects with improvements
in the second session
Whitepink noise

100%

78%

78%

89%

“Ding”
sound

100%

100%

89%

89%

Table 3: Percentage of subjects with improvements in
the second session
The results show clear improvements in the sound
localization performance and navigational skills of our
subjects between the pre-test and the post-test sessions of the
experiment. These improvements are the result of the hapticauditory perceptual feedback based training, demonstrating
that the learning and adaptation play an important role in
enhancing the spatial auditory resolution of the visually
impaired people. In addition to this, the training procedure
was highly efficient in helping the subjects to navigate in the
virtual auditory environment under altered hearing conditions
and to search for the target sound source while listening to 3D
sounds synthesized with non-individualized HRTFs. Even if
the “ding” sound offers initial poor localization accuracy (due
to its narrowband spectral range and the disturbing short
breaks between two consecutive stimuli), it presents a high
potential for spatial localization improvement that can be
achieved through perceptual learning.
3.2. Results of the training session
The training session took place in 2 different days (separated
by a time interval of 4 days). Table 4 presents a statistical
descriptive analysis (mean, SD, minimum and maximum
value) of the most relevant parameters of our study – the
percent of front-back confusions and the angular localization
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error (the unsigned difference between the direction indicated
by the listener and the correct direction of the sound source).

Mean
SD
Min
Max

Mean
SD
Min
Max

FBC
(%)
12
5.2
4.1
16.6

FBC
(%)
14.3
7.8
4.1
25

WHITE/PINK NOISE
Day 1
Day 2
Err
FBC
Err
(degrees)
(%)
(degrees)
37.3
6
27.7
12.7
5.1
14.3
23.5
0
11
57
12.5
53.5
“DING” SOUND
Day 1
Day 2
Err
FBC
Err
(degrees)
(%)
(degrees)
44.8
12.5
42.4
9.9
10.2
15.4
32
0
23
61
29.1
66
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Type of
sound

Whitepink
noise
“Ding”

Front-back
Localization
Both
confusions
error
Percentage of subjects with
improvements in the second day of
training
100%
78%
78%

55%

55%

33%

Table 5: Percentage of subjects with improvements in
the second day of training

Table 4: Descriptive statistics of the researched
parameters in the training session
The results show that the best directional sound
discrimination performance has been achieved when listening
to the white-pink noise combination, in both days of the
training session. On the other hand, the “ding” sound offered
a less accurate spatial perception that is reflected in the high
incidence of front-back confusions and precision localization
errors. There has been recorded a significant improvement for
the two studied parameters between the two days of the
training session, for both types of sounds. Thus, in the case of
the white-pink noise, the percent of front-back confusions
reduced with 50% (from 12% in the first day of training, to
6% in the second day of training. In an ANOVA test, we
obtained p=0.02, which is lower than the critical p value of
0.05. In a consequent Student t-test in which we applied the
Bonferroni correction in order to reduce the type I errors, we
obtained t=-3.83, p=0.005, p≤0.025), while the angular
localization error decreased from 37 degrees to 27 degrees
(t=-2.57, p≤0.05). In the case of the “ding” sound, the
improvements are not statistically significant (the front-back
confusion rate reduced just with 2%, from 14% to 12%, while
the sound localization error improved with 2 degrees, from 44
to 42 degrees). In addition to this, the percentage of subjects
who recorded improvements in the second day of training was
higher under the white-pink noise listening conditions (78%
of the total number of subjects succeeded to obtain
improvements for both parameters when listening to the
combination of white and pink noise in varying proportions,
while only 33% of the participants were able to enhance their
sound localization accuracy and front-back disambiguation
skills when listening to the “ding” sound) (Table 5).

The lowest front-back confusion rate has been achieved for
the sound targets situated in the second and in the fourth
quadrants (Table 6, Figure 9), while the highest percent of
front-back confusion errors has been recorded for the sound
sources located in the first quadrant (when listening to the
white-pink noise sound stimuli) and in the third quadrant
(when using the “ding” sound as the main auditory cue). In
what concerns the precision error, the highest errors have
been recorded in the first quadrant (for the directions 0, 30
and 60 degrees, for both types of stimuli), while the best
localization performance has been obtained in the third
quadrant (for the white-pink noise stimuli) and in the second
quadrant (for the “ding” sound).
For the white/pink noise combination, the largest rate of
front-back confusions has been obtained at 0 degrees to the
front (15%), while the lowest percent of reversal errors (0%)
occurred at 150 degrees (in the second quadrant) and at 210
degrees (in the third quadrant). The lowest angular
localization accuracy has been obtained at 0 degrees to the
front, while the best performance was recorded at 180 degrees
in the back (15 degrees).
For the “ding” sound, the largest rate of front-back confusions
has been recorded also at 0 degrees to the front and at 180
degrees in the rear (16%), while the lowest percent of reversal
errors (2%) occurred at 60 degrees (in the first quadrant). The
lowest angular localization accuracy has been obtained at 30
degrees to the front, while the best performance (angular error
of 30 degrees) was recorded at 60 degrees (in the first
quadrant) and at 300 degrees (in the fourth quadrant).

Figure 9: The azimuthal range for each quadrant of
the auditory space
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ANGLE

Quadrant I
(from 0° in
the front to
89° to the
right)
Quadrant II
(from 90° to
the right to
179° in the
back)
Quadrant III
(from 180° in
the back to
269° to the
left)
Quadrant IV
(from 270° to
the left to
359° in the
front)

FBC
W/P
(%)
18.7

ERR W/P
(degrees)
55

FBC
DING
(%)
10

ERR
DING
(degrees)
45.6

2

28.6

6.9

37.3

9.3

25.3

13.1

41.3

3.1

32

3.1

40.6

Table 6: Distribution of front-back confusion errors
and angular localization errors in the four quadrants
of the 3D auditory space
3.3. Usability study
After the post-test session, the subjects were required to
complete a usability questionnaire in which they expressed
their opinion concerning the sound localization experiment.
78% of the subjects considered that the sonification
technique based on the combination of white and pink noise
helped them to avoid front-back confusions and to identify
the sound sources originating from the frontal and from the
rear plane. Also, 78% of the visually impaired participants
expressed their satisfaction concerning the efficiency of the
training session. Thus, they considered that the hapticauditory perceptual feedback based training helped them to
improve their sound localization performance and front-back
disambiguation abilities. The subjects unanimously
appreciated that the sound localization application is
motivating and challenging, that it is easy to be learnt and
used and that it can be the support for the future development
of an assistive device for the visually impaired people. 89%
of the subjects considered that the 3D sounds are efficient for
localizing the sound source in space and that it was easy to
identify the sound source by using the white-pink noise
combination. In addition to this, 67% of our users
appreciated that it is easy to identify the sound sources using
the “ding” sound and that the combination of white and pink
noise in varying proportions enabled them to correctly
identify the sound sources situated inside the cone of
confusion. Nonetheless, only 44% of the subjects considered
that the “ding” sound is efficient for avoiding the front-back
confusion errors.
4.

DISCUSSION

The results of our experiment demonstrate a rapid adjustment
of the auditory system of the visually impaired subjects to 3D
sounds synthesized from non-individualized HRTFs, due to
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the crossmodal association between the haptic and the
auditory senses. We reported significant improvements in the
sound localization accuracy and general spatial acoustic
resolution of our subjects, which is reflected in a lower rate
of front-back confusions and in a decrease in the angular
localization error. The perceptual learning process that took
place during the training session enabled the subjects to focus
on the spectral and temporal characteristics of the sound and
to associate the perceived acoustic stimulus with the
corresponding direction in space that was provided through
haptic feedback. The adaptation and recalibration process
was rapid, demonstrating that also other cognitive
mechanism, such as attention and focus have been used
during the perceptual training procedure. The improvements
are more significant for the white-pink noise combination,
due to their wider spectral profile. Nonetheless, we have
demonstrated that also other types of sounds (with a narrower
spectral profile, such as the “ding” sound) can be localized
effectively and present a significant potential for sound
localization enhancement as a result of perceptual feedback
based training.
In a short interview that took place after the experiment, our
subjects expressed their appreciation concerning the
proposed application. They also argued that this can be the
baseline for developing navigational audio games that would
improve their sound localization abilities and that additional
training would be highly useful for supporting enhanced
orientation and mobility skills. Furthermore, one subject
considered that the haptic belt can be used as a standalone
device for improving navigation outdoors, by helping the
blind people to keep a straight line when walking or by
providing directional information.
The object recognition experiment presented in [16], [17]
investigates the contribution of dynamic auditory cues
(anchor sounds delivered through headphones, using
individualized HRTFs) integrated with haptic feedback. The
subjects were required to recognize simple virtual objects
under two conditions: unimodal, where they were asked to
use only a tactile mouse and multimodal, when they were
provided both haptic and auditory feedback (continuous
bursts of Gaussian white noise that were spatialized in the
center of the virtual environment, giving global orientation
clues). Just as in our experiment, the distance to the target
was rendered through an inverse square law on sound
attenuation level. The results of the experiment demonstrate
that the bimodal condition led to a more effective exploration
strategy. Thus, as in our tests, the use of 3D sound facilitated
navigation and object recognition, conveying an
experimental testbed for the use of spatialized sounds in
virtual environments.
5.

CONCLUSIONS

Our study demonstrated that the visually impaired people are
able to adapt to altered hearing conditions, such as the use of
3D sounds generated from non-individualized HRTFs in
virtual auditory environments. We found evidence that the
adaptation process is the result of the haptic-auditory
feedback based training session which helped the subjects to
associate the auditory cues with the direction of the vibration
delivered on the haptic belt placed on the head. Moreover, the
visually impaired participants succeeded to improve their
sound localization accuracy by reducing the rate of reversal
and precision errors for both types of sound (with significant

ICAD 2015 - 27

sr
The 21st
International
The
InternationalConference
Conferenceon
onAuditory
AuditoryDisplay
Display(ICAD-2015)
(ICAD 2015)

better results for the rounds that employed the synthesis of
white and pink noise in varying proportions, according to the
direction of the sound source in space). Furthermore, the
results of the post-test session prove that our subjects have
been able to use binaural 3D sounds as the only means for
navigating in a virtual auditory environment. In addition to
this, we have proved that they improved their spatial acoustic
resolution, sound localization accuracy, orientation and
mobility skills and directional decision-making abilities. In
conclusion, the proposed approach can be considered a useful
training and rehabilitation tool for the future development of
audio-only games or for the design of an assistive device for
the blind people. Our experiments will continue by refining
this one and by providing a more extensive training session,
in order to study the highest degree of sound localization
accuracy that can be achieved as a result of haptic-auditory
feedback based training. Moreover, the results that will be
obtained will be integrated into a test procedure for the use of
an auditory Sensory Substitution Device which intends to
provide a rich representation of the environment.
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ABSTRACT
Headphone equalization is necessary for accurate binaural reproduction over headphones, but so far no metrics have been
adopted for evaluating human perception of spectral coloration in
post-equalization headphone transfer functions (HpTFs). A metric
for peak error is proposed that represents the average HpTF error
from narrow peaks per third octave band. In addition, a new metric for broadband error is defined by subtracting the average error
from narrow peaks and notches from that of an auditory filter bank
model. Used together, the peak error and broadband error terms
are shown to represent the critical information necessary for transparent headphone reproduction.
1. INTRODUCTION
For non-binaural audio applications listeners do not usually prefer a completely flat headphone frequency response [1, 2], but
because of the spectral sensitivity of spatial hearing a flat headphone response is important for accurate binaural rendering of a
virtual auditory space. Previous work suggests that flatter frequency responses are important for sound externalization using
non-individual head-related transfer functions (HRTFs) [3], that
headphone equalization may improve consistency in auditory distance perception [4], and that incorrect headphone equalization
may in some cases degrade auditory localization [5].
The headphone transfer function (HpTF) consists of lowerfrequency resonance effects primarily due to the volume enclosed
by the headphone cups and the higher-frequency resonances of
the listener’s pinnae [6, 7]. Early examinations of HpTFs employed a theoretical model wherein the headphone’s response
could be completely removed from the audio chain via inverse filtering [8, 9, 10]. However, in practice the refitting of headphones
by the same listener leads to significant geometric changes at small
wavelengths, leading to shifting of the pinna-dependent notches at
high frequencies [11]. Equalization via simple inversion of the
measured response at these frequencies leads to large peaks in the
inverse filter which do not match up with the notches from the earlier fitting, and psychoacoustic studies show that such peaks are
much more noticeable than the notches they are intended to equalize [12, 13]. Because of this, more recent headphone equalization
approaches use some form of discrimination to reduce gain at high

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

frequencies [14, 15, 16, 17], though some recent approaches still
use full-spectrum inversion [18].
Pralong and Carlile found significant deviations between
HpTFs for different subjects above 4 kHz, which led them to emphasize the importance of individualization in headphone equalization [19]. However, 4 kHz is also approximately the same
frequency at which variations begin to be introduced by refittings of the same headphones for the same individual [14, 16].
Thus inter-subject and intra-subject variations are sufficiently intertwined that it is difficult to account for one and not the other.
Since the frequency-dependent headphone equalization algorithms
mentioned above reduce their gain at high frequencies, they may
also reduce some of the benefits from individualized equalization.
It may be the case that much of the advantage from headphone
equalization may be obtained using a generic filter that only takes
into account the resonance of the headphones themselves and not
individual anthropometry [15, 17].
The various headphone equalization algorithms in use today
use a variety of frequency discrimination methods to establish a robust filter for transparent reproduction. In particular, these include
a frequency-domain peak compression algorithm [14], a statistical approach inverting the 95th percentile of each frequency bin’s
magnitude for a set of HpTF measurements [16], and a variety
of frequency regularization methods [15], While these algorithms
all have similar goals (i.e. the reduction of large high frequency
peaks), they use very different approaches, and in general their parameters have been hand-tuned using informal listening tests over
small databases of HpTFs.
Using the Spatially Oriented Format for Acoustics
(SOFA) [20], we have consolidated many of the existing
HpTF databases into a single publicly available dataset [21].
This allows the large-scale comparison of different algorithms
and input parameters under a variety of different conditions. In
addition, machine learning techniques could be used to design
completely new filters for more transparent generic or userspecific HpTF equalization, depending on what data inputs are
available. However, such approaches require numerical metrics
for auditory coloration perception in order to be evaluated on a
large scale data base.
In this paper we develop a 2-dimensional metric for the perceptual contributions of both narrow ‘ringing’ peaks and broadband coloration for equalized HpTFs. We first examine the existing psychoacoustic literature on coloration perception and discuss
the benefits and shortcomings of the existing auditory filter bank
model for spectral error. Next we develop an algorithm for detecting narrow peaks and notches, and use these to define numerical metrics of peak error and broadband error in post-EQ HpTFs.
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These two error metrics allow a more precise analysis of the narrowband and broadband contributions to auditory coloration perception.
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2.1. Coloration Perception

2.2. Auditory Filter Models
An approximation of auditory coloration might simply use a logarithmic integration of peaks and notches relative to a flat target
spectrum. But since the auditory system’s frequency perception
is not completely logarithmic but rather made up of critical bands
varying in width, a more accurate approach is to sum the error
contributions along equivalent rectangular bandwidth (ERB) filters. This was the approach used by Scharer and Lindau [17], who
measured error in reference to a target spectrum along 40 ERB
filters across the audible spectrum, as shown in figure 1.
Although a completely flat spectrum could be used as a target
for error calculations, in practice this may cause unwanted high
filter gains beyond the low- or high-frequency rolloff of the headphones. Because of this, the target function was a linear phase FIR
bandpass filter with pass band from 50 to 21000 Hz [17]. The target function’s low-frequency rolloff is the reason why figure 1(b)
has such low error values for the lowest critical bands. This
approach in general yielded small errors in the lower-frequency
bands, increasing at the higher frequencies where the HpTF experiences the most variation. A single average ERB error metric,
EERB , was calculated as the mean of the modulus of the error for
each of the ERB filters.
This metric depicts the auditory system’s overall perception of
large-scale coloration well in most cases. However, in the context
of HpTF equalization, the relatively wide-band ERB filter bank
may underemphasize large narrow peaks that may be produced under certain equalization schemes. This may happen for several reasons: first, high-Q resonances contain relatively little energy in the
context of a broadband auditory filter. Second, within the range of
a single auditory filter, complementary peaks and notches could
cancel each other out, yielding low total band error while still
sounding audibly colored. Finally, it is possible for such peaks,
on the cusp of two critical bands, to split their energy between two
ERB filters.

−10
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1k

10k

20k

10k

20k

Frequency in Hz

(a) Post-equalization HpTF
3
2

Amplitude in dB

Previous studies on auditory coloration perception have investigated the detection thresholds for spectral peaks and notches of
varying gains, bandwidths, and center frequencies. In general
these have concluded that narrow peaks are much more perceptible
than narrow notches and also that resonances of any kind become
more noticeable as their bandwidth increases [22]. Bucklein [12]
observed differences by frequency, but without any obvious pattern. Green [23] found a roughly U-shaped detection threshold
with higher sensitivity at mid-frequencies, similar but not identical
to an A-weighted equal loudness contour. Olive and his colleagues
also found that the shapes of perceptual detection threshold contours may vary based on the type of signal being presented [24].
Moore [13] performed many experiments at two frequency bands,
and concluded that sensitivity was generally higher at 1 kHz than
at 8 kHz. In the absence of such detailed studies across the entire
audible spectrum, numerical representations of spectral coloration
have not thus far incorporated frequency-dependence into their calculations [15, 17].

1
0
−1
−2
−3

100

1k

Frequency in Hz

(b) Calculated error for each band of an auditory filter bank
Figure 1: Example of ERB error calculated in [15, 17]. The postequalization HpTF is compared to a target spectrum at 40 bands of
an auditory filter bank.

While narrow notches still have a very high detection threshold, narrow peaks are much more likely to be perceptually
salient [13]. Since the elimination of these high frequency ‘ringing’ effects is one of the primary goals of headphone equalization,
a different metric is needed that detects such artifacts more accurately and consistently than the auditory filter model. Therefore
we propose a new metric to account for narrow peak coloration.
3. PEAK ERROR
Motivated by the considerations above, we have developed an
algorithm to detect the net contributions from relatively narrow
peaks in a given post-equalization HpTF spectrum. Given an input
power spectrum H, we create two smoothed versions of the spectrum: one coarsely smoothed version using full-octave smoothing, Hc , and another finely smoothed version using 1/48 octave
smoothing, Hf . Using these we first calculate the difference spectrum Hd = Hf − Hc .
All peaks on Hd are located by finding changes in the sign of
the gradient of Hd . From this longer list of peaks, smaller peaks
below a threshold are removed to account for signal noise. We
chose a threshold value of 1 dB to find perceptually significant
peaks, similar to [17]. The peaks are sorted in order of decreasing height, and smaller peaks within ± 1/6 octave of a higher
peak are removed. This prevents the over-counting of doublet or
triplet peaks above the threshold value, which cause broadband
coloration rather than the ‘ringing’ associated with narrow peaks.
As shown in figure 2, this increases the numerical contribution of
narrow peaks by emphasizing their difference with the spectrum
immediately around them. Conversely, the contribution of very
wide peaks is lessened, as it is already captured well by the ERB
filter bank. This allows detection of peaks whose values are below 0 dB but may still be perceived as ringing within the context
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of a larger broadband notch. Additionally, here we are normalizing to the average level between 200 and 400 Hz, not the average
level over the entire spectrum, since this frequency range provides
a more constant magnitude response and is more invariant toward
measurement errors [25].
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Figure 2: Example of peak detection on an HpTF.
Using the vector of remaining peak locations p, the peak error
Epk is then determined by
P
p Hd (p)
,
(1)
Epk =
3[log2 (fhigh /flow )]
where the denominator represents the number of third octave bands
within the frequency range of interest. Using values of flow = 50
and fhigh = 21000, this amounts to a division by about 26. This
operation scales common post-EQ values of Epk into a range of
0-2 dB, similar to EERB .
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4. ANALYSIS
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To examine the usefulness of the proposed metric, both peak error
Epk and mean ERB error EERB were calculated for sets of 20 repeated HpTF measurements from the PHOnA HpTF dataset [21].
HpTFs were equalized with two different statistical algorithms derived from the entire set of measurements: a mean inverse filter
and an inversion of the 95th percentile of all measurements [16].
Using these data, each HpTF can be plotted on a 2 dimensional
space showing its mean ERB error and peak error. For many subjects the additional metric of Epk is sufficient to differentiate narrowband ringing peaks from broadband coloration effects. However, because ERB error may be affected differently by different
arrangements of peaks and notches, in some cases ERB error may
be highly correlated with peak error if the broadband error is low
compared to the error introduced by narrow peaks and notches.
Figure 3(a) shows the right ear plots for a single subject, along
with the centroids and standard deviations for both algorithms in
terms of EERB and Epk . Viewed in this way, the 95% inversion
algorithm seems objectively inferior to a mean filter in terms of
either error metric.

Figure 3: 2D plots of EERB (a) and Ebr (b) on the x-axis against
Epk on the y-axis for the same set of equalized HpTFs for a single
subject. Centroids and standard deviations for mean and 95% inversion algorithms are displayed in red and magenta, respectively.

Because of this observation, we decided to modify the ERB
error metric by removing the contributions of narrowband error.
This required us to develop a similar metric for the notch error
En . It will be seen that it is not necessary to create a separate
notch-detection algorithm. Instead, the equivalent peak detection
approach is applied to the negative difference spectrum −Hd =
Hc − Hf . While narrow notch error is not usually perceptible,
such notches may contribute to the overall ERB error metric. The
notch error value En is also strictly non-negative, corresponding to
the absolute value of the mean notch depth per third octave band.
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Having calculated Epk and En , we then define a new broadband error measure, Ebr , which removes the average narrowband
error, defined as the mean of the peak and notch error, from the
mean ERB error value:

0.35

(2)

This definition allows the possibility of negative values of
Ebr , especially in cases where a signal has large narrow peaks
and notches that cancel each other out within the scope of a given
ERB filter. But this is still useful information, as it shows that in
these cases the post-EQ spectrum’s coloration comes almost entirely from narrowband artifacts rather than broadband filtering effects.
We can see in figure 3(b) that plotting Epk against Ebr , for the
same data as figure 3(a), distinguishes the effects of different forms
of coloration in both equalization algorithms. Rather than forming
a neat line, we now observe a diagonal split between the two algorithms, with the 95% inversion HpTFs grouping together in the
upper-left corner and the mean-filtered HpTFs in the bottom-right.
The 95% inverse filter generates uniformly higher values of Epk
but slightly lower values of Ebr than does the mean filter. Because
the 95% inversion creates more notches than peaks, the average
narrowband error is greater than Epk for most of the spectra.
Figure 4 shows measurements for both ears of another subject
from the dataset. In 4(a), there is a left-right split, yielding similar
Epk values for both algorithms but slightly greater Ebr values for
the mean-filtered HpTFs. In 4(b), however, there is another pronounced diagonal split, similar to figure 3(b). In the left-right split
case, the 95% inversion appears to be a better choice of equalization. However, more perceptual testing and perhaps task-specific
information would be needed to say definitively which of the algorithms is performing better in diagonally-split cases.
We were initially surprised that the peak error was higher in
most cases for the 95% inverse filter than for a mean filter given
that Masiero proposed a 95% inversion to preferentially choose
large notches over peaks. The key distinction in this case is that
the 95% inversion tries to avoid large peaks in the post-EQ spectrum, while the metric proposed here selects narrow peaks, whatever their size. Upon qualitative inspection of the spectra in question, we noticed that because of the algorithm’s preference for
large notches this created a chisel-like effect that also created many
small narrow peaks in the spectrum. Increasing the value of the
peak threshold would reduce the contribution from these peaks, but
it is our opinion that 1 dB is an appropriate threshold for finding
perceptually salient peaks. Still, the exact threshold and bandwidth
limits of the peak and notch detection function could be subject to
further parameterization for other HpTF equalization algorithms.
5. CONCLUSION
A rigorous comparison of different equalization schemes must
consider not only the separate dimensions of inter-headphone,
inter-subject, and intra-subject spectral variations, but also the additional dimensions introduced by each equalization algorithm and
its input parameters [14, 15, 16, 17] that have thus far been finetuned by hand. Any attempt to compare HpTFs along all these dimensions will inevitably require more data than can be reliably analyzed by visual observation. Computational analysis over a large
database may allow us to find subtle trends in large datasets or
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Figure 4: Plots of broadband error Ebr (x-axis) and peak error Epk
(y-axis) for another subject from the PHOnA dataset. Centroids
and standard deviations for mean and 95% inversion algorithms
are displayed in red and magenta, respectively.

to investigate the many algorithmic parameters that remain unexplored. In addition, machine learning techniques may be employed
to design new equalization techniques based on inputs based on the
user’s headphones or anthropometry.
However, computational optimization requires a consensus
coloration metric to be minimized. We have argued here that the
existing mean ERB error metric is not sufficient to fully represent the dual problems of narrow peaks and broadband coloration
in HpTF equalization. While it would be possible to minimize
only Ebr or Epk , probably a better solution would be to minimize a linear combination of these two error metrics or perhaps
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just the Euclidean distance from the origin in the 2-space shown
here (adding a zero-floor for negative values of Ebr ). Subjective
perceptual testing and evaluation will be needed to determine the
correct relationship between these two metrics so that computational processes can come as close as possible to the experience of
a human listening over headphones.
Finally, this research direction leads the way for the development of an auditory model for coloration and spectral profiling
induced by headphones and for the use of generic HRTFs that will
be used in an increasing number of applications, such as spatial
audio in web browsers [26].

[11] Abhijit Kulkarni and H Steven Colburn. Variability in the
characterization of the headphone transfer-function. Journal of the Acoustical Society of America, 107(2):1071–1074,
2000.
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ABSTRACT
In the following paper we present Aegis: a procedural
networked soundtrack engine driven by real-time analog
signal analysis and pattern recognition. Aegis was originally
conceived as part of Drummer Game, a game-performancespectacle hybrid research project focusing on the depiction
of a battle portrayed using terracotta soldiers. In it, each of
the twelve cohorts—divided into two armies of six—are led
by a drummer-performer who issues commands by
accurately drumming precomposed rhythmic patterns on an
original Chinese war drum. The ensuing spectacle is
envisioned to also accommodate large audience participation
whose input determines the morale of the two armies. An
analog signal analyzer utilizes efficient pattern recognition
to decipher the desired action and feed it both into the game
and the soundtrack engine. The soundtrack engine then uses
this action, as well as messages from the gaming simulation,
to determine the most appropriate soundtrack parameters
while ensuring minimal repetition and seamless transitions
between various clips that account for tempo, meter, and key
changes. The ensuing simulation offers a comprehensive
system for pattern-driven input, holistic situation
assessment, and a soundtrack engine that aims to generate a
seamless musical experience without having to resort to
cross-fades and other simplistic transitions that tend to
disrupt a soundtrack’s continuity.
1.

INTRODUCTION

There are generally two basic models for audio engine
design in video games. In one model, sound layers are mixed
together to create the audio track. When the game becomes
more intense, additional sound layers are added to reflect this
while the audio that was already present remains audible. In
the other model, all of the game audio is in one file with
markers indicating locations of key start points for different
sounds and music. As the game changes and calls for
different sound cues, the appropriate marker in the audio file
is played. In order to avoid gaps or jarring changes, a sound

file specifically designed to be a transition piece is often
played during the switch to a new marker in the main audio
file [1].
“If we are to coin a term to highlight … the current
[procedural] way of doing [game audio it would be] the ‘data
model’.” [2] Large amounts of sound clips are recorded,
edited, and arranged, much like the way that sample libraries
have been produced for music samplers. They are matched
to code in the game engine logic using an event-buffer
manager like the FMOD [3] or WWise [4] audio system. [2]
Both FMOD and WWise present a DAW-like approach to
programming sound for video games, and include elements
of procedural audio, such as game-driven music scores, realtime effect processing, and editing of audio while the game
is running. However, neither system allows for the flexibility
of dynamic sound creation in the way that MaxMSP [5], the
programming environment used to build Aegis, is able to
provide.
Some of the drawbacks of the procedural audio model,
as outlined by Farnell, are that aesthetic decisions usually
must be made early, and revisions later in the development
process can be both difficult and expensive. Sound has
historically been placed below visual and interactive
elements in games [6], and considering it early in the
development cycle can be challenging.
Benefits of the procedural audio model include the
ability to closely reflect actions and events within the ingame world. Each object and action can, and indeed usually
does, have its own unique sound associated with it. The
game music is also less strict in terms of time and form,
allowing the composer to focus more on the overall shape of
the music, and how it will contribute to and affect gameplay
and performance throughout the course of the game [2].
In recent years, “audiogames” and “mostly-audio”
games have been built on the idea of using audio to
supplement or completely replace a visual representation of
the game [7][8][9]. These games use audio to guide and
prompt the user to interact with the game engine through
what are still traditional methods of control: tactile buttons,
styli, gamepads, keyboard and mouse [8][10].

2.
This material is based upon work supported by the US National
Science Foundation (NSF) under Grant No. 0940723. Any opinion,
findings, and conclusions or recommendations expressed in this
material are those of the authors(s) and do not necessarily reflect the
views of the National Science Foundation.

DRUMMER GAME

Drummer Game is a transdisciplinary education-centric
research project conducted in the summer 2011 that aims to
integrate digital signal processing, music, visual arts, digital
storytelling, gaming, computer sciences, and engineering.
Funded by United States’ National Science Foundation [11],
its educational focus is on the Chinese history, and specifically
terracotta soldiers [12] that was in part inspired by the
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Figure 1: The twelve rhythmic patterns and the corresponding commands.
inaugural world tour of this historical and cultural wonder.
Drummer Game’s original aim was to produce a spectacle-like
event where two teams would face off in front of a large
audience. Each team consisted of six cohorts of terracotta
soldiers led by six players with the ultimate goal of either
destroying or forcing all enemy soldiers to retreat. Unlike
traditional gaming paradigms where players typically control
their units using various mainstream controllers, in this case
players are trained musicians, percussionists whose task is to
play one of the six authentic Chinese war drums of varying
sizes. By accurately playing and repeating precomposed
rhythmic patterns, each performer issues one of the twelve
commands to their cohort of terracotta soldiers (Fig. 1). Upon
being destroyed, a terracotta soldier turns into clay, essentially
becoming an obstacle for the rest of the cohort and its desired
formation. During the battle, audience cheering for two sides
can further contribute to their respective army’s morale, with
possible approaches including directional amplitude and
brightness (e.g. via smartphone flashes) monitoring, and/or
embedded applications running on smartphones. As part of its
educational focus, the game also integrated authentic
historical data associated with Chinese culture pertaining
directly to the clay terracotta soldiers.
This paper focuses solely on the audio-related component
of this project, namely the Aegis engine consisting of an
analog signal capture from the Chinese war drums, its analysis
and interpretation within the context of preexisting patterns,
and the networked game audio engine that supports audio cues
(special effects), and more importantly a procedural
soundtrack that is driven by the analysis of cues from the
players, as well as cumulative situational awareness. For the
purpose of analysis we have divided the engine into two
components, the analog signal analysis and pattern
recognition, and the networked procedural soundtrack engine.
While there is also a third component pertaining to sound
effects, this component was not fully developed as part of this
project and as such it is not included in the following analysis.
3.

tempo, meter, and overall structural integrity amidst fluid
change of game states, as observed through captured controller
data and the overall game’s situational awareness. Given that
Drummer Game, the catalyst for the creation of Aegis, is
controlled entirely through audio, or more specifically
detected acoustic rhythms, Aegis is designed to analyze these
patterns and generate control information for the game engine
from a musical instrument--the authentic Chinese war drums.
Aegis also builds upon the elements of a procedural audio
model, and utilizes the same to create a dynamic and organized
aural experience for the game players. Its design also defies
traditional production cycle--because of the crucial role the
sound and music played in Drummer Game, Aegis and the
soundtrack it controlled were among the first elements of the
game platform to be developed.
3.1. Analog signal analysis and pattern recognition
3.1.1. Capturing drum input
The project called for authentic Chinese war drums with water
buffalo skin membranes on both the top and the bottom of the
drum frame. There were two sets of six drums of unique sizes
ranging from approx. 10 to 48 inches (Fig. 2).
Although there is a level of subjectivity associated with this
process, rhythmic patterns assigned to various actions were
composed to best reflect musically the desired in-game action.
For instance, a simple “square” 4/4 rhythm was chosen to
characterize a change in army stance to a “square” formation,
whereas a change to a “wedge” (or triangle) formation was
represented with a triplet rhythm (Fig. 1).
Given that in the production setting, up to twelve drums were
to be in close proximity to each other, the ensuing bleed-over
of the amplitude spikes rendered traditional microphone
techniques inadequate. This was particularly apparent with

THE AEGIS ENGINE

Unlike other audio engines on the market, Aegis provides
integration of analog audio driven controller with a pattern
recognition, and a procedural soundtrack capable of keeping
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larger drums that had a pronounced residual envelope and, due
to a powerful dynamic range, they tended to cross-pollute
nearby drums whose membranes’ sympathetic vibrations

Figure 2: Zhangu Chinese drums Bian Gu and Tong, two
of the six war drums used in the Drummer Game.
could be easily misinterpreted as false positives. Similarly the
problem was apparent at faster tempi where a residual
envelope’s duration could easily elide with subsequent attacks
causing practically no observable attenuation in the overall
signal amplitude. For these reasons, we resorted to utilizing
contact piezo transducers from Radio Shack [13] (Fig. 3) that
were to be mounted onto the drums themselves. While these
transducers offer a very limited frequency response, they
proved adequate for the envelope tracking purposes.
Piezo transducer placement proved challenging due to the
amount of vibration of both the membrane and the drum
frame, particularly on larger drums. Upon investigating
optimal placement strategies it was determined that for larger
drums the best placement was on the side of the drum frame
away from both top and bottom membranes (Fig. 4). Smaller
drums allowed for a less conservative placement on the edge
of the drum membrane where it stretches over the frame, in
part because their resonance was less pronounced, and in part
because the curvature of the frame did not allow for flush
mounting (Fig. 4). The piezo elements were fastened with tape
to prevent damage to the drum frames.
To further dampen the residual envelope, rather than
placing the piezo element in direct contact with the drum, the
transducer was kept in its plastic casing that served as a
dampener of the vibrations. Further dampening was achieved
using a soft cardboard material placed between the transducer
and the drum frame. The ensuing setup allowed for a
reasonable isolation of individual attack from their respective
residual envelopes (Fig. 4).

Figure 4: Diagram showing placement of piezo and damping
element on the edge of the drum frame for the smaller drums
(top), and on the side of the larger drums (bottom).
envelope follower (a.k.a. noise gate) with a high (hit detection)
and a low (hit release) threshold was utilized to observe
individual impacts. While analyzing signal, it was determined
that despite the use of piezo transducers, sympathetic
vibrations continued to pollute signal fidelity to the point
where it was impossible to rely on the hysteresis alone. Even
though the drums differed significantly in size, and each drum
size offered a unique frequency response range where its
amplitude spike was most pronounced, it is worth noting that
it was mostly lower frequencies that were affected by
sympathetic vibrations and the transfer of energy via the floor
and air. Higher frequencies, while reflecting the actual hit,
offered a much quicker attenuation of the residual envelope,
thus posing as an equally effective frequency range for the hit
detection as that of the entire audible range, while being less
susceptible to the transfer of energy among different drums.
As a result, the software envelope follower was retrofitted
with a user-configurable FFT-based bandpass filter we hereby

Figure 3: The contact piezo transducer used for the Aegis
analog signal capture.

3.1.2. Software signal filtering
Audio signal was fed into Max/MSP via a multichannel USB
soundcard (Fig. 5) where a simple hysteresis [14] amplitude
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Figure 5: The Aegis signal network.
refer to simply as a “binpass” filter that offered unique
frequency ranges to each of the audio inputs and consequently
their respective drums (Fig.6). As observed in our tests, the
binpass when coupled by a hysteresis amplitude envelope
follower and hit detection algorithm, allowed for a
significantly more reliable hit detection than when using the
hysteresis approach by itself. The ensuing system allowed for
the detection of hits at two varying levels of loudness primarily
because it was determined that under the anticipated relatively
noisy production conditions that in many ways mimicked a
noisy war environment, any further granulation of the dynamic
range would have limited impact on both performers and the
audience while requiring a significant increase in complexity
and potential for amplitude-based misclassification.

Therefore, every incoming hit was dispatched to an
abstraction and stored locally into an array the size of the
pattern it was being compared against. This design allowed for
the ensuing recorded pattern to be compared against the
reference pattern in all its permutations (e.g. 123 would be
compared against 123, 231, and 312 permutations of the
original pattern, thus allowing for the fastest possible
recognition of a given pattern, particularly in cases where a hit
may have been misinterpreted). In situations where a patterns’
permutations shared too much in common with other similar
patterns, the shorter pattern of the two was duplicated, thus
extending its length and through its increased complexity
essentially eradicating a chance of a false positive. In order to
provide a contextually meaningful comparison, like the collformatted text file containing the reference pattern, each hit
was given an ordinal number from 1 to the pattern length,
strength (1=soft, 2=hard), and a timestamp. The timestamp
data was converted to ratios, using the longest event as a

1, 1 0.25;
2, 1 0.25;
3, 1 0.5;
4, 2 1;

Figure 6: Signal analysis and user-configurable perchannel FFT binpass filter.

Figure 7: Coll-formatted rhythmic pattern for the right-turnwhile-standing order and the corresponding score.
3.1.3. Pattern recognition
The ensuing signal analysis is broadcast to the pattern
recognition module in the form of either a soft or a hard hit,
both of which were essentially a “bang” signal dispatched to
different inlets. Inside the pattern recognition module are
twelve iterations of a pattern recognition algorithm, each
preloaded with a specific coll Max-external-formatted text file
reflecting a unique pattern. Each hit within this text file was
defined by its ordinal position, hit intensity (1=soft, 2=hard),
and a duration ratio in respect to the longest lasting hit in the
pattern. For instance, a right-turn-while-standing order is
portrayed in Fig.7.

normalized value of 1. The ensuing data could then produce a
dataset ready to be compared with reference pattern.
The use of ratios allowed for the tempo-agnostic pattern
recognition akin to Dynamic Time Warping (DTW) [15],
except applied in an arguably more computationally efficient
format essentially as real-time as conceivably possible. This
has allowed for the signal from all twelve performers to be
analyzed and run through twelve parallel iterations of a pattern
recognition algorithm. Despite running 144 iterations (12 per
performer) of the pattern recognition in conjunction with 12
FFT binpass filters and supporting envelope tracking
algorithm, the overall system’s CPU footprint remained
negligible.
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Figure 8: Analog Signal Analysis and Pattern Recognition Component Configuration and Monitoring Graphical User Interface

Two out of twelve patterns were given special treatment.
One, with no hits detected, was treated as suggesting holding
still. It was automatically invoked after two seconds of
performer inactivity. The second, a drum roll, had a unique
effect on the analog signal analysis that was not capable of
accurately capturing every individual event due to residual
envelope, despite considerable attenuation that was achieved
through aforesaid physical and software filtering techniques.
This event was therefore treated as a special case that was
detected as a pattern of an unusually high tempo and whose
contextual role was either of stillness (soft short roll; pattern
9), or attack (loud continuous roll; pattern 6), with their roles
being mapped to satisfy desirable musical characteristics
within the context of the overall performance.
3.1.4. Latency in pattern recognition
It is worth noting that the ensuing pattern analysis did
inherently bear a minimum latency equivalent to the amount of
time required for a performer to perform the entire pattern. One
of the implemented optimizations to the pattern detection was
pattern elimination–the pattern recorded from the performer’s
input was reset as soon as it could not match the reference
pattern in any of its permutations, upon which the pattern
recording was restarted, starting with the onset of the following
event. The research team also noted the possibility of further
optimizing the incoming stream by identifying a unique
partially matching pattern through the aforesaid approach to
pattern elimination. However, given such an approach could
also potentially accept partially incorrect patterns and therefore
promote inaccurate performance, it was dismissed as a viable
option. Besides, the ensuing latency within the scope of this
project seemed perfectly reasonable–on the battlefield, cohorts
would need to hear the entire pattern at least once before they
could successfully execute formation and orientation
adjustments to stay in sync with each other.
3.1.5. Output
When coupled with analog signal analysis, the pattern
recognition engine generated a numeric value pair, one
reflecting the detected pattern, and another reflecting the
detected pattern’s observed tempo expressed in beats per

minute (BPM). The latter was used to adjust the speed at which
the cohort was executing a particular move, thus promoting
showmanship of one’s technical prowess as a performer by
which they could also more efficiently direct their cohort
across the battlefield. The aforesaid value pairs were fed over
a network socket to the procedural audio engine for further
processing. The ensuing analog signal analysis and pattern
recognition component was coupled by a graphical user
interface (Fig.8) to allow for easy configuration of the twelve
inputs, as well as provide basic troubleshooting tools, like
audible hit detection and visual monitoring of FFT signals
(Fig.6).
3.2. Networked procedural audio engine
The networked procedural audio engine was designed to
receive networked data from both the analog signal analysis
and pattern recognition component (the desired pattern and its
tempo), and the gaming engine (the overall status of the battle
and the two teams, overall game status–most notably play,
pause, beginning, and ending, and finally general spatialized
sound effects and cues) (Fig.5). The two data streams were
combined together to generate a holistic image of the
simulation status in order to select the most appropriate clips
for the two soundtracks, one for each team, that reflected
primarily their respective army’s overall status. A hierarchy of
possible states was established with certain states taking
precedence over others (Fig. 9) to allow for a single overall
soundtrack to reflect the state of the entire team (six cohorts)
and their potentially divergent orders. For instance, neutral
states (e.g. a cohort standing still) were given a value of 1. As
soon as at least one cohort of the army began moving, the
movement state (2) would take precedence. Similarly, if any
of the cohorts engaged in a battle, a battle state (3) would take
precedence, and finally if any of the cohorts retreated, the state
was computed based on the dominant number of battling
versus retreating armies to be either battle (3) or retreat (4).
This choice allowed for strategic regrouping that should not
be necessarily regarded as a negative turn of events but rather
as a momentary realignment in the overall course of the battle.
This state collection was replicated twice for a total of three
state sets (Fig. 9). One was a negative set where an army may
engage in any of the four states with the overall situation
leaning towards defeat. The second state set focused on the
positive four states where the overall situation suggested
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Figure 9: The hierarchy of states and state sets and a transition diagram.
positive outcome. This set was also used for neutral, neither
negative nor positive state for still, moving, and retreating,
whereas the third incomplete set came with a dedicated battle
state depicting neither positive nor negative outcome. This
was done to ensure additional granularity of the battle state
whereby performers would be able to hear subtle yet
potentially critical changes in the overall situation on the
battlefield. Additional placeholders were provided for
monitoring of the audience’s participation that was to be fed
into the gaming engine where overall morale computation
took place. In return, the gaming engine provided the ending
value in a form of a single integer depicting a team’s morale
as positive, neutral, or negative.
3.2.1. Soundtrack design
Each of the nine possible states was assigned a loopable
precomposed track in duration between 32 and 96 seconds.
Due to time and budgetary constraints, loops were composed
and produced using a collection of commercial samplers and a
selection of thematically related sounds, resulting in a style that
combines western orchestral music with traditional Chinese
instruments. In addition, each state was accompanied with an
arbitrary number of transitions, each marked with its state of
origin and destination and variant (e.g. a transition that goes
from retreat to still in a negative set would be labeled 4-1[0],
with [0] referring to the first possible variant of that transition)
3.2.2. Procedural transitions
Arguably, the beat-synchronized transitions and modular
treatment of individual loops through the use of a series of
metafiles offers one of the more advanced approaches to
procedural soundtrack generation. Below we present the most
important aspects of this implementation. To ensure a seamless
continuous soundtrack that retains structural integrity across
transitions, all loops were coupled with an associated collformatted cue metafile that reflects possible entry points to

which a soundtrack could transition into following a playback
of an appropriate transition clip, ensuring that no two entrances
are the same, and thus further adding to a possible variance.
For this reason the procedural audio engine keeps history of
previous states against which it can then compare potential
transitions into the next desired state. At the point of transition,
the engine randomly picks from a pool of auto-detected
transition audio files that have an associated metafile reflecting
their compatible point of origin and destination, as well as their
duration. In order to ensure that each transition takes place at a
desirable moment (e.g. a downbeat), transitions are delayed
until they coincide with one of the possible transitioning points,
as reflected by a supporting tempo and meter metafile. The
downbeat is audio signal driven and, at the time the engine was
designed, limited to the signal vector size (default 64 bytes at
48,000Hz sampling rate, or a maximum delay of 1.33ms)
inside Max/MSP. With the recent introduction of Gen for
Max/MSP [16], this accuracy can be theoretically brought
down to a single sample regardless of sampling rate. As a
result, all transitions are triggered with signal vector size
accuracy. In our tests, even for a steady beat-pattern-driven
soundtrack, 64 bytes proved adequate and below the
perceivable threshold even of a musically trained listener.
Apart from the cue file, an additional metafile associated
with each loopable sound clip contained tempo and meter
information, allowing for smooth transitions between their
respective settings, as well as accounting for changes in terms
of downbeat positions. Although a gradual speed-up and/or onthe-fly playback speed change both with and without
resampling was one of the features desired by the project and
the current implementation has the necessary framework to
support it, the final implementation, in part due to time
constraints and in part because it was deemed unnecessary by
the Drummer Game simulation, did not include this option.
Between the virtually unlimited variance in terms of
possible transitions, the number of loops with equally
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unlimited number of valid transition entry/exit points, as well
as loop granularity and length, the ensuing system offers a
malleable setup for more advanced procedural manipulation of
precomposed musical snippets, their layering, and further
advanced processing (e.g. glissando and/or a key change).

very much look forward to building the next iteration of the
engine with many of these features integrated as a turnkey
solution.
4.2. Obtaining Aegis
For all enquiries regarding Aegis, contact Ivica Ico Bukvic
<ico@vt.edu>.

3.2.3. Soundtrack latency
As a result of the aforesaid architectural choices, the worst case
scenario delay of a transition is the full bar. While this certainly
is not ideal and does not match responsiveness of a
precomposed and post-produced movie soundtrack, in our realworld tests we found the music to be adequately responsive to
the changing conditions. More so, this arguably slower
response also allowed for momentary misinterpretations of a
particular command to be dropped before requiring rapid
changes between two potentially dramatically different states
that could compromise the soundtrack’s overall structure and
musicality. Therefore, the ensuing pace can more closely
reflect that of a narrative-driven pre-composed soundtrack.
4.
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REAL-WORLD TESTING

Although the final simulation did not test all the features
provided in the audio engine, tests using drums and the audio
engine alone offered for an exhilarating experience where
performer’s accuracy was rewarded accordingly by a
responsive system. There are lingering questions, however,
particularly within the context of the Drummer Game project.
One of the questions is centered on generating
convergence of musical ideas between the soundtrack and live
performers, something that proved particularly challenging
within the context of Drummer Game’s arguably unique
gaming paradigm where performance is subservient to the
simulation, rather than the soundtrack. We anticipate that with
an extended use of phase vocoding to provide time stretching
as well as pitch shifting of the soundtrack material, this could
prove an interesting symbiotic experiment between a live
performer and the presented audio engine, although such an
approach would require a different treatment of the
compositional material and as such within the context of the
Drummer Game project it proved undesirable. More so, with
potentially six disjunct tempi and rhythmic patterns,
establishing common pulse is essentially impossible.
Another concern is how the overall aural fabric would
sound, even within the context of a single army where six
performers play varying patterns at likely disparate tempi.
While one conclusion would be that of cacophony, another
suggests a more immersive experience of what such drums
may sound on a battlefield, while also offering those
unsuspecting moments of perfect sync in part because all
cohorts may want to advance towards the enemy at the same
pace, but also possibly for that dramatic effect that instills fear
in their enemies (and at the same time excites the audience
observing the spectacle and cheering for their team).

5.

Unlike traditional gaming audio solutions, the first iteration of
Aegis consists of two components: the analog signal analysis
and pattern recognition module, and the networked audio
engine. Its audio engine design builds upon the foundations of
procedural audio, software platforms such as FMOD and
WWise, and audio-driven interaction, while also pushing the
boundaries of a sample- and pulse-accurate procedural
soundtrack and its implementation so as to allow for greatest
malleability without sacrificing structural integrity. In its
initial tests, the engine showed negligible CPU overhead and
as such the research team posits it is ready for deployment in
a broad range of scenarios. Despite its project-specific design,
the engine has broad applicability potential, including games,
immersive simulations, digital storytelling, as well as the less
conventional performance- and installation-based scenarios.

6.
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ABSTRACT
We report three experiments measuring the upper limits, defined
as auditory velocity thresholds beyond which listeners are no
longer able to perceptually resolve a smooth circular trajectory in
various reverberate conditions. These thresholds were measured
for white noise, band-limited white noise and band-limited white
noise mixed with a pure tone, in different reverberation conditions:
acoustically dry room, two simulated source-image-based reverberations and natural reverberation with different configurations
of loudspeaker arrays. Experiment 1 took place in a dry room and
thresholds were measured with and without a reverberation simulation of an actual reverberant room. In Experiment 2, various
simulated reverberation parameters were tested in the same dry
room, and two different loudspeaker configurations were tested in
a reverberant room. Experiment 3 investigated the effect of audio source type in simulated reverberation condition and for high
velocities. No significant effects were observed among reverberation conditions, suggesting that the upper limit is robust against
reverberation.
1. INTRODUCTION
One of the major challenges to the auditory system in everyday
listening is to track moving sound sources. However, our understanding of dynamic sound localization lags behind that compared
for static sound localization. Furthermore, most researches on
sound localization has been conducted in anechoic (or dry) environments. However, in almost all natural environments spatial
hearing is challenged by the presence of reverberation, which leads
to fluctuations in interaural time differences [1]. While reverberation has been shown to have a detrimental effect on static sound localization [2, 3, 4], its effect on auditory motion has received scant
attention. To our knowledge, there are only two studies on the
topic both using sounds rotating in the horizontal plane around the
listener at high velocities. The first exploration [5] conducted by

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

Aschoff in 1962 reported the listeners’ impression when presented
with white noise revolving on a 18-speaker circular array inside
an anechoic room. Above a certain velocity, listeners no longer
perceive a rotation but rather a left-right alternation. The second
study by Féron et al. [6] in 2010 replicated and extended this same
experiment by measuring the upper limit for circular auditory motion, defined as the velocity threshold above which the auditory
system is no longer able to resolve circular motion. The upper
limit was measured in a reverberant concert hall and an acoustically treated room. Féron et al. [6] observed higher upper limits in
the reverberant room than in the dry room suggesting that reverberation could have a beneficial effect on auditory motion perception
as reflections could reinforce the impression of circular motion,
thus enabling listeners to track sounds moving at higher velocities.
However they also note that in the reverberant room, participants
were seated slightly off-center which could have provided additional cues for velocity discrimination.
We report a series of experiments further investigating the effect of reverberation on the upper limit. In Experiment 1, we compare the thresholds obtained in an acoustically treated lab in a dry
condition and with simulated reverberation (primary early reflections). In Experiment 2, we extend the reverberation simulation to
include secondary reflections and we contrast the wall frequencydependent reflection coefficients to maximize differences between
source images. In addition, in Experiment 2, we also measure the
upper limit in the same large reverberant room as Féron et al. [6]
but with participants seating in the center of the array (as opposed
to off-center), thus providing a direct comparison. Experiment 1-2
used white noise stimuli. Experiment 3 extends the investigation
by comparing upper limits obtained with white noise and white
noise with a pure tone in the dry and simulated reverberation conditions at a wider range of velocities.
2. EXPERIMENT 1 - COMPARISON OF DRY AND
SIMULATED REVERBERATION CONDITIONS
The aim of Exp. 1 is to compare upper limits in two different reverberation conditions, namely dry and simulated reverberation.
Féron et al. [6] presented sounds rotating around the listening position at different pre-defined velocities and asked participants to
judge if the sounds were rotating (i.e., the apparent trajectory of
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Figure 1: Experimental set-up in the dry room (Spatial Audio Lab)
at CIRMMT used for Experiments 1, 2 and 3.

theta’

Image source
S’

the sound was a continuous circle), or not (i.e., any other apparent
trajectory or lack of motion). Responses to this task may be based
not only on sensitivity to motion, but also on participant’s criteria
for what constitutes motion. We thus decided to use a criterionfree measure by varying the direction of motion randomly across
trials and having participants respond whether the sound was moving clockwise (CW) or counterclockwise (CCW). In addition we
used an adaptive procedure to allow for a more precise estimation
of the threshold instead of relying on a pre-defined range of velocities.

Virtual wall

n

D

R

S
theta

2.1. Apparatus

(0,x,y)

The experiment was divided into two sessions of 15 minutes each
corresponding to two reverberation conditions (dry simulated reverberation) presented in counterbalanced order across participants. On each trial, a moving sound source was presented over
the circular array of speakers surrounding the participant. The direction of motion (CW or CCW) and the number of rotations (2-6)
was randomized across trials. The task was a 2-alternative forcedchoice; participants used a remote control to indicate whether the
sound was moving clockwise (CW) or counterclockwise (CWW).
Each session uses a 4 intertwined 1-up, 2-down staircases (2 CW,
2 CCW) with an initial velocity of 1.3 rot.s−1 and an initial step
size of 0.1 rot.s−1 , halved after the first and second reversals. We
stopped after 12 reversals or 60 trials and averaged over the last
5 reversals to determine the threshold per staircase, then averaged
over all 4 staircases to determine the threshold per participant in a
given condition.
Participants were tested individually in the hemi-anechoic
Spatial Audio Lab (referred to as dry room throughout the paper)
of the Centre for Interdisciplinary Research in Music Media and
Technology (CIRMMT) in Montreal (Canada). The dry room is
5.40 m (W) × 6.40 m (L) × 3.60 m (H) with a measured Reverberation Time (RT60) and Early Decay Time of 0.09 s and 0.28
s respectively. The circular array consisted of 16 Genelec 8040A
(Genelec, Iisalmi, Finland, frequency range 48 - 20,000 Hz) regularly spaced in the horizontal plane spaced along a circle with a
diameter of 3.7 m. The experimental set-up is pictured in Fig. 1.

Loudspeakers

Source trajectory

Anechoïc room

Figure 2: Experimental set-up, sound source trajectory and a virtual source resulting from the reflection of a virtual wall
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(2.63, 0)
(0, 3.66)
(−2.63, 0)
(0, −3.66)
0.272

Table 1: Geometrical and material parameters for the reverberation
simulation in Experiment 1.

For comparison purposes , the sound used to generate the stimuli was a full-range white noise (WN) as in previous studies (
[5, 6]). On each trial, the white noise was generated in real-time
by the Max/MSP function NOISE.

Figure 3: Thresholds for Experiment 1 in dry and virtual reflections (primary reflections only, referred as V IRT. R EFL .) conditions. Previous results established by Féron et al. [6] are reported
in gray, measured in dry and natural reverberation conditions.

2.4. Results

2.2. Participants
Twelve subjects, aged 28 to 36 years, participated to the experiment. They were musicians and/or researchers from audio laboratories with self-reported normal hearing.

2.3. Simulation
Static soundfield synthesis has been extensively studied over the
last decades and allows for accurate and robust simulation results
[7]. However, dynamic spatial rendering has received scant attention in the literature. Franck [8] and Ahrens and Spors [9] have
studied the dynamic artefacts for the case of Wave Field Synthesis
whereas Pulkki [10]’s Vector-Based Amplitude Panning (VPAB)
allows for the rendering of virtual auditory scenes in real-time
An original virtual source spatial rendering Max/MSP object
using VBAP was implemented for audio rate computation in order to guarantee smooth angle variations at very high velocities.
The object was programmed in JAVA (with the MXJ ˜ functionality) by the authors to sample the angle parameter at the audio sample rate. In order to test the hypothesis that reflections reinforce
auditory motion perception [6], we only model the primary reflections upon four virtual walls and omit specular reflections. The
experimental set-up, the sound source trajectory and a exemplified
mirrored image are schematized in Fig. 2. The configuration of the
virtual walls has been set to match the acoustics and the geometric
ratios of the reverberant environment used by Féron et al. [6] in
the Multi-Media Room (called reverberant room throughout this
paper). It is a large empty room with a wooden floor and curtains
covering the walls. They used a circular array with a radius of 6 m
and the room was 17.07 m × 23.77 m × 16.50 m with a reverberation time of 1.82 s. To keep the same geometrical ratio (radius of
array to distance to the walls), we modeled the virtual dimensions
shown in Table 1. Moreover, a uniform frequency band reflection
coefficient has been selected to match the RT60 of the reverberant
room, on the basis of the Sabine Formula. A global Sabine absorption coefficient equal to 0.272 was deduced from the RT and
from the room dimensions. Virtual source gains resulting from the
four primary reflections to the virtual walls were uniformly set to
respect the absorption coefficient. Also, the stimuli were presented
in all conditions to fit a Leq Level at 67 dB, measured with a B&
K sound level meter at the listening position.

The upper limits averaged over all participants are presented in
Fig. 3 along with upper limits reported in [Féron et al., Exp. 3] using the same stimulus signals (white noise). In Exp. 1, we observed an upper limit of 2.18 rot.s−1 in the dry condition and 1.98
rot.s−1 with the simulated reverberation. A paired t-test revealed
no significant differences between the 2 conditions (p > 0.10).
While the values of our upper limits are very much in line
with those of [Féron et al., Exps. 1,2] [6], we failed to observe the
beneficial effect of reverberation on upper limit that they reported
in the reverberation condition. The source of difference could be
methodological as participants in Féron et al. [6] were slightly
off-center resulting in additional motion cues such as Doppler
shifts of the direct sound that could have enabled participants to
track motion at higher velocities. Also, the circular array used in
[Féron et al., Exp. 3] had a larger diameter. But the difference
may also be attributed to our reverberation model which simulated
primary early reflections only. Experiment 2 extends the reverberation simulation to model secondary reflections and maximize
differences between source images by contrasting wall frequencydependent reflection coefficients. In addition we provide a direct
comparison with the set-up used in [Féron et al., Exp. 3] but with
participants sitting in the center of the circular array. We further
add a control condition in the natural reverberation environment
with a smaller circular array identical to the one used in the dry
condition.
3. EXPERIMENT 2 - COMPARISON OF DRY, REFINED
SIMULATED REVERBERATION AND NATURAL
REVERBERANT CONDITIONS
3.1. Apparatus
Experiment 2 consisted of 4 sessions, 2 in the previously described dry room and 2 others in the reverberant room used by
Féron et al. [6].
In the dry room using the same circular array as in Exp. 1, the
dry condition was identical to the one in Exp. 1. The simulation of
reverberation uses different spectral absorption coefficients based
on wall manufacturer references [11, 12] on the 4 different walls
and introduces asymetry in the virtual walls geometry as summarized in Table 2.
In the reverberation conditions, two concentric circular loud-
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WALL Location [m]
A
(2, 0)
B
(0, 2)
C
(−2, 0)
D
(0, −8)

Filter
Cutoff Freq. [Hz] Gain [dB]
High-pass
1500
0
Band-pass
1000
0
Low-pass
500
0
Low-pass
800
0

Q
0.7
1.2
0.7
0.7

Table 2: Geometrical and filter parameters of the reverberation
simulation in Experiment 2.

Figure 4: Set-up in the Music Multimedia Room at CIRMMT
where took place Experiment 3.

speaker arrays were in the reverberant room described above. The
large circular array was the one used in [Féron et al., Exp. 3] with
12 Meyer Sound VariO UPJ-1P loudspeakers regularly spaced on
a 6-m radius circle. The smaller circular array was the same as the
one used in Exp. 1 and in the dry room of Exp. 2. The stimuli were
presented in all conditions to fit a Leq Level at 67 dB, measured
with a B& K sound level meter at the listening position.

4

2
[2.31]
1

[2.28]

[2.56]

[2.27]

Si

D

We hypothesize that a potential beneficial effect of reverberation
on upper limits could be due to Doppler pitch shifts in the mirror
images. To test this hypothesis, we decided to use a band-pass
noise instead of white noise in Exp. 2 based on measured Frequency Response Functions (FRFs) in the dry room.
By minimizing differences in loudspeaker responses and
acoustical paths, we ensure that we are evaluating the effect of
the reverberation of the virtual asymmetric wall geometry. Two
40 dB/octave high-pass and low-pass filters were used to filter the
white noise generated by the Max/MSP program with cutoff frequencies of 100 Hz and 10 kHz respectively. These cutoff frequencies were selected to leave frequency ranges exhibit the largest differences among speaker FRFs.

Reverberant room

3

0

3.3. Simulation
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m
u
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Upper Limit (rot/s)

Experiment 2 consisted of 4 sessions of 10 minutes each, corresponding to the dry condition (in dry room), the simulated reverberation (in the dry room) and 2 loudspeaker arrays in the natural
reverberation condition. Each session uses the same adaptive procedure and task as in Exp.1. The order of presentation of the 4
different sessions was counterbalanced across participants.
A new set of fifteen McGill students, aged 19 to 50 years, with
self-reported normal hearing participated in Experiment 2.

ry

3.2. Procedure and participants

Figure 5: Thresholds resulting from Experiment 2 relative to no reflection simulation and reverberation simulation conditions in the
dry room, D RY and S IMULATED REVERB . respectively and relative to the corresponding to the small diameter loudspeaker array
configuration and the large diameter loudspeaker array configuration taking place in the reverbrant room, S MALL ARRAY and
L ARGE ARRAY, respectively.

3.4. Results
The upper limits averaged over all participants are presented in
Fig. 5 for the dry, simulated reverberation, natural reverberation
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with the small array and natural reverberation with the large array
conditions. They are respectively equal to 2.31, 2.28, 2.58 and
2.27 rot.s−1 .
A one-way ANOVA revealed no significant differences across
conditions (F(3,59)=0.73, p > 0.54), which does not provide support for our hypothesis. A follow-up study was piloted with 3
participants using 2 different signals: white noise and white noise
with pure tone. Indeed, one potential explanation is that the
Doppler effect additional cues may not be perceptible on wide
band-pass noises. The result of the pilot study seemed to support
this idea. Furthermore, the Doppler cues may only be beneficial
at very high velocities above the upper limit, in which case the effect would not be observable using ascending adaptive staircases
(restricted to velocities below the upper limit). Experiment 3 was
designed to test this new hypothesis with the addition of a pure
tone on a wider range of velocities using a discrimination task.
4. EXPERIMENT 3 - COMPARISON OF TWO
DIFFERENT AUDIO SOURCE TYPES
The same apparatus as in Experiment 1 was used in Experiment 3.
4.1. Procedure
To test the validity of this hypothesis for high velocities, we chose
to measure motion detection with a constant comparison ABX discrimination task. On each trial, participants were presented with 3
sounds labeled A, B and X and asked to indicate X was identical
to A or B. The only difference between A and B was the direction
of the rotation (CW or CCW).
We used the same reverberation simulation as in Exp.2 (sec. 3)
(dry room, simulated reverberation). We used two audio source
types to generate the stimuli. One was the filtered white noise used
in Exp.2, the second one was the same signal with the addition of a
sinusoidal tone at 1000 Hz and 10 dB above large band noise level.
The number of rotations was randomized across trials between 4
and 6.
Seven discrete velocities (1.5; 2.0; 2.53; 3.05; 3.57; 4.08; 4.60
rot.s−1 ) were selected to cover a wider range of velocity values extending well-above the thresholds measured in Exp. 1 to allow for
a potential increase in performance if Doppler cues become more
noticeable at very high velocities. The experiment was divided
into 2 sessions of 12 to 15 minutes. The order of presentation of
the 168 trials was randomized across sessions to avoid any order
effect.
4.2. Participants
Six subjects, aged 22 to 35 years, participated in Experiment 3.
They were musicians, researchers in audio laboratories or audiophiles with self reported normal hearing.
4.3. Results
The percentage of correct answers collapsing over all participants
for each signal condition (Noise and Noise + Tone) is presented
in Fig. 6 as a function of source velocity and for each signal condition. Also reported is the chance level around 50% correct in
which answers are not considered random according to the binomial test. All the observations are above chance level even for
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Figure 6: Percentage of correct answers collapsing over all participants (N=6) in Experiment 3.

the white noise. This suggests that participants were able to discriminate between sounds rotating in different directions at velocities well-above the upper limits measured in Exps. 1 and 2 and in
[Féron et al., Exps. 1-3] . In this ABX discrimination task, participants have to match the last sound heard to one of the 2 first
sounds presented. While the sounds differ in the direction of motion, participants may be able to perform the task at hand relying
on cues that are not related to direction but rather to changes in
coloration. Moreover, a 7 (velocities) × 2 (audio source types) ×
6 (subjects) factorial-ANOVA reveals a significant main effect of
velocity (F(6,30)=4.93, p=0.0013) and a significant interaction effect subjects × velocities ((F(30,83)=2.06, p=0.0261)). No effect
of audio source type was observed contrary to our hypothesis.
5. DISCUSSION
The findings of Experiments 1 and 2 converge to show that reverberation (be it simulated with modeled early reflections or natural)
does not affect the upper limit. Indeed the thresholds of velocity above which participants could no longer detect the direction
of motion ranged between 1.98 and 2.56 rot.s−1 with a standard
deviation of 0.138 rot.s−1 across conditions. No significant differences were observed across the different reverberation conditions.
In Experiment 2, we also compared upper limits obtained with
2 concentric circular arrays and found no significant differences.
Together these findings indicate that the upper limit is robust to
reverberation and across the different sound reproduction configurations tested when using white or large-band noises. Through
pilot testing, we observed that in extreme asymetrical reverberation conditions using pure tones, one could hear subtle differences
that could attributed to Doppler shifts patterns on the reverberated
soundfield. Subsequently, Experiment 3 extended our investigation to two signal types: white noise and white noise with a sinusodial tone. The hypothesis was that reverberation could provide additional cues (Doppler shift patterns on the mirror images)
that would only be available at very high velocities above the upper limit and more perceptible on tones. To test this hypothesis,
we used a different procedure with a discrimination task on predefined velocities extending the range of velocities well-above the
upper limit. In terms of audio sources, the differences between
the noise and noise + tone conditions did not reach statistical significance but this could be due to the small sample size. Further-
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more, participants were able to perform the ABX discrimination
task above chance level even at all velocities, including the ones
above the upper limit. One reason could be methodological, as
this task is a recognition task as opposed to the direction detection
one used in Experiments 1 and 2. Participants could rely on cues
related to the comparison of soundfields between A and B introduced by the specific location of different Doppler effects on the
mirror images as a function of the direction. In other words, this
discrimination task might be easier than the task used in previous
experiments and may not involve actual motion detection.
The upper limits observed in [Féron et al., Exp. 3] were 2.6
rot.s−1 for the dry condition and 3.5 rot.s−1 for the natural reverberation condition suggesting a beneficial effect of the reverberation for dynamic sound source localization, which could be
attributed to a reinforcement of the spatial definition through mirror images also rotating around the listeners. However several
differences between the dry and reverberation conditions should
be noted: in addition to the acoustics (RT60 is 11 times longer
in the reverberant condition), the rooms also differed in size and
speakers array configuration in the reverberation condition, the
loudspeakers were approximately 2.5 times further away from the
listener in the reverberant condition (resulting in different directto-reverberation ratios) and the participants were seated slightly
off-center. As proposed by Féron et al., we hypothesize that the
off-center position resulted in additional cues for motion perception. Indeed, off-center circular trajectories of the mirror image
could produce perceptible Doppler shifts with reflections enlarging spatial width and frequency content. We tested this hypothesis in Experiment 2 by varying independently the audio (size of
the loudspeaker array) of one acoustic (reverberation) parameters
while ensuring that participants sat at the very center of the loudspeaker arrays. We did not find differences across loudspeaker
arrays of different sizes. In addition, contrary to Féron et al.,
we did not observe significant differences between the reverberant
and dry conditions using the exact same room and speaker configurations, suggesting that the increased upper limit observed in
Féron et al. was attributable to the off-center position of the participants rather than to a beneficial effect of reverberation.
6. CONCLUSION
In a series of experiments, we measured listeners’ ability to track
circular motion at high velocities in various reverberation conditions. We also compared two audio source types as well as as
two loudspeaker array configurations using adaptive procedures
experiments and ABX discrimination tasks to measure the velocity
threshold above which listeners are no longer able to track circular
trajectories.
The different reverberation conditions included a dry room,
simulated reverberation (with primary and/or secondary early
reflections) and with different wall reflection coefficient geometries, and a natural reverberant room (with an RT60 of 1.82 s
). Audio source types involved were white noise, large band
limited white noise and large band limited white noise added
with a pure tone. The different loudspeaker configurations were
a small 16-loudspeaker equally spaced circular array and a large
12-loudspeaker equally spaced circular array.
The main finding is that the upper limit, defined as the velocity thresholds above which participants can no longer detect the
direction of circular motion is robust to variations in reverberation
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conditions, audio source types and loudspeaker configurations. Indeed :
1. There is no effect of the reverberation (dry, different simulations, and natural reverberation) on the upper limits for the
audio source types tested (white noise, band-pass filtered
white noise, white noise + tone).
2. There is no effect of loudspeaker configuration (different
sizes and numbers of speakers) on the upper limit.
In terms of robustness to the task at end, the thresholds obtained
in Exps. 1 and 2 by asking participants to indicate the direction of
the rotation are comparable with those obtained by Féron et al. and
Aschoff [5] though using different tasks, suggesting the the upper
limit is also robust for different motion detection tasks. However,
the ABX discrimination task used in Exp. 3 yields higher performance, suggesting that other perceptual mechanisms are at play
for detecting motion direction and for discriminating soundfields
produced by sounds rotating in different directions.
A recent study by Frissen et al. [13], in the same range of
velocities, shows that reverberation does not affect velocity discrimination thresholds. Together these findings provide converging evidence for the robustness of auditory motion perception to
reverberation. Future direction include investigating other aspects
of auditory motion perception such as the perception of spatial trajectories in different reverberation conditions.
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ABSTRACT
2.
Distortion product otoacoustic emissions (also known as
combination tones) are sounds generated within the listener’s
ears upon physical and physiological interactions between
spectral components in a given auditory input.
The
relationship between sounds generated by loudspeakers and
sounds generated in the listener's ears offers fertile ground for
the exploration of spatial depth in music. The author’s On the
Sensations of Tone is a series of compositions that provoke
ear tones to create an additional spatial dimension in each
piece. Following a brief overview of the history and
mechanisms behind otoacoustic emissions, this paper
discusses techniques for composing with the phenomenon as
used in On the Sensations of Tone VII (2015).
1.

INTRODUCTION

Alex Chechile’s On the Sensations of Tone VII (2015) is one
piece in a series of compositions that explore the physicality
of sound and spatial depth through the application of research
in psychoacoustics and the biomechanics of hearing. In
addition to loudspeaker-based sound diffusion, a second layer
of spatial depth is created by provoking the ears to emit
frequencies of their own. Spatial depth is experienced
through multilayered listening of microscopic and
macroscopic levels of sonic material.
Composer and artist Maryanne Amacher (1938-2009)
conducted sonic and perceptual experiments with electronic
instruments to provoke ear tone responses in her music [1].
Amacher describes the interplay between the tones
intentionally generated by physiological mechanisms and the
tones sounded in the room as a “perceptual geography” [2].
She writes, “the object of perceptual geography is to learn to
compose spatial dimensions in music – the kind of aural
dimension we experience in life, but usually not in music”
[2]. While Amacher’s definition of perceptual geography
extends to other forms of spatialization beyond the
implementation of ear tones, she continues to describe the
effect as, “tactile in presence, [sounds] appear both larger than
life and small enough to touch, heard as though miles away,
or felt inside the listener” [2]. The tactile quality of sound
and the auditory depth of field in Amacher’s work inform the
methods used for composing with otoacoustic emissions in
On the Sensations of Tone.

CONDITIONS FOR PROVOKING DPOAE

Distortion product otoacoustic emissions (DPOAEs) are
sounds that emerge from the ear due to an active process in
the inner ear. Upon the simultaneous presentation of two pure
tone frequencies f1 and f2 (f2 > f1) called primaries, nonlinear distortion products are produced in the cochlea [3].
The most detectable distortion products are at the frequencies
of f2-f1, which is known as the quadratic difference tone
(QDT) and 2f1-f2, which is known as the cubic difference
tone (CDT) [4]. A number of psychoacoustic studies indicate
the most salient perception of distortion products are achieved
when the two frequencies are within a half-octave from each
other at a f2 / f1 ratio of 1.22 [3]. The intensity level of f1
(which is known as L1) is generally greater than f2 (known as
L2) by 10-15 dB SPL [3]. Clinical levels for invoking
DPOAE are in the range of 50 - 70 dB SPL [3], however
when presented through free-field loudspeakers in music, the
levels are typically louder.
3.

HISTORY

Combination tones were independently discovered in the
mid-eighteenth century by the German organist Georg
Andreas Sorge (1703-1778), French dilettante and scientist
Jean-Baptiste Romieu (1723-1766), and the Italian violinist
and composer Giuseppe Tartini (1692-1770) (whose name is
often attributed to the phenomenon) [5]. In the midnineteenth century German physicist Hermann von Helmholtz
(1821-1894) studied and wrote about combination tones,
which he believed to be the result of an overloading process
in the middle ear [6]. While the aforementioned musicians
and scientists were unknowingly discussing OAE, our
understanding of the mechanisms behind the phenomenon
was predicted by the British auditory scientist Thomas Gold
(1920-2004) in 1948 [7]. Contrary to Georg von Békésy's
(1899-1972) widely accepted theory that the cochlea acted
passively, Gold believed an active electro-mechanical process
was needed in order to counteract the damping that occurs
from the viscosity of the liquid in the inner ear [8]. His ideas
were not embraced at the time, however in the mid-1970's the
British physicist David T. Kemp (b. 1945) also believed that a
mechanically active process was taking place in the ear.
Kemp discovered otoacoustic emissions after he placed a
microphone in the ear and was able to record spontaneous
otoacoustic emissions (SOAEs) and DPOAEs [9], [10].
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AUDITORY MECHANISMS BEHIND OAE

In 1983, physiologist Hallowell Davis (1896-1992) described
a “cochlear amplifier” that involved an active process with the
outer hair cells (OHCs) [11]. First observed by biophysicist
William E. Brownell, the OHCs on the basilar membrane of
the cochlea are capable of electromotility, which is the most
significant mechanism for the generation of otoacoustic
emissions [12]. The active motility of the OHCs increases
stimulus-specific vibrations of the basilar membrane [3].
Hearing sensitivity and frequency selectivity is heightened
when the vibrations are transmitted to the inner hair cells
(IHCs), which are sensory receptors [3]. Hall concisely
states, “stimulus-induced macromechanical vibrations of
basilar membrane and organ of Corti produce
micromechanical vibrations of hair cells. These can in turn
exert a ‘feedback’ influence on the macromechanics [3].”
The frequency response of the electromotility is nonlinear and
extends to an audible range [12].
How exactly do the outer hair cells oscillate? The
stimulus-induced movement of the OHCs is the result of a
voltage change across the plasma membrane of the hair cell,
which in turn leads to a change in length of the stereocilia [3].
Hyperpolarization causes the OHCs to shorten and become
fatter, and depolarization causes the OHCs to elongate and
become thinner [3]. Due to stiff structures above and below
the OHCs, the resultant oscillations lead to increased
movement of the basilar membrane, which aids the loss of
energy from damping and friction effects of the fluids in the
cochlea [3].
Kemp explains that otoacoustic emissions are the
result of a leakage of energy from the cochlear amplifier
[13]. He states, “in reality, as outer hair cell gain is
increased, there comes a point where any small irregularities
in outer hair cell arrangement activity become magnified and
significant stimulus frequency energy travels backward, to
cause OAEs” [10]. Since the OHC movement is non-linear,
the basilar membrane distorts. Intermodulation components
will appear when a mixture such as the pure tone stimulus f1
and f2 are presented, producing tones at f2-f1, 2f1-f2, 2f2-f1,
etc.
The tones created through this intermodulation
distortion of the basilar membrane are called distortion
products. Apart from their immense contribution to auditory
health diagnostics, DPOAE provide fertile ground for new
forms of spatial and textural music composition.
5.

OAE AS SPATIAL DEPTH IN MUSIC

Since acoustic primary tones in the room produce distortion
products in the ear, spatial depth between sound sources is
inherent to the process of working with DPOAE. Provoking
distortion products creates an active listening experience for
the audience. By listening, the audience members become
active participants in the production of the composition since
their ears generate a layer of the musical material. Spatial
focus between the layers of acoustic primary tones, the eartones, and the macroscopic combination provides the listener
with an additional mode of participating with the
composition.
A multichannel speaker array allows further
spatialization, prevents speakers from overloading, and can be
used to create a spectrum of distortion products. While a
single pair of speakers can produce multiple primaries, if the
speakers overload the distortion products will be produced in
the speaker cone rather than in the listener’s ears. Using
multiple speakers allows for an additional layer of spatial

Figure 1: Section two of On the Sensations of Tone VII
arranges sustained chords and short bursts of combination
tones. The image depicts the composition as recorded in
Ableton Live.

Figure 2: Detail for the second half of section two of On the
Sensations of Tone VII.
depth by sound source location, and also allows for more
primary tones to be used. The increased number of primary
tones facilitates a denser spectrum of distortion products.
Physical space is also explored as slight head
movement greatly effects how the work is sounded. By
changing one’s position in the sonic space, ear tones will
appear, disappear, and change timbre. Cupping hands around
one’s ears will amplify the intensity of the distortion
products.
6.

ON THE SENATIONS OF TONE VII (2015)

While the general discussion in the previous section applies to
On the Sensations of Tone VII, the following section discusses
more detailed techniques used in the construction of the piece.
The composition is built from a custom non-repeating scale
system derived from particularly resonant ear tones selected
by the author from sweeping the frequency spectrum with a
constant CDT value. Each note of the scale produces two
acoustic frequencies (f1 and f2) and the resulting quadratic
and cubic difference tones. The balance between the
dominant difference tone varies across the scale, however the
QDT is often the most detectable. Based on the scale,
polyphonic melody and harmony is crafted to generate a
complex spectrum of distortion products. Table 1 shows the
combination tone scale system used in the composition.
The sections of On the Sensations of Tone VII
alternate between non-ear tone material generated with a
modular synthesizer and ear tone sections generated by
custom software built in Max/MSP and the ChucK
programming language. The ear tone material is categorized
into two groups: sustained chords, and short bursts. Each of
these two categories overlap at times, resulting in additional
primary tone combinations that produce a denser ear tone
spectrum.
Distortion products first appear in the second section
of the piece, which begins with sustained ear tones layered as
distortion product chords (see figure 1). Each chord consists
of eight acoustic tones (four notes from the scale) playing
through eight loudspeakers, which produces a dense distortion
product spectrum consisting of each combination’s quadratic
difference tone, cubic difference tone, and the
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note
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33

f1
1289
1301
1339
1349
1376
1446
1464
1514
1560
1600
1650
1709
1756
1828
1850
1890
1923
1960
2029
2081
2110
2142
2304
2375
2480
2518
2634
2689
2728
2814
2870
2947
3017

f2
1378
1402
1478
1498
1552
1692
1728
1828
1920
2000
2100
2218
2312
2456
2500
2580
2646
2720
2858
2962
3020
3084
3408
3550
3760
3836
4068
4178
4256
4428
4540
4694
4834

QDT
89
101
139
149
176
246
264
314
360
400
450
509
556
628
650
690
723
760
829
881
910
942
1,104
1,175
1,280
1,318
1,434
1,489
1,528
1,614
1,670
1,747
1,817

CDT
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
1,200
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Ear Tone Chord 1
note
8
9
10
11

f1
1514
1560
1600
1650

f2
1828
1920
2000
2100

QDT
314
360
400
450

CDT
1,200
1,200
1,200
1,200

Ear Tone Chord 2
note
12
13
14
15

f1
1709
1756
1828
1850

f2
2218
2312
2456
2500

QDT
509
556
628
650

CDT
1,200
1,200
1,200
1,200

Table 2: Deconstruction of each of the two chords for
section four of On the Sensations of Tone VII. The note
numbering is consistent with the scale system outlined in
Table 1, and the frequencies are displayed in Hz. The
QDT and CDT are provided for each note, however the
internal combinations between each note in the chord are
not shown.

Table 1: Scale system of acoustic stimulus pairs and
associated quadratic and cubic difference tones as
measured in Hz. The cubic difference tone was held at a
constant frequency to limit the combined spectrum, find
and emphasize the quadratic difference tone, and create a
common pitch linking the notes of the scale.

Figure 3: Section four of On the Sensations of Tone VII
showing the composite recording of the two chord
progression. The red lines represent amplitude of the
final mix.

resulting interactions between each note. The distortion
product spectrum increases in density when polychords are
introduced (such as the blue/green pairing in figure 1). The
orange chord in figure 1 is designed to resemble a tonic chord
and is frequently repeated. While the sustained material is
sounded, the listener is encouraged (through either program
notes or a pre-concert talk) to move their head or change their
position in the room as the ear tone layer changes. This
interactive component gives the listener further control of the
sounds that their ears are generating.
The second half of section two (see figure 2)
combines chords from the sustained section with new chords,
and introduces the sustained tones as truncated short bursts.
The bursts are organized into two repeating melodies that
evolve through a rotating order of each burst. The two
melodies play simultaneously, producing short bursts of
distortion products. Duration is explored as the bursts
elongate and overlap, producing different combinations of ear
tone material.

Section two was composed in Max/MSP by
developing a keyboard that generated the ear tone scale, and it
was recorded and arranged in Ableton Live. The distortion
product chords were built through exploring ear tone harmony
in an octophonic sound system. Once the chords were
selected, their duration was modified into sustained chords
and short burst melodies.
The fourth section of On the Sensations of Tone VII
starts with the tonic chord from section two but soon
transitions to new material. The section was composed in the
ChucK programming language with a script that generated a
repeating two-chord progression of primary tones in an eightchannel sound system (see Table 2). The script was added
multiple times in asynchrony to generate rhythm that phases
upon each repetition. The overlapping chords once again
produce a complex distortion product spectrum with each of
the four pairs of primaries creating their respective quadratic
difference tones, cubic difference tones, and internal
interactions. The chords change when the amplitude of each
channel of audio is adjusted to create a shifting dynamic
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between primary tones (see figure 3).
7.

[7] S. Dhar and J. W. Hall III, Otoacoustic Emissions:
Principles, Procedures, and Protocols. San Diego,
California: Plural Publishing Inc, 2012.

CONCLUSION

A consistent compositional technique held throughout On the
Sensations of Tone VII is the generation of a dense distortion
product spectrum created from layering multiple primary
tones in a multichannel sound system. The dynamic between
the primary acoustic frequencies and the resulting ear tones
creates a sonic environment where listeners can shift their
attention between a microscopic layer (ear tones, or
primaries) and the macroscopic layer (the composite sonic
environment). In addition to producing sounds by simply
listening, participants are asked to further engage with the
sound space by exploring their physical space to change their
ear tones. The use of multiple speakers allows for a denser
spectrum of sounds, and increases spatial depth through
loudspeaker localization.
8.

[8] T. Gold, “Hearing. II. The Physical Basis of the Action
of the Cochlea,” Proceedings of the Royal Society of
London B: Biological Sciences, vol. 135, no. 881, pp.
492–498, Dec. 1948.
[9] D. T. Kemp, “Stimulated acoustic emissions from within
the human auditory system,” J. Acoust. Soc. Am., vol. 64,
no. 5, pp. 1386–1391, Nov. 1978.
[10] D. T. Kemp, The
Otodynamics, 2003.

OAE

Story.

Hatfield,

UK:

[11] H. Davis, “An active process in cochlear mechanics,”
Hear. Res., vol. 9, no. 1, pp. 79–90, Jan. 1983.
[12] W. E. Brownell, “Outer hair cell electromotility and
otoacoustic emissions,” Ear Hear, vol. 11, no. 2, pp. 82–
92, Apr. 1990.
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ABSTRACT
2.
This paper proposes a methodology to empirically assess the
level of cross-disciplinary collaboration. Drawing on a
variety of concepts established within Science & Technology
Studies (STS), it develops an operationalization of a
framework developed by Michael E. Gorman. The data this
methodology relies on are quantified transcripts of
discussions within groups trying to collaboratively develop
sonifications of given scientific data sets. The proposed
methodology has been applied to data from a sonification
workshop to evaluate its usability, and some results are
reported.
1.

INTRODUCTION

Artists and scientists engaged in the theoretical and
technological development of sonification have long
recognized the importance of a well-structured collaboration
across disciplinary boundaries. Programming skills,
experience with (digital) audio synthesis, and knowledge of
psychoacoustics are as necessary as a profound
understanding of the data at hand and the ability to anticipate
whether and how sonification of data helps answer scientific
questions. Sonification, thus, appears to be “interdisciplinary
by nature” [1].
Although this crucial importance of successful crossdisciplinary exchange for sonification has been widely
acknowledged, the question of how to most effectively
organize collaboration in order to promote interdisciplinarity
has been addressed rather hesitantly. Probably the most
promising approach is to conceive of interdisciplinarity as
outcome of a process [2]. Nonetheless, to assess whether or
not cross-disciplinary exchange actually takes place in any
given setting requires some form of measurement. And such
measurement must in turn be based on a firm methodology.
Drawing on the Science and Technology Studies (STS)
literature, this paper proposes such a methodology. It
describes an operationalization of a framework developed by
social psychologist Michael E. Gorman and reports results
from a study which tested the proposed methodology. Thus,
the proposed methodology for measuring the level of crossdisciplinary exchange is both theoretically grounded and
proved to be practically applicable. It is claimed that the
methodology allows for rating interdisciplinarity in many
similar working contexts.
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

THEORETICAL BACKGROUND

The framework for describing interdisciplinary collaboration
developed by Gorman [3; 4; 5] integrates a variety of STS
concepts – trading zones, shared repertoires, boundary
objects – with a typology of expertise.
2.1. Trading Zones
The anthropological notion of trading zones was transferred
into STS by Peter Galison to describe local contexts in which,
“despite of the differences in classification, significance, and
standards of demonstration,” groups can exchange goods [6,
p. 803]. Just as trade among culturally heterogeneous tribes,
cross-disciplinary collaboration to Galison is first a problem
of language, and he discerns several types of languages along
their degree of complexity: he speaks of pidgins, extended
pidgins, and creoles. Pidgins are languages “composed of no
more than a few hundred words and (...) designed to
coordinate a highly specific exchange of goods;” extended
pidgins are characterized by a “significantly larger lexicon
and more flexible syntax;” and creoles are, finally, “languages
powerful enough to support the range of poetic, metaphorical,
metalinguistic, and referential work.” [6, p. 48] Pidgins can
develop into creoles, and back, depending on the intensity of
trade, i.e., in our context, of cross-disciplinary exchange of
knowledge.1
2.2. Shared repertoires and time
The importance of language in cross-disciplinary
collaboration has been widely acknowledged. Crossdisciplinary working teams in science must develop a shared
repertoire in order to achieve their aims. By comparing the
repertoires and assessing their overlap, the researcher can
attempt to determine the degree of mutual understanding. It
has, not surprisingly, been observed that shared repertoires
within cross-disciplinary work groups require a certain
amount time to evolve. Duncker notes that “The emergence
of a shared symbolic repertoire in a multidisciplinary
1

The argument of language as conditio sine qua non trade
can be challenged. ‘Silent trade,’ i.e. trade between two
partners who directly interact, but do not share any common
language, is at least a theoretical possibility, though it is
doubted that it empirically ever existed [7]. In the realm of
science however, where the concept of trade is used as a
metaphor, the idea of silent trade is nonsense. Even if there
can be trade without language, there is no science without
language.
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environment is a long-term development; it needs much more
than six years.” [8, p. 382]. Consequently, much empirical
research done on this topic was concerned with scientific
collaborations that experienced an ongoing duration for at
least some years [8; 9; 10].
2.3. Boundary objects
As we have seen, trading zones allow for the development of
shared repertoires. These repertoires can be used for trade, i.
e. for an exchange that is crucial for a collaboration across
disciplinary boundaries and hence for the production of new
knowledge. Often, this cross-disciplinary production of
scientific knowledge is centered on an object. This object
might be a document, a catalogue, a machine, or, as with our
case, a sonification. Such objects are “boundary objects”
[11]. They are located at the boundaries between different
groups. They allow for communication, and function as a
“means of satisfying (...) potentially conflicting sets of
concerns.” [11, p. 413] They “organize shared but
simultaneously distributed cognition among various social
worlds,” and are used “without presupposing a fully shared
definition of an object” [8, p. 357]. They therefore mediate
between different groups, allowing for collaboration without
having to rely on the development of a more comprehensive
shared repertoire. People can contribute to the development
of the object without necessarily discussing its trajectory with
others.
2.4. Levels of trading zones
Gorman [3] integrates these concepts and perspectives into a
framework for describing multidisciplinary collaboration (see
Table 1). He distinguishes three kinds of trading zones,
which he then relates to different levels of expertise as
defined in Collins and Evans [12; 13].
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Finally, the third trading zone is defined by the fact that
“participants share a common understanding of a goal and
collaborate closely. In the parlance of cognitive science, they
must share a continually evolving representation of a technosocial system.” [3, p. 934] They develop a shared symbolic
repertoire, and have contributory expertise, which means that
they all are able to contribute to the developing knowledge
system [4; 14].
3.

DATA

The operationalization of this framework as measurable
criteria is based on data collected during a three-day
sonification workshop. It took place in March, 2006, at the
premises of the Institute for Electronic Music and Acoustics
(IEM) of the University of Music and Dramatic Arts Graz.
Cross-disciplinary groups had between 1 and 1.5 hours to
design a sonification of a given scientific data set. Groups
assembled programmers, sonification experts, (domain)
scientists, and moderators (see Table 2).
progr

Programmer

sonex

sonification expert

domsc
othsc

scientist, data come from his/her
domain
scientist, data do not come from
his/her domain

moder

moderator

mess

not applicable due to mess

sil

not applicable due to silence
Table 2: Properties of variable role

Trading zone

Expertise

Elite

None

Boundary object

Interactive

Shared representation

Contributory

Table 1: Trading zones and related forms of expertise

The elite trading zone can be understood as “a network
controlled by an élite in which there really is no trade: those
not in the élite either obey or they are ignored” [3, p. 933].
There is no exchange of knowledge, only of order and
service. Apart from one’s own specialization, no specific
expertise is required. While, formally, all the members on the
list are equally important to the cross-disciplinary project, a
small group dictates its direction and takes the core
decisions.
The second is a boundary object trading zone. “Here the
system of concern serves as an object that links the
participants in the network, but experts from different fields
see the boundary object in ways dictated by their expertise.”
[3, p. 934] The participants require interactive expertise, i.e.
the ability to understand the basics of the fields outside one’s
own specialty.

The sessions of the work groups were audio-taped by MDrecorders. Based on a qualitative evaluation of these
recordings, a category scheme was developed that was then
used for a quantitative content analysis of the audio-taped
group discussions. The elementary unit of this transcription
was five seconds. For every five seconds, it was documented
who was speaking about what. The decision for using five
seconds as coding unit was based on the insight that
continuous coding decisively increased the workload
tremendously. Hence, one case is made up by a unique time
stamp plus a pair of variables (called speaker and content)
that inform about the identity of the speaker and the content
of her/his statement. A further variable was introduced to
denote the role assigned to each participant (role). After a
first trial run, the category scheme was revised and then
applied to all the available group discussions (see Table 3).
mod
dat

moderation, management of time
and organization of work
understanding data and scientific
question

des

sonification design

sou

sound design

tec

technical implementation,
programming
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The notion of elite reflected in criterion 1 does not a
priori assume power differences between the participants, but
accepts that in respect to speech time, one role can appear
dominant in the discussion just because the others are
curious and listen to what happens. They do take part, but do
so in order to learn, e.g., by questioning other group
members they view as having more experience. Thus, the
notion of elite does not imply that the elite group has a
determined interest in maintaining their status and/or
oppressing the others.

documentation, reflection of the
group process
listening to, describing, and
discussing sonification
making jokes, “informal”
communication

doc
lis
jok
mess

not applicable due to mess

sil

silence

4.2. Boundary object trading zones

Table 3: Properties of variable content

In the two days of the workshop, four data sets were sonified.
These were data of the electric power consumption in Graz
(set 1), human EEG data (set 2), social data of the world
population (set 3), and finally precipitation data from the
European Alps (set 4). The sessions on these data sets took
place on two sub-sequent days, the first and second on Day
1, the third and fourth on Day 2. On both days, three separate
groups were working in parallel, which results in 12 group
sessions to be analysed (see Figure 1 for an example of the
distribution of discussion time).
Content of statement

500

jok
sil

400

li s
doc

300

tec

Here, the group discussion is centred on the sonification (as
the boundary object). Each group contributes to the
discussion based on its understanding of the object and of its
role in producing the object. Consequently, one main task per
group is defined. The main task of the domain scientist is to
provide insights in the data (dat). The main task of
sonification experts is to develop and explain approaches to
the design of the respective sonification (des). The
programmers' main task is to deal with technical concerns
(tec). The other two groups are not included in the analysis.
The moderator's task is, of course, moderation (mod); target
scientists who are not familiar with the data of concern
(othsc) do not have a specific task.
In addition to criterion 1, which determines that the
amount of discussion time filled by other group member than
the programmers (progr) and the sonification experts (sonex)
must exceed the 15% benchmark, there is then a second
criterion for the boundary object trading zone: the
representatives of three core roles (progr, sonex, and domsc)
used the largest share of their discussion time to contribute to
their main task as described above (criterion 2).

sou

200

4.3. Shared representation

des
dat

100

Count
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The characteristic feature of a shared representation is that
the members have developed a shared repertoire. It was
decided that the operationalization of this trading zone
should be based on the assumption of a uniform distribution
of speech time over the relevant groups, and a similar
distribution over the speech contents for each group. This
resulted in two criteria and related steps: the first is to assess
whether the discussion time is distributed equally, for
instance by using a χ2 test method (criterion 3). The second
step then is to analyse the distribution of speech content
within the groups (criterion 4); again, a χ2 test method is
feasible.

mod
0

mess
mess

progr sonex

targo

sil

mod

Assigned role of speaker

Figure 1. Example of the distribution of
discussion time in one session (unit = 5 seconds)

4.

METHODOLOGY

4.1. Elite trading zones

5.

We can speak of an elite trading zone when the group
discussion is dominated by specific individuals. The
discussion time filled by other group members is relatively
low. The threshold used for determining a dominated group
discussion was 15%; this value is not derived from empirical
study and therefore not stable, but it receives some backing
from the standard literature on group dynamics. A group
discussion thus can be defined as an elite trading zone when
the speech time is dominated by the programmers and the
sonification experts so that the time filled by the domain
scientists, the other scientists present, and the moderator
sums up to less than a 15% (excluding silence and mess): in
the following, I will refer to this as criterion 1.

RESULTS

Table 4 provides an overview of the data. The first line in
each cell gives the number of participants and how they
distribute over the most important roles. The first cell,
reading "7 (0/2/1)", tells us that group A, when dealing with
data set 1, consisted of 7 persons of which none was a
domain scientists, two were sonification experts, and one
acted as programmer. The second line in each cell displays
the duration of each group discussion. Bold letters indicate
that criterion 1 was met. Further, shaded cells indicate that
criterion 2 was met. Criteria 3 and 4 were not met; which is
not surprising given the short-term character of the
collaboration.
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Further, the theoretical background would have to be adapted
to interpret the new variables. This would have to go beyond
the Gorman framework.

Day 1
Set 1

Set 2

Group A

7 (0/2/1)
65 min

7 (2/2/1)
82 min

Group B

7 (1/2/2)
69 min

7 (0/2/2)
84 min

Group C

8 (1/3/2)
71 min

8 (0/3/2)
96 min

7.

Table 4: Results of data analysis, day 1

Day 2
Set 3

Set 4

Group D

6 (0/2/2)
93 min

6 (0/2/2)
93 min

Group E

7 (1/3/2)
94 min

7 (1/3/2)
96 min

Group F

7 (1/2/2)
89 min

6 (0/2/2)
88 min

Table 5: Results of data analysis, day 2

We can thus state that even in these very brief periods of
time, trading zones did develop and exchange across
disciplinary boundaries did happen. Most of it was elite
trade, with one role actively leading the cross-disciplinary
collaboration. However, in two of the twelve cases, there
emerged a boundary object trading zone, which means that
the exchange was closer to the ideal of interdisciplinary
collaboration. None of the groups, for obvious reasons, could
develop a shared repertoire.

6.
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CONCLUSION

This paper proposed a methodology to measure collaboration
across disciplinary boundaries. This methodology is wellgrounded in current STS theory and has been successfully
applied on a large amount of empirical data. It appears
justified to claim that the methodology can be used for
measuring interdisciplinarity in many similar working
contexts.
Still, the methodology could be extended to take into
account various types of speech acts, e.g. answers, proposals,
explanations, rejoinders, and orders. If these are discerned,
they can be used for formulating alternative criteria. It could
then be assessed, for instance, whether the sonification
experts propose and discuss various sonification designs or
whether they just explain and decide. Of course, this extends
the time necessary for transcription and data preparation.
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ABSTRACT
Sketch-thinking in the design domain is a complex representational activity, emerging from the reflective conversation with the
sketch. A recent line of research on computational support for
sound design has been focusing on the exploitation of voice, and
especially vocal imitations, as effective representation strategy for
the early stage of the design process. A set of introductory exercises on vocal sketching, to probe the communication effectiveness of vocal imitations for design purposes, are presented and
discussed, in the scope of the research-through-design workshop
activities of the EU project SkAT-VG.
1. BACKGROUND
In many everyday life situations, people find more effective and
economical to support their reasoning by backing or even replacing
verbal communication with sketches. In most cases, this inherently
knowledge-based activity takes the form of drawings, that is visual
representations of direct percepts or mental images, aimed at quick
recording and processing of information, and its communication.
The etymology of the word “sketch” goes back to the ancient
Greek term σχέδιoς 1 , which means “done or made offhand, on
the spur of the moment, temporary, done extempore”. The main
characteristic of sketching, both as a process and a product, is its
capability to elicit meaning and interpretation, even unintended.
This is a peculiar, reflective activity which characterises the early
stage of any inventive process, whenever individuals engage in the
conception of a not yet existing artefact, being it an artwork, a
physical thing, or even a concept. In this early stage, creative professionals (e.g., artists, designers, architects, composers) produce a
wide variety of sketches (e.g., studies, diagrams, schematics, etc.)
and annotations, which serve to generate and fix ideas, compare,
select, communicate and refine them, and eventually set and solve
problems that are often ill-defined. These rough displays are provisional, ephemeral representational acts which are known to be
embodied means of design thinking [1, 2]. As reported by Goldschmidt [3, p. 80], the origin of sketching as a practice can be dated
back to the late-fifteenth century in Europe, with the widespread
1 http://www.perseus.tufts.edu/hopper/text?
doc=Perseus%3Atext%3A1999.04.0057%3Aentry%3Dsxe%
2Fdios.

This work is licensed under Creative Commons Attribution Non
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availability of good quality paper. The incomplete and often minimal drawings, often collected in sketchbooks, were called “pensieri”, meaning “thoughts” in contemporary Italian.
The central role of sketching in contemporary design has
been advocated by many thinkers, educators, designers, and researchers [4, 5]. Although being traditionally associated to architecture and visual design [6], sketching as a design practice has
nowadays breached several disciplines and domains. Designers
are called to shape artefacts apparently immaterial, experiences,
emotions, interactive behaviours in space and time [7, 8, 9].
Indeed, the knowledge and technological advancement in
HCI-related domains has led to the widespread diffusion of computational artefacts in our everyday life. In the era of the disappearing, yet ubiquitous computing, this is reflected in the concern
of how disciplines traditionally considered humanistic, such as architecture and design, could benefit from the use of computational
tools in the practice and education [10], and conversely in the
methodological issue of how grounding HCI research in design
practice and theory [11, 12].
In the eighties, the first WIMP-based (Window, Icon, Menu,
Pointer) CAD (Computer-Aided Design) tools became available
on the market (Autodesk’s AutoCAD2 , above all), and architectural computing became a dreamland, the gate to revolutionising
the art of manual graphics and design (thinking). A new generation of “pensieri” was expected to emerge. Currently, post-WIMP
interfaces and applications, such as Autodesk3 ’s Sketchbook Pro,
Wacom4 ’s tablets, Anoto5 ’s digital pens, or Fiftythree’s Pencil and
Paper6 among the others, are attempting to make their way among
design practitioners. Certainly, CAD tools sped up the later stages
of the design processes, by improving the efficiency, the development of the technical documentation of designs, and the overall
product quality.
However, CAD criticism acknowledges that little support is
still given by CAD tools to the early phases of conceptual design,
and that the growing complexity of these systems demands an increasingly high cognitive load of operation. Seen from a telescopic
standpoint, challenges and contradictions in the established usage
of CAD tools are reflected in a kernel of activities which are still
based on geometric and or structural modelling and representations; in a corresponding inborn caesura occurring in the design
process flow, deriving from the effort required to transfer concept
2 http://en.wikipedia.org/wiki/AutoCAD.

3 http://www.autodesk.com/products/
sketchbook-pro/.
4 http://www.wacom.com/.
5 http://www.anoto.com/.
6 https://www.fiftythree.com/.
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designs in CAD specifications; and in the resulting reluctance of
stakeholders (i.e., industrial developers and users) towards radical
innovations [13] (e.g., ubiquitous computing approaches, consider
Ishii’s Luminous Table, a well-known research-through-design exemplar of augmented reality for urban planning [14]). For this
reason, research on computational support for design started focusing on the purpose, practices and behaviours incident to the
early stages of the design process, as they are carried out without computation, in order to effectively support them by means of
computation [15].
As a matter of fact, design professionals still prefer to engage
in “analog” media, when approaching the conceptual phase of a
new project. Whiteboards, paper, pen and pencil, ready-mades and
gestures are means to give shape and immediately enact ideas in
space and time. Conceptual reasoning is embodied in placeholders
(i.e., the sketches), that progressively mark the boundaries of the
design space. In interaction design practices, “Wizard of Oz” [16]
techniques, bodystorming [17], and paper prototyping [18] are exploited as sketching approaches and tools. To some extent, sensing and actuating technologies, and microprocessors represent raw
materials at the designer’s disposal, as far as they are exploited to
generate fast, explorative and tentative representations.
Sonic interaction design (SID) is a brand new area of design
science which leverages the design culture on the world of the
audible and vibrations. The design challenge is concerned with
how to create meaningful, engaging, and aesthetically pleasing
sonic interactions, that is affecting through sound design an overall
shape aspect of things, their appearance, identity, and experience
of use [19]. In this respect, research in SID is strongly committed
to 1) constructing solid foundations for the development of the design discipline, and 2) grounding the research activity in the design
practice [20].
A large variety of approaches and techniques are available,
not to mention the plethora of computational tools to model and
generate sound. Techniques such as model-based sonification, audification, earcons, auditory icons, sound editors, plug-ins, and
programming languages do exist and offer infinite possibilities to
sound designers [21], however their use implies that specific design choices had already been made, in terms of problem-solving.
In other words, there is a whole part of the design process which
is still missing appropriate knowledge, skills, and tools for shaping the acoustic behaviour of artefacts. Sketching sound, at least
in acceptation established in design studies, is a practice mainly
neglected in the sound creation process. Yet, sound designers are
usually more prone to show advanced proposals, with a high degree of refinement, than to expose themselves with early drafts of
sound ideas.
In this context, a recent line of basic research has been focusing on devising meaningful practices to inform and develop
computational supports for the conceptual stage of the sound design process [22]. In particular, voice and gestures, and the innate
human ability to communicate acoustic phenomena by means of
vocal imitations, are being investigated and systematised as main
strategy to trigger voice-driven sketching of synthetic sounds [23].
In this work, we report the experiences collected in several
workshops on vocal sketching. Exercises and design assignments
are reviewed, in the perspective of developing a literacy and a
propaedeutics on sonic sketching [24, 25] .The paper is organised as follows: In the next Section we trace the salient aspects of
sketching and highlight some critical research themes in sketchbased interaction; in Section 3 we move our discourse in the aural
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domain; in Section 4 we describe the workshop format, and discuss
three introductory exercises aimed at probing the effectiveness of
vocal imitations; finally, we draw our conclusions.
2. SKETCHING FOR DENSITY AND AMBIGUITY
In the last years, Buxton’s book “Sketching user experiences” [5]
had the undeniable merit of bringing back to the fore the question
of sketching in the context of interactive experiences and technologies. Designing is about getting the right design, by distilling between many ideas, and getting the design right, by transforming
and refining the selected best idea. Sketching is that peculiar activity that enables the interpretation and emergence of lateral and
vertical transformations of ideas towards the prototype.
By bearing on some seminal studies on the relationship between drawing and sketching in architecture and design [26, 27, 2],
Buxton elaborates a non-exhaustive set of features which marks
sketching from what is not. Whatever the tool or technique used
are, the resulting self-generated displays are quick, since they provide impressions; are timely, economical, and especially disposable, they can be provided at a glance, and thrown away, since
their investment is in the concept and not in the execution; they
are dense and ambiguous, in that they do not exist in isolation,
their variations carry a substantial semantic depth, and facilitate
the emergence of new perceptual relationships between their distinctive elements.
It can be argued that ambiguity and density represent the least
common multiple of any sketch, the quintessential qualities which
characterise the use of representational displays in the early phase
of a project [28]. Goldschmidt contends the extreme value of the
sketch as means to modulate the design problem space [3], in that
provisional representations allow the addition of overlays and the
creation of new relationships, perceptual and cognitive. As the
sketching activity proceeds from the first rudimentary idea to a
certain number of more detailed variations, the boundaries of the
design space expand and shrink in a process of progressive understanding and resolution of the problem at hand.
Sketching skills and expertise certainly affect the effectiveness of the search process, and fluency is one major component. A fluent sketcher is focused on manipulating the representations without actually sparing attention on the production process.
The “sketchiness” of the tool at hand is transparent, embodied in
the sketcher’s kinaesthetic creativity, and progressively mastered
through training and rehearsal, whether it is about drawing, paper
folding, bodily acting, making, coding or vocal mimicking [29].
As a consequence, a second major expertise is the choice of appropriate methods and techniques to represent displays [4]. There
is a significant basic design education dimension associated to the
acquisition of skills and expertise that facilitates perceptual understanding, and the development of cognitive abilities in incorporating perceptual factors in works and recognise them in the work of
others [20].
2.1. Sketching by computing
It is a fact that computers entered the design practice as indispensable tool for information search and retrieval, and creative
production stages. However, computers are still far from being
used as proper conceptual tool. In most cases the digital sketch is
actually a “scanned” sketch, a digitised version of the analogue
original, whether it is a drawing scanned for manipulation in
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software such as Photoshop, Rhinoceros, SketchUp, and so
forth, or a recorded sound imported in any kind of sound editor
and processor. Johnson and colleagues provided an exhaustive
overview of the state of the art on computational support for
sketching in design, analysing several sketch-based system
exemplars, from early pen-based interfaces such as GRAIL and
SketchPad, diverse recognition approaches and toolkits (e.g.,
on/off line, stroke-oriented, feature-based), to diverse application
environments [15]. This overview nicely traces the contours of
several research themes in sketch-based interaction. Although
the analysis is carried out with respect to the visual domain, the
research agenda set by the authors can be generalised to any kind
of design:
Nature and ubiquity of traditional sketching, and opportunities for computational support: The design research is
not only concerned with the understanding of the perceptual and
cognitive processes involved in this problem-setting activity, but
also with framing its semantics in basic elements to effectively
inform recognition strategies (e.g., when and what recognising),
and filling that application gap between early and later stages of
the design process;
Sensing technologies for physical input devices: The most
advanced sketch-based systems exploit stylus-based interaction,
finger-tracking, multitouch sensing, electronically enhanced paper
and ink. Depending on the relative size, the input devices (e.g.,
PDAs, smartphones, tablet, whiteboards) may show a trade-off
between accuracy and convenience of drawing. However, other
interaction techniques (e.g., exploiting voice and gestures) and
devices are likely to emerge, not only to disambiguate recognition
errors without interrupting the workflow, but also to strengthen
directness in the representation of interactive sketches;
Strategies and techniques for sketch recognition: Despite the
availability of a sizeable literature on recognition-based interaction, the authors point out the lack of empirical data on what
accuracy rate is actually acceptable in sketch recognition, whether
it is a drawing, a sound or a gesture. Hence, the development of
machine learning techniques and control strategies should take in
account the specific aspects of sketching as an activity, and not the
mere use of the tool at hand;
Human-computer communication, emerging interaction styles
and user interfaces: sketching practices are taking root in the
internet of things, and new or alternative input hardware may
support diverse interaction styles for the manipulation of representations, and promote collaborative activities. As pen-based
interaction exploits manual drawing as means for enabling visual
thinking, similarly new interaction styles and user interfaces
should support the direct, embodied interaction with the perceptual characteristics of the design dimension at hand. For instance,
Fasciani and Wyse proposed an automatically adaptive system
that exploits the human voice as acoustic control source for the
manipulation of perceptually-relevant features of sound synthesis
algorithms [30]. In addition, future interactive sketching tool
should envisage the ambiguity of the sketch input as a resource,
leaving the user potentially free to manage errors and conflicts.
Computers are not only tools, but also proper design materials.
Computing technologies are physically embedded in designs, and
are provided with perceptual and expressive capabilities (i.e., sensors and actuators/displays) to manifest computed effects on the
environment. From a complementary viewpoint, microcontrollers
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platforms such as Arduino, Lilypad, Phydgets, and the plethora
of toolkits increasingly made available on the market, represent
a further way of sketching by computing. The sketching activity
concerns both the control/display dimension and the rough crafting of the electronic circuitry. Paper sketches are quick to produce,
economical, and disposable, and can be easily provided with interactive controls and displays [18]. Paper circuits, robust enough to
survive a few manipulations, can be easily implemented by means
of conductive inks7 , layers of graphite, movable electric contacts,
and other affordable solutions [31]. Paper sketches of sonic interactive artefacts can be quickly realised by embedding piezo loudspeakers and driving digital sound models by means of augmented
paper mechanisms, thus enhancing the co-location of action and
feedback [32].
3. SKETCHING SOUND
Sound professionals are more prone to decision-making by verbal thinking, and advanced prototyping approaches towards their
clients. Traditional paper and pencil sketching hardly captures the
inherent salient aspects of sonic information and interaction. For
this purpose, the design research community has been developing and proposing novel approaches to sound sketching and design
which could potentially lead to a prototypical process exploitable
in educational and commercial contexts. Hug and Misdariis in [33]
proposed a conceptual framework, which integrates designerly and
scientific sound design methods, based 1) on the morphological
characteristics and degree of abstraction of the functional relationship between sound and artefact (i.e., the degree by which a sound
closely relates to the object, its use and functioning, or is a virtual placeholder for other kinds of information, like the displays
in smartphones; 2) on situational categories which may represent
the relationship between the sonic interactive artefact and its context of use, such private/public, intimacy level, causal/professional
use, etc.; 3) on a structured set of semantic abstract themes and
attributes, such as qualities of use and control, transformation processes, mood, structural states, and dramaturgy. The conceptual
framework is meant to support the generation of grounded design
hypotheses, especially at the very start of the conceptual phase,
when the level of discussion is essentially verbal.
Sonic concepts can be represented by means of experience
prototyping approaches, that is any kind of representation, in any
medium, used to understand, explore or communicate the engagement with a product, space or system design. Early demonstrations and physical interactive sketches can exploit the Wizard-ofOz and Foley approaches to simulate the sound-driven interaction
with the concept. Typically, an invisible performer plays the role
of the computational system, and manipulates sounding objects to
provide real-time interaction to the user/designer [34]. This is an
economical way to explore diverse strategies in sonic feedback,
that can be eventually refined in functional mock-ups.
Sonic overlay is a form of video prototyping in which a filmed
interaction is subsequently enriched with added or replaced sonic
elements8 . The sonic overlay affords a quick way to communicate
scenarios, compare different solutions by simply replacing, muting
or enabling the sound tracks, and provides a chronological history
7 An interesting example is the Circuit Scribe rollerball pen, which
is provided with a non-toxic, conductive silver ink, for quickly drawn
sketches of electric circuits, http://electroninks.com/.
8 https://vimeo.com/12549217.
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of the sonic sketch, in both terms of lateral and vertical transformations (i.e., exploration of new or alternative ideas, and refinement
of the selected ones) [25]. The video sketch can even originate
from Wizard-of-Oz sessions, added sounds can be synthetic, produced by playing physical objects, or even generated through vocal
imitations.
Indeed, vocal mimicry is a natural way by which humans communicate complex concepts and events by means of non-verbal
descriptions. In vocal imitation, creative non-verbal utterances are
intended to be acoustically similar to a given sound, or to the sound
manifestation of a referent thing. In a set of recognition experiments, Lemaitre and colleagues showed that vocal imitations are
as effective as verbal descriptions in communicating identifiable
sounds, while outperforming when the referent sounds are nonidentifiable [23].
Recently, this innate ability has brought the attention of the
SID community, as intuitive and immediately available means to
produce sonic sketches. The phonatory apparatus ideally represents the drawing tool par excellence, available to the sound designer to act out sound design ideas. Vocal sketching does not
require particular skills to enact meaningful vocalizations, and is
highly performative, especially when sketches are made for tightly
coupled interactions. Practices and exercises for education purposes have been devised and explored in workshop setting, providing evidence of the beneficial capacity of vocal sketching in
capturing, and manipulating the temporal aspects of the sound design inquiry [35, 36]. The pros of immediacy of use and absence of
external technological constraints are counterbalanced by the cons
of the inherent ephemerality of vocal sketches and natural limitations of the human voice. Not all the acoustic characteristics of
sounds are reproducible by vocal imitations, although it is possible to communicate sounds by mimicking the salient perceptuallyrelevant features for their identification (e.g., a bell, or a polyphonic sound).
The ultimate goal is to facilitate what Goldschmidt defines as
dialectics of (sonic) sketching [26]. This describes a peculiar pattern in the circular conversation between (sonic) sketch and human: Interpretive acts alternate with representational acts in a continuous feedback loop of new knowledge creation (hearing as) and
form production (hearing that), as depicted in Figure 1.
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the new internal image is actualised on the external representation,
the sonic sketch.
3.1. Sketching audio technologies using vocalisations and gestures
The EU project SkAT-VG9 (Sketching Audio Technologies using
Vocalizations and Gestures, 2014 - 2016) is framed in the field of
multidisciplinary research on computational support to sound design practices, especially regarding the early and conceptual stages
of the design process. Two main strategies for vocal imitations
have been highlighted, imitations that describe the event generating the sound (e.g., a squeaking door) and imitations that describe the spectro-temporal contours of the sound itself. Integrated
sketching tools will allow to exploit the potential of vocal imitations and manual gestures to select and drive the sound synthesis,
by controlling either the mechanical properties of physics-based
sound models [37], or the parameters of signal-based synthesisers [22]. Indeed, voice-converted sound models, that is dynamic
configurations of synthesis algorithms, can be further refined, easily communicated, and potentially exchanged among designers
and stakeholders. For this purpose the basic research agenda of
SkAT-VG is built around three main objectives:
1. Understand, that is extending existing knowledge in perception and production of vocal imitations and expressive
gestures;
2. Classify, that is to develop automatic classifiers of vocal
and gestural imitations, base on what is imitated, by integrating signal analysis with the physio-mechanics of vocal
production;
3. Design, that is to explore the effectiveness of vocal and
gestural sketching in sound design, by exploiting automatic
classification for the selection and parametrisation of sound
synthesis models.
In the following section we report about the research-throughdesign (RtD) activities that we carried out in several workshops
on vocal sketching. Starting from a general workshop where the
focus was on vocal imitations and product design [24], two more
targeted workshops on vehicle sounds have been held. Automotive applications, especially concerning HEV (Hybrid and Electric
Vehicles), represent a powerful design scenario, which is currently
under exploration in the context of SkAT-VG research. The workshops were aimed at collecting information and investigating underlying concepts for the communication of vocal imitations.
4. TOWARDS A PROPAEDEUTICS ON VOCAL
SKETCHING
The workshop on vocal sketching is structured in RtD activities
aimed at a three-folded objective:

Figure 1: Sonic sketch and human in conversation, adaptation from
Buxton [5, p. 114].
In other words, hearing while sketching shifts across two
modalities, a reading phase in which new connections among the
actual sonic elements are revealed (e.g., the configuration of the
salient components of an envelope), and a creative phase in which

1. Ground the design exercises and their evaluation in
phonetics (i.e., elicitation and articulation) and auditory
perception of vocal imitations;
2. Study the sound designer’s behaviour: Explorations
in unconstrained setting are aimed at collecting emerging use strategies of voice and gestures for design purposes;
9 http://www.skatvg.eu/.
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3. Develop a propaedeutics on vocal sketching: Collect and
evaluate exercises, and progressively refine and organise
them in the form of a manual, or a sketchbook, build a structured format of workshop on sketching practices for sound
design.
The current framework rests on a reduced version of the SID workshop10 format, described in [36], in which 10-20% of frontal teaching is balanced with 90-80% of hands-on, learning by doing activities.
4.1. His engine’s voice, a workshop on vocal sketching for motor sound design
An example of RtD activities on vocal sketching, spanning on a
two-days workshop is the following:
First Part - Propaedeutics on vocal sketching
- Collectively • Introduction to the EU project SkAT-VG;
• Ear-cleaning exercise, everyday listening and action-sound
affordances;
• Vocalization techniques for the production of basic sound effects.
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a general overview on motor sounds and synthesis introduces the
teams to a proper design session. The assignment is to sketch the
sound for a silent vehicle, according to a set of well-defined constraints. Some exercises are carried out collectively, some others as
teamwork. So far, the workshops were attended by students with
a background in computer music and technologies of sound, in a
range of twelve-twenty participants, split in teams not exceeding
the number of six members.
In the next subsection we cover the description of the most
relevant exercises, by discussing their rationale and objectives in
the context of SkAT-VG project researches. For this purpose, we
refer the discussion of established exercises, such as ear-cleaning
and vocal sketching of sonic interaction with physical props, to
previously published articles [35, 20].
4.2. The exercises
Each exercise is ideally devised in order to exploit time constraints
as means to foster iteration and improvisation in the accomplishment of the assignment. It has been demonstrated that rapid iterations in rough prototyping generates more valuable insights than
allocating the same time for a single iteration [40]. In addition, the
creative collaboration and spontaneity enabled by improvisational
practices not only support the design work, but open space for the
emergence of meaningful behaviours in vocal sketching practices.

- Teamwork • The imitation game, competitive guessing game on vocal imitations;
• Soundomotion, guessing game on morphological attributes of
vocal sounds;
• Acousmatic narratives, polyphonic vocal sketches of fictional
machines;
• Product sound design, sketching the sonic interaction with
physical props;
• Vocal mimicry of motor sounds, improvisation session around
idling and running motor sound;
• Typo-morphological exploration of motor sounds.

Second Part - Design session, vocal sketching and video prototyping
- Collectively • The acoustics of motor sounds and sound synthesis approaches.
- Teamwork • Sound design session, video prototyping of vocal sketches of
motor sounds, according to a given brief.
The workshop is paced in two parts. The first part is introductory to everyday listening, to foster reflection on action-sound
affordances. Some vocal techniques to produce basic sound effects [38] are introduced, within the framework of voice production attributes, according to sound source types and initiation
mechanisms in speech, proposed by Helgason in [39]. This part is
aimed at fostering the exploration of one’s own vocal abilities, and
sensitising elicitation strategies in vocal imitation tasks and possible use of accompanying gestures, while breaking the ice in one’s
own body and voice exposure. In the second part of the workshop,
10 https://vimeo.com/16655747.

4.2.1. Vocalization techniques for the production of basic
sound effects
In this exercise, a few basic vocal techniques for producing several sound effects are introduced, by listening and mimicking target sounds, previously analysed and discussed in the ear-cleaning
session. These are common techniques used by prominent imitators and artists such as Fred Newman11 , author of the well-known
book Mouthsounds [38], and Michael Winslow12 , master of vocal
gymnastics.
The Mouthsounds book is a valuable practical resource to
start with. The table of contents is organised according to two
main principles, the increasing difficulty of the techniques, and a
pragmatic taxonomy of vocal imitations which reflects both the
perceptually-relevant physical attributes of the referent sound (i.e.,
interacting materials and temporal development) and the correspondent articulatory characteristics of vocal production. With a
few basic techniques and their virtuoso combination, it is possible
to cover a large variety of sound categories: frictions, impacts,
aerodynamics, machines, animal sounds, and so forth. For instance, the Glottal Fry technique is used to produce low frequency
vibrations of the vocal folds, in order to obtain sparse patterns of
clicking sounds. When combined with falsetto and glottal stops,
this basic effects can be used to mimic several kinds of squeaking
and creaking sounds (e.g., doors, wheels, a Geiger counter, etc.).
Similarly, the Palate Grind technique is functional for the vocal
production of many sounds with significant aerodynamic components. It is basically a guh sound used to mimic guns and explosions, air flows and whooshes, scraping, grinders, hand saw, etc.
Several other techniques are introduced in order to cover the
taxonomy of source types and voice production attributes, recently proposed by Helgason [39] to support the annotation of
non-linguistic vocal productions and transitions. Figure 2 shows
11 http://www.mouthsounds.info/home.htm.
12 http://michaelwinslow.net/bio/.
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only the first level of the taxonomy, without the further ramifications. Within this framework, the Palate Grind can be described

Figure 2: Vocal imitations are described according to the periodicity of the vocal signal, the articulatory characteristics of sound
types, in conjunction with the airstream initiation mechanisms.
as an aperiodic, turbulent sound, initiated by means of the lungs,
by pushing the airflow either out or in, through the mouth or nose
(i.e., egressive / ingressive pulmonic initiation).
Integrating the Mouthsounds techniques within the system of
voice production attributes proved to be effective in stimulating
analytical skills, and foster the participants’ iterative exploration
and control of the initiation mechanisms. However, the warmingup goal of this exercise requires a careful pacing in order to keep
the improvisational and playful approach in the foreground, without overloading the immediacy of the performance with the search
of a compulsory coherence with the taxonomy.
4.2.2. The (vocal) imitation game
This exercise is structured as a guessing game13 . Guessing games
are largely used to reinforce concepts in (children) education and
foster experiential learning. In addition, packs of cards are often
used as tools to support learning and decision-making in design
education and practice14 .
We devised a collaborative game based on a card pack of
verbal description of sounding objects, the goal is to guess the
sound-producing action or object mimicked with the voice. Each
player/performer at turn chooses a card from the pack of verbal
descriptions of objects/interactions, mimics the sound of that object, and has to lead the listeners to guess it. The game develops
analytical skills through listening, and guessing constitutes an implicit evaluation of the performer’s vocal imitation, thus enabling
iteration and virtuoso exploration of the vocal capabilities.
The design research is focused on collecting evidence of
emerging strategies in vocal imitations produced outside the laboratory. The performer’s gestures are excluded from the listeners’
sight in order to keep the vocal practice in the foreground and avoid
a guessing mainly focused on illustrators, namely those iconic gestures closely related to speech [41]. Indeed, the set of referent
sounds used in the pack of cards is characterised by a relatively
high degree of action-sound causality.
The last version of the pack is made of fifty cards encompassing the verbal description of mechanical interactions that produce
13 http://en.wikipedia.org/wiki/Guessing_game

14 http://www.methodkit.com/
research-method-cards/, a comprehensive overview of existing types of packs for design purposes.
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sounds involving liquids, solids, and gases without focusing on
the sources, and machines of different kinds, such as button and
switches, hums, air conditioning, vehicles, food processors, and
wipers. Abstract artificial sounds were excluded from this pack:
The verbal description would result highly ambiguous in a game
which rests on a strict economy of time to convey sound impressions at a glance. In an analogous game on the relevant auditory
features of abstract sounds, players have to guess specific spectrotemporal morphologies (e.g., increasing, decreasing, impulsive,
stable, etc.).
The analysis of several video-recorded game sessions highlighted a limited and diverse use of gestures by players. The clear
use of gestures is mainly elicited when the imitators are standing.
Iconic, metaphoric and ancillary gestures are exploited to support
and fine-tune the control on the voice articulation, especially when
the first imitation attempts do not work. Standing up may be useful for educational purpose, in order to foster bodily learning and
performance. On the other hand, it has to be considered, for the development of future sketching tools, that in the everyday practice
of design it is more likely to have working situations where professionals mostly sit around a table. In addition, it was observed
how the effective elicitation of vocal imitations not only depends
on the familiarity with the referent sound, but also whether the
verbal description of the sounding object on the card refers to the
sound-producing action (e.g., typewriting) or to the artefact itself
(e.g., typewriter), producing the latter a reduced priming effect on
conceptual memory [42].
4.2.3. Video prototyping of vocal sketches of motor sounds
This is a proper design assignment used to asses the entry level of
workshop participants, prior to any kind of exposure, or as checkpoint for intermediate evaluation, after the introductory exercises.
The assignment mimics a real design case (in which a sound design agency is asked to produce a study/proposal for an automotive
company), yet it focuses on the creative processes of conceptual
sound design by means of vocal imitations. As shown in Figure 3,
the assignment is to create the sound for a silent vehicle according
to an associated list of three keywords and two evocative sounds.
Each team has to choose one vehicle among the available proposals, and produce two alternative sound designs for a silent videoclip of the corresponding moving vehicle15 . Vocal sketching is
polyphonic, no speech nor onomatopoeia are allowed, as well as
Foley and sound processing. A video editor is provided to make
audio recordings, and basic sound editing. The list of proposed vehicles is composed of concept cars with a futuristic streamlining,
yet capable of evoking very diverse product sound qualities.
In the last workshop, this exercise was exploited as checkpoint
to assess the value of the various basic exercises on teams which
were exposed only to some sensitising activities and not others.
For instance, the video prototype of the team trained on the imitations of engine sounds showed a greater attention to the sound
identity and functional aspects of the chosen concept car, compared to the more expressive design outcome of the team sensitised
on complex, multilayered and sonically rich vocal sketching.
However, the exercise stressed how difficult is to move on
from the verbal-only level and enact the actual sound-producing
stage of the conceptual phase of a design. This difficulty was reflected in a low number of iterations, compared to the ease of iteration observed in the imitation exercises. However, once the teams
15 https://vimeo.com/128886746.
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ABSTRACT

Real-time Input Audio Signal

Feature extraction from an audio stream is usually used for
visual analysis and measurement of sound. This paper seeks
to describe a set of methods for using feature extraction to
manipulate concatenative synthesis, and develops experiments with reconfigurations of the feature-based concatenative synthesis systems within a live, interactive context. The
aim is to explore sound creation and manipulation within an
interactive, creative, feedback loop.
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1. INTRODUCTION
In this paper, we seek to discuss and explore approaches to
live interaction with sonifications of sound. Sonification of
the characteristics of sound have been undertaken in the past
using various methods [1, 2, 3], but most of these have dealt
with offline, static, processing of recorded sound. In this
study, we investigate ways to explore and interact with sound
as it is produced, or as it is played. This provides methods
for:
1. exploring the characteristics of recorded sound rapidly
and interactively;
2. responding to characteristics of instrumental sound in
a feedback loop;
3. manipulating and mutating sampled sound in an interactive manner;
4. creating new responsive sounds.
Sonifications of sound, while seemingly a tortology, are
in fact an incredibly sensible application of sonification, and
one that should be expected to hold strong potential. When
one wishes to understand a sound recording it is common to
This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

Time-tagged
Feature Data

Statistical
Summary
Algorithm
Statistic

Sonification
Algorithm
Real-time Output Audio

Figure 1: Brief Overview of Sonification System

listen to it carefully, replaying sections of interest and making
comparisons with other sections. Thinking generically, this
process could be compared to accessing a dataset, reading
one particular number and then comparing that with another
number within the dataset. However, despite data analysis
commonly involving much more sophisticated techniques
than simple comparisons or readings of datasets, techniques
for listening to an entire recording or listening to specific
algorithmically chosen parts of a recording are limited or
non-existent. Sonification techniques, partnered with granular or concatenative synthesis, provide a solution to fill this
gap, and this has been explored by Ferguson et al. [4]. Summative numerical results of feature extraction from audio
signals can obscure the divergent nature of different audio
signals, as feature extraction algorithms are naturally reduc-
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tionist, but the process of representing sound data in the
auditory modality can help to place audio characteristics in
their proper context and balance the precision of abstract numerical quantities with the ground truth of auditory sensory
perception. Using the the sound material, reorganised or
transformed in some way using methods that mimic typical
visualisation techniques, to re-represent the extracted sound
data mean that typical analysis approaches can happen in
the auditory domain rather than visual domain or happening
completely analytically [5, 4].
This paper extends this concept by investigating approaches to live interaction with sonifications of sound. Modern digital signal processing have facilitated the creation of
real-time versions of audio feature extraction algorithms that
previously required offline processing. The real-time nature
of this processing significantly increases the set of uses that
the results of feature extraction can be applied to, most notably feature extraction can be used to act as a control for
real-time sound manipulation.
2. BACKGROUND
Sonification has been used for many years to represent generic
numerical data in an analagous way to visual graphing, and
there is some evidence that it is more effective than visualisation in particular contexts, especially for monitoring realtime data (eg. [6]). Statistical representations has been sonified in the past for various purposes - sonfications have been
used for representing probability densities [7, 8], statistical
representations [9, 10] and for listening for abnormal sounds
or statistical anomalies in a stream of data [11, 12, 13].
The concept of Adaptive digital audio effects (A-DAFX)
was introduced by Verfaille et al. [14] and extends an audio effect using static control values by employing features
extracted from the input audio signal as control inputs for
the audio effects being applied to the signal. As Verfaille
et al. point out [15], a compressor or limiter incorporates a
feedback loop to use the level of the input audio (a feature) to
control gain change in a systematic way. Similarly, processing by ‘auto-tune’ algorithms corrects pitch inaccuracy by
assessing the extracted pitch against the closest correct pitch,
and applying a varying pitch shift. How A-DAFX differ
from these examples is that the input feature is not specific
to a particular audio effect, but is arbitrary and modular. In
a similar fashion but with a slightly different purpose, Park
et al. have also theorised this idea as Feature Modulation
Synthesis [16, 17].
These approaches are strongly associated to the work on
concatenative synthesis [18, 19, 20, 21], but reapplied to an
exploration and representation purpose. Further, Schwarz
has recently investigated interaction with ‘sound spaces’ as
a method of playing concatenative synthesis systems [22].
Performing with a traditional musical instrument often
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involves practising the instrument, whether for a scored work
or for improvisation, and repeating tones and practical manoeuvres in performance that have been precisely learnt
during practise. For instance Carey’s derivations system
[23] is an improvisational computer system that responds to
musical sound, while Johnston et al. [24] have discussed the
process of designing conversational interaction with digital
systems. Of course before these more recent systems, many
computer systems have been designed that are responsive
and improvisational, or at least give that impression, including Lewis’ Voyager [25], and Rokeby’s Very Nervous System
[26].
3. METHOD
There are several processes that make up this framework,
namely, a) feature detection, b) manipulation description, c)
manipulation application, and d) interaction.
Altering sounds in adaptive ways that differ from traditional input-output sound processing requires a second
pathway to be introduced to the pipeline. This is developed
by adding a feature detection stage to create a secondary data
stream running parallel to the audio stream. This requires
rapid real-time calculation of features to generate feature
data for manipulation purposes, as well as a memory buffer
to store recent audio data in a convenient format alongside
the feature data. The two datasets are indexed by their time
tags, so they can be related directly to each other. The second
component of the system is the manipulation of the digital
audio based on a transformation of the feature data into some
type of function or re-organisation scheme that can be applied to audio data. Thirdly, there is the process of applying
this manipulation to the audio stream in an efficient manner.
Finally, the process of interacting with each of these stages
is a basic issue that limits the applicability of methods of this
nature. Obviously, interaction with an audio stream brings
the crucial issues of causality and latency.
3.1. Feature Extraction
When considered abstractly, although feature detection algorithms describe sound characteristics in many distinct and
different ways, they fall into a small number of particular
formats. The simplest format is for a feature detector to take
a frame of sound (often approximately 20-50 ms), analyse
it, and then return a single numeric value as a response (see
Figure 2). For each frame (of for instance 2048 samples)
of contiguous sound, a numeric value is produced by the
feature detector algorithm, and a time-series data trace is
built from these new changing values. This type of feature
detector is very common and easily used for building sonifications of sound [4], as the feature data output is completely
predictable (for every frame of sound a single numeric value

ICAD 2015 - 67

st International Conference on Auditory Display (ICAD
The 21th
(ICAD–2015)
2015)

Raw Audio

Audio Feature
Analysis Algorithm

Audio Frames
usable for sonification

Input Audio
Frame

SPL

Annotated Audio
Frame
SPL: 67dB F0: 380Hz
Fc: 1080Hz xyz: 662

F0

fc

xyz

Figure 2: Feature detection algorithms that produce a single
real number for a frame of sound can easily be treated as a
black box.
is returned). This data format allows many different features
(harmonicity, brightness, pitch, loudness, etc.) to be treated
by algorithms in an identical manner, although the characteristics investigated are likely to be very different. Once a
set of audio frames and time-tagged numeric feature data are
collated, the various statistical algorithms can be applied to
the numeric data and audio frames at the same time.
Many audio features that do not conform to this simple
format, and do not output a single value per frame. Some
analysis algorithms result in a set of numbers being produced
from one frame, as for instance, the Fourier transform, the
mel frequency cepstral transform, or octave band analysis
do. Furthermore, some other feature detectors may be unpredictable, in that they may create an unknown number of
values (including 0) from an audio frame, depending on the
content of the sound. In this paper we will focus mainly on
the implications for datasets made up of single timeseries features, however other types of feature could be incorporated
in further study.
3.2. Time-series Statistics
After the feature detection algorithm has been applied to the
audio, a new time-series is created that consists of the feature
time-series data. This numeric data is then mapped to a
sonification algorithm that uses audio frame data, and various
processes exist by which this may be done. Using statistical
methods the feature time-series can be summarised as a value
using typical descriptive statistics methods, for instance the
median or maximum value. Running the statistical analysis
at each addition to the time-series during real-time analysis
means that the statistical analysis is also a parallel timeseries, but one which represents the characteristics of the
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rapidly varying feature data in a summative or indicative
manner. A statistical indicator of this nature can then be
used as an input to the frame selection method that follows
this stage. It is likely it would play a role as, for instance,
determining the centre of a range from which to select frames
of the same pitch.
A further approach is to use the statistical time-series
of the feature time-series to find a second order statistical
time-series. A difference between the current value and
an extreme (e.g. the minimum or maximum value), would
search for sounds close to the upper reaches of the feature in the case of pitch, when differencing against the maximum
pitch value, the difference would be smallest when the pitch
was closest to that maximum value.
3.3. Frame Selection Method
The statistical analysis of the feature detector time-series
essentially creates another time-series. The method used to
apply this to the audio stream can be one of many alternatives, based somewhat on the purpose of the sonification.
Playing frames of sound rapidly has the effect of physically
representing the statistics of the sound [27], and so links
well with the statistical analysis examples described in the
previous section. An example of this could be the playing
of frames of the sound produced when a flute plays the note
A. If the frames were drawn from recordings of a performer
with precise tuning, then the average sound created when
they are rapidly presented together will be a precisely tuned
A. However, if the performer plays an A with various tunings, or perhaps with a vibrato, then the average sound will
represent this information by blurring the tuning across a
pitch range, but also giving a general impression of the mean
pitch.
In statistical terms, the concatenated sound, when temporally blurred, represents the dispersion of the feature data
extracted from the sound. Similarly, if the performer has
excellent precision but has low accuracy tuning (plays the
same, inaccurate tone repeatedly), then this will also be represented. Statistically, this would be have a comparatively
low dispersion, but a high deviation of the central tendency
of the distribution from the correct tone. The simplest way of
looking at a feature time-series is by using descriptive statistics (Figure 3), each of which can be turned from a numerical
value into a simple sound by selecting the appropriate frames
of audio from the sample (see Figure 4).
A more significant application of the manipulation timeseries is to drive the selection of frames to be blurred with
the current frame. Where the value of the feature timeseries is close to the values of recent frames, those frames
can be ‘blurred’ with the current frame to create a textural
sound composed of audio that is similar within one feature
dimension. This will create a ‘simple’ sound, where the
frames are highly similar, and a ‘complex, muddy’ sound
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Figure 3: A time-series may be summarised with descriptive
statistics, and visualised with a box plot.
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Figure 4: Median feature frames being drawn from a sample.
Again the feature detector is arbitrary, and in this case is
Harmonics to Noise Ratio.
tending towards noise, where there is a significant difference
between the characteristics of the frames. This effect can
be seen easily where one blurs multiple frames of a piano
playing a single tone, compared with multiple frames of
a singer singing a tone with vibrato, the change in pitch
caused by the vibrato is shown clearly in the resulting blurred
tone - which deviates across the pitch range traversed by the
vibrato.
In this work the term concatenative synthesis will be used
to describe the process of re-synthesizing sound from the
recording, in order to link this research with previous work
that has been based on feature extraction and then audio
frame concatenation. In fact, this technique also has a lot in
common with typical granular synthesis methods (see Roads’
Microsound [28] for a review). Granular synthesis, however,
in most instances does not make use of feature data in the
selection and playback of grains of sound – it is usually
based on random frame choice guided by parameters such as
grain duration, grain window function, grain transposition
and grain density (how many grains are selected at one time).
By contrast, concatenative synthesis tends to use set methods
for most of these parameters, uses randomisation sparingly,
and is more concerned with the selection of optimal frames
of sound in order to match a target, or to match the path
closest to a target sound.
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control data. This means that by playing their instrument
into the system the musician has a stronger form of control
over the way that the system is controlled than if they were
using a linear time-invariant system (such as a reverberation
or a delay effect).
A simple example is to create a system that lowers the
gain for notes that are not precisely consonant with a specified temperament system. That is, the instrument is altered
so that notes that are ‘out of tune’ are softer than notes that
are ‘in tune’. As pointed out by authors in the past [2], this
means that the visual modality need not be used to experience auditory material (i.e. a musician doesn’t have to look
at a meter or dial to receive information about whether they
are in tune).
A similar feedback loop exists where the audio feedback
is not controlled by using gain only, but by replacing (or augmenting) the natural audio feedback with sound produced
with concatenative synthesis. This technique is different
to natural audio feedback because it allows the use of the
sound’s recent history to be compared with the current sound.
That is to say that the sound produced by concatenative synthesis can be composed of frames of sound recorded in the
very recent history, reorganised systematically to represent
an ‘average’ or mean sound. The selection of which frames
of sound to use is crucial, and will determine what type of
sound is received as feedback.
4. EXAMPLES
Examples of this framework will help demonstrate it in use
in various contexts. The following examples are different
configurations of the same basic concepts.
4.1. Listening to a descriptive statistic of a feature
In this example the system - 1) calculates the feature extraction, 2) calculates the running statistic (the median in
Figure 5) of the feature time-series, 3) which is then used as
the basis for the criterion for the selection of output audio
frames. These frames are selected randomly within a range
around the statistic and then concatenated for output.

3.4. Interaction
Given that the system is not time-invariant, the sound that
is an input to the system also acts as an interaction input, as
the features produced by the musician are transformed into

Figure 5: The feature data (upper pane) is filtered by a
running median filter (lower pane).
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The median is an interesting statistic to follow, but is
calculated in the same way that the percentiles, quartiles and
maximum and minimum are (the median is also the 50th
percentile), so in effect the statistic itself is also a parameter
that can be interacted with. One may choose to control the
statistic using any of many interaction methods, that could
be obtained in real-time to form part of the performance
practice of the musician, thereby creating a new musical
interface.
4.2. Listen to peaks from a feature histogram
This configuration takes the previous example, and replaces
the median extraction with a histogram, the crucial difference
between the two being that a histogram is a multidimensional
method of describing a distribution of a times-series, whereas
the median is one dimension only. The advantage of a histogram is that multiple areas of activity can be located, rather
than only one. These multiple peaks can then be used as
inputs to the frame selection criterion. This means that, for
instance, when using pitch as a feature input, if one wished
to play two notes simultaneously, one would play each note
for a long duration, and the histogram would show two peaks
at each pitch, which could then be used to select frames
from the audio containing those two pitches. To change
the notes that are selected one would simply play another
note for a longer duration, and the histogram would change
accordingly (see Figure 6 for an example).

Figure 6: In this example, a feature time-series is recorded
(eg. pitch, left pane), and the feature is statistically analysed
to build a histogram (right pane) that shows which values
(notes) continued for the longest.
A configuration of this nature allows the creation of
polyphonic chordal sound, that is closely related to the input
sound. This means the input musical melody can be reframed
as a method of playing notes for chordal outcomes rather than
melodic, requiring a rethinking of the way that improvisation
is envisaged.
4.3. Using sound level to control pitch range
Although the previous examples use only one feature as an
input to their configuration, it is also of course possible to
use two feature inputs and map them to different parameters
of the same frame selection criteria. In this case we use the
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pitch of the sound to choose the pitch of the frames that are
selected, but also use sound level to control the size of the
pitch range from which frames are selected.
This opens the possibility to different levels of control a basic type of control may exist where the feature is used
in a mapping that follows the same contour directly (eg. the
pitch of the input audio being used to direct the pitch of
frames selected). Alternatively, a mapping may non-linearly
respond to a feature - in this example the feature range used
in the frame selection can be constant for values of sound
level that fall below a threshold, but rapidly expand when the
threshold is exceeded, providing both predictability when
appropriate and rapid change when necessary.
4.4. Implementation
The implementation of this system was completed using the
Max/MSP platform1 , alongside FTM and Gabor extensions
[29, 30] as the basis for the feature extraction (using the
Yin pitch algorithm [31]), as well as the MNM extensions
performing the statistical processing of the feature timeseries [32].
5. DISCUSSION
This paper addressed methods of exploring the characteristics of sound and performing with sound through sonification
of feature data extracted from the sound. It identified methods by which the statistics of sound could be explored in
realtime, and as the sounds were being produced.
The basis of this framework is to
• apply feature detection to an audio signal, to create a
feature time series;
• apply statistical analysis to the feature time-series to
create a value or set of values that can be used;
• create a criterion for frame selection that is based on
the feature time-series statistical analysis
• use the selected frames in the application of concatenative or granular synthesis.
Using the features of a created sound as an interaction
method is not a common approach to musical interaction.
Interaction inputs tend to be thought of as ‘controls’, implying that the user of the system has complete knowledge of
what action they wish the system to undertake, and that the
system is purely deterministic following the user’s command.
Many musical contexts, however, rely on communication and
reflection between musical participants for the musician’s
purpose to be fully realised, with the concept of ‘jamming’ a
common one.
Nevertheless, while the framework is designed to be reflective rather than one-way, the fact that the system is based
1 http://www.cycling74.com
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on simple statistical methods, rather than opaque neural networks or machine learning techniques, means that there is
the likelihood of a musician learning the system – and with
enough knowledge of the configuration of a method they
even be able to subvert the intentions of a system and achieve
novel outcomes. For instance, consider a musician repetitively playing two notes an octave apart into a configuration
that is seeking and replaying the median pitch. A system that
responds to musical output in a predictable, but still complex
fashion allows for new types of creative opportunities.
Clearly, the re-representation of feature data by re-playing
the sound that was analysed to create it means that the feature under investigation is linked inextricably to the sound
produced. There are hundreds of defined feature extraction
algorithms that can be used in the feature detection stage
of the system (see [33] for software that implements a wide
array of them). As they often have exactly the same data
format (frame of sound in, single numeric value out), many
of them are completely interchangeable in this framework
(except that real-time implementations in the target platform
may not be easily obtained). However, such a reconfiguration of the feature detection may offer creative possibilities
that are unpredictable or unexpected, as they can have quite
idiosyncratic characteristics.
Statistical methods are often used in data analysis for
their ability to find patterns and draw out the ‘nature of
things’. Despite being applied to musical feature data in
real-time they still have this ability, and thus they act as an
immediate reflection of the characteristics of the sound over
a period in recent time. Used in an appropriate manner they
have the ability to allow listeners to examine the nature of
steady sound compared with changing sound, and to listen to
the way that sounds change over time. They can also be used
to make comparisons and to assess the range of variation
within a feature rapidly.

appropriate methods of input signal analysis. The element
of time and rhythm is essentially ignored in the statistical
processes described above, but is likely to be able to make
an important contribution of the musicality of this system.
Finally, a user study with practising musicians is likely to
lead to important findings about the system being used in
practice.

6. CONCLUSION & FUTURE RESEARCH

[7] J. Williamson and R. Murray-Smith, “Sonification
of probabilistic feedback through granular synthesis,”
IEEE Multimedia, vol. 12, no. 2, pp. 45–52, 2005.

This paper has described an approach towards the use of
feature extraction and feature data analysis for creative and
exploratory musical possibilities. We have defined a simple
framework for the sonification of sound played into a computer system, based on the statistical characteristics of the
feature time-series data extracted from the audio in real-time.
Examples of the configuration of the system are presented
to demonstrate the variety of ways the system can be configured.
There are many opportunities for future work aligned
with this research direction. The modularity of the framework, and the way in which the stages may influence each
other is an important element to be investigated. Also, characterising the statistics of different feature detectors, in terms of
their noise, precision and reliability may help when choosing
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ABSTRACT
While the angular spatialization of source sounds through individualized Head-related transfer functions (HRTFs) has been extensively investigated in auditory display research, also leading to effective real-time rendering of these functions, conversely the interactive simulation of egocentric distance information has received
less attention. The latter, in fact, suffers from the lack of realtime rendering solutions also due to a too sparse literature on the
perception of dynamic distance cues. By adding a virtual environment based on a Digital waveguide mesh (DWM) model simulating a small tubular shape to a binaural rendering system through
selection techniques of HRTF, we have come up with an auditory
display affording interactive selection of absolute 3D spatial cues
of angular spatialization as well as egocentric distance. The tube
metaphor in particular minimized loudness changes with distance,
hence providing mainly direct-to-reverberant and spectral cues. A
goal-reaching experiment assessed the proposed display: participants were asked to explore a virtual map with a pen tablet and
reach a sound source (the target) using only auditory information;
then, subjective time to reach and traveled distance were analyzed.
Results suggest that participants achieved a first level of spatial
knowledge, i.e., knowledge about a point in space, by performing
comparably to when they relied on more robust, although relative,
loudness cues. Further work is needed to add fully physical consistency to the proposed auditory display.
1. INTRODUCTION
The accurate acoustic rendering of sound source distance is an uncertain task; in fact, the auditory cues of egocentric distance have
been shown to be essentially unreliable since they depend on several factors, which can be hardly kept under control in the experimental setup. Researchers along the years have found psychophysical maps, usually in the form of perceived vs. real distance functions, showing a strong dependence on the experimental conditions
[1]. Besides this dependence, a broad variability of the distance
evaluations across subjects has been observed in most of the tests
[2]; this variability is mainly explained by the level of familiarity
with the sound source that is at the origin of the stimulus: the more
unfamiliar an original sound is, the more difficult for a subject to

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

disaggregate acoustic source information from the environmental
cues that shape the sound on its way to the listener.
The ambiguity about the origin (either source- or environmentbased) of the auditory cues that confer distance attributes to a
sound makes the perception of a moving sound source especially
interesting to investigate: by listening to dynamic cues humans
in fact receive a range of psychophysical information about the
source sound in relation with its continuous modifications due
to the environment: by progressively isolating the former out of
these modifications, listeners in theory should learn about both
and hence be able to improve the source localization. On the other
hand, the robust control of a distance recognition experiment involving moving sound sources has proven inherently difficult to
achieve. So far, the literature on the topic is sparse and limited
to virtual acoustic setups; furthermore, due to some unavoidable
complexity of the dynamic rendering models this literature merges
psychological issues with arguments of sound processing: Lu et
al. describe a model capable of rendering motion parallax and
acoustic τ , already noted by Spiegle and Loomis as salient cues for
the positional recognition in a moving listener and source scenario
[3, 4]. Perhaps more importantly, moving sound sources evoke socalled “looming” effects which bias their distance perception even
if their auditory recognition is not ecological, such as that elicited
by the sound of an approaching wild animal and so on [5].
In spite of its unreliability and subjective dependency, the egocentric distance remains highly interesting for auditory display
purposes as an informative dimension having immediate physical
interpretation and, hence, strong ecological meaning. Inaccuracies
in its quantitative interpretation deriving from the uncertainty of
the psychophysical maps are counterbalanced by the importance
that distance has in auditory scene description. Zahorik suggested
design guidelines that are of great help for realizing accurate auditory displays provided specific technological constraints [6]. Such
guidelines would probably become even more challenging if moving sources were accounted for. Though, the mentioned scarcity
of experimental results makes the design of dynamic, especially
interactive distance rendering models still a matter of craft.
Near-field distance has been sonified using auditory
metaphors, too [7]: by rendering robust effects (such as the
repetition rate of a beep) that are essentially disjoint with the
sound source properties, clearly this approach has a good chance
to translate in reliable distance estimations as soon as listeners
get used with the proposed sonification. As well, in our research
we put the focus on absolute cues, i.e., those which are not a
function of the source sound; specifically, we made an effort to
select absolute references among those cues which characterize
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auditory distance: loudness, direct-to-reverberant energy ratio,
spectrum, and binaural differences when the source is nearby the
listener’s head. This effort had a threefold aim: i) to preserve
the sonic signature of the sound source, particularly its loudness,
ii) to avoid cannibalization of otherwise informative additional
cues, and iii) to maintain sufficient ecological consistency of the
auditory scene. Together, these three properties in principle allow
the sound designer to make use of the resulting distance rendering
tool regardless of the type of source sound employed with it, as
well as to take relative care about potential interferences with
concurrent sonification models running in parallel with the same
tool, for instance in the context of an auditory interface displaying
a rich dataset.
If the rendering is not limited to nearby sources then directto-reverberant energy ratio and spectrum form a typical pair of
absolute distance cues. The former has been shown to provide
significant, although coarse coding of distance [8]; the latter introduces audible changes in the sound “color”, with association of
increased high-frequency content to closer source positions. More
in general, it is known that the presence of these environmental
cues impact spatial auditory perception in two respects: while a
listener’s ability in perceiving sound source distance is enhanced,
his/her ability in perceiving sound source direction is degraded in
a complementary fashion [9]. This is due to the fact that reverberation corrupts and distorts directional cues, regarded as both binaural cues along azimuth (especially interaural time differences) and
monoural cues along elevation (pinna reflections and resonances).
The degradation in localization performance is particularly evident
when the environment is unknown to the listener.
Direct-to-reverberant energy ratio and spectral cues together
have been proven to provide effective distance cues even in uncommon/unrealistic environments. In an experiment where a loudspeaker could be moved inside a long, narrow pipe, listeners were
in fact able to build a consistent psychophysical map of distance
in absence of loudness changes [10]; this map was in good accordance with the prediction model proposed by Bronkhorst and
Houtgast [11], although quite compressed and non-linear. Later
experiments made use of virtual rather than real environments,
and extended the tubular model to other simple 3D shapes, such
as cones and pyramids, in an effort to identify a shape capable of
evoking psychophysical maps with a good degree of linearity: all
such shapes were realized through the use of distributed computational models, and at least have demonstrated that the search for
a virtual environment capable of shaping the auditory cues until
defining a linear map is a hard task [12].
Despite their psychophysical limitations, these computational
models provide high versatility. For instance, simple Digital Waveguide Mesh (DWM) models and similar computational
schemes have been employed offline to render auditory distance
cues [13, 14]; in practice they allow for moving source and listener
positions everywhere inside the 3D shape. Interactivity, however,
requires to make a leap forward: the model, in fact, needs to be
computed in real time and must be robust against abrupt movements of the source and/or listening points. Nowadays machines
are able to compute DWMs counting some thousand nodes in real
time, hence ensuring interactive control of the corresponding virtual scene: based on this assumption, a DWM-based model has
been used to enable interactive reverberation for computer game
applications [15].
In this work we propose a spatial sound rendering architecture that combines binaural (individualized HRTF based) render-
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Figure 1: A schematic view of the system architecture.

ing with a virtual (non-individualized DWM based) environment
simulating a tubular shape. Partial support for this choice comes
from an experiment making use of HRTFs containing also distance
cues [6]: by stimulating subjects with such functions, directional
cues were shown to be highly individual whereas distance evaluations were robust against non-individualization of the HRTFs. The
motivations for the proposed architecture hence are twofold. First,
it allows to decouple to some extent the rendering of directional
and distance cues: in this way, we expect that environmental effects simulated through the DWM model can improve listeners’
performance in sound distance estimation, while preserving their
ability to estimate sound direction, as HRTF-related cues are not
degraded or distorted by this simplified environment. Second, the
proposed architecture allows real-time rendering.
The technical features of both binaural rendering and the
DWM model are illustrated in Section 2. Section 3 describes
the design and the results of an experiment aimed at assessing
the validity of the proposed approach: the experiment consists of
a goal-reaching task, in which subjects have to explore a virtual
map through a stylus on a tablet, and to reach a target point (a
sound source in the map) using auditory information in order to
reach a first level of spatial knowledge, i.e. knowledge about a
point in space [16]. The adopted rendering approach corresponds
to an egocentric view of the virtual map in which the pointer corresponds to the listener’s head following the “ears in hand” metaphor
(ecological rendering) [17]. Experimental results are analyzed
and discussed in Section 4, and show that participants using this
display achieved a first level of spatial knowledge by performing
comparably to when they relied on individualized directional plus
loudness cues. This result is particularly interesting, considered
the greater robustness of loudness compared to absolute cues of
distance such as direct-to-reverberant energy ratio and spectrum.
2. 3D SOUND RENDERING
Spatial audio technologies through headphones usually involve
Binaural Room Impulse Responses (BRIRs) to render a sound
source in space. BRIR can be split in two separate components: Room Impulse Response (RIR), which defines room acoustic properties, and Head Related Impulse Response (HRIR), which
acoustically describes individual contributions of listener’s head,
pinna, torso and shoulders. In this paper, the latter acoustic contribution was implemented through an HRTF selection technique
based on listener anthropometry, while virtual room acoustic prop-
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erties and distance cues were delivered through an acoustic tube
metaphor.

H(z)

2.1. HRTF-based spatialization

(1)

where t(φ) is the temporal delay between the direct and reflected
rays and c is the speed of sound. The corresponding notch frequency, f0 (φ), is estimated by the following equation
f0 (φ) =

c
,
2dc (φ)

(2)

according to the assumption of negative reflection coefficient
and one-to-one correspondence between reflection and generated
notch [23]. Given a user whose individual HRTFs are not available, the mismatch m between f0 notch frequencies estimated
from Eq. (2) and the notch frequencies F0 of an arbitrary HRTF
set is defined as:
m=

1 X |f0 (φ) − F0 (φ)|
,
|φ|
F0 (φ)

(3)

φ

where elevation φ spans all the available frontal angles for available HRTFs. Finally, the HRTF set that minimizes m is selected
as the best-HRTF set in the database for that user.
2.2. DWM
The DWM we use in our experiment was obtained by translating
existing MATLAB code from the authors into a C++ external program for the Pure Data real-time environment1 . As its optimization
would have required labor that was not available at the time when
this research was made, we chose to go on with the experimental
plan as soon as a reliable interactive distance rendering tool was
obtained in the form of an object for Pure Data.
1 http://puredata.info

p (r)

p (i)

(i)

p (r)

p

The recording of individual HRIRs/HRTFs is both time- and
resource-consuming, and technologies for binaural audio usually
employ non optimal choice of pre-defined HRTF set (e.g., recorded
on a dummy head, such as the KEMAR mannequin [18]) for any
possible listener. However, individual anthropometric features of
the human body heavily affect the perception and the quality of the
rendering [19]. Accordingly, advanced HRTF selection techniques
aim at providing a listener with his/her “best matching” HRTF set
extracted from a HRTF database, based on objective or subjective
criteria [20, 21].
In this paper, an image-based HRTF selection technique is
briefly summarized (see [22] for details) where relevant individual
anthropometric features are extracted from one image of the user’s
pinna. Specifically, a mismatch function between the main pinna
contours and corresponding spectral features (frequency notches)
of the HRTFs in the database is defined according to a ray-tracing
interpretation of notch generation [23]. The first notch of HRTF
responsible for the first pinna reflection can be predicted by calculating the distances between a point located approximately at
the ear canal entrance and the corresponding reflection point at the
border of the helix (the C contour in Figure 1).
For a given elevation φ of the incoming sound, the reflection
distance can be computed as follow
d(φ) = ct(φ),

H(z)

H(z)
p (r)

p (i)

p (i)

p (r)
H(z)

H(z)

Figure 2: Particular of the 3D DWM: scattering junctions and
boundary filters.

The DWM model follows a straightforward design, in which
the scattering junctions forming the mesh boundary are coupled
with filters modeling frequency-dependent air absorption [24].
Figure 2 shows a particular of this design, exposing scattering
junctions and boundary filters exchanging pressure wave signals
each with its adjacent nodes (either junctions or filters). The mesh
has the shape of a square tube counting 29 × 5 × 5 = 725
junctions. Of these junctions, 5 × 5 = 25 form either termination of the tube whereas 29 × 5 = 145 form each of the four
tube surfaces. One termination was modeled like an open end
(i.e. H(z) = −1) whereas the other termination was modeled like
a closed end (i.e. H(z) = 1). Finally, each surface was modeled like an absorbing wall with larger absorption toward the high
frequencies: this model is made by realizing the transfer function
H(z) of each boundary filter in the form of a simple first-order
low-pass characteristic.
Once running at 44.1 kHz, the proposed DWM simulates
sound wave propagation along a tiny tubular environment. The
distance rendering effect depends on the relative positions of
the source and listening point, respectively corresponding to
junctions in which the audio signal was injected and picked up.
We simulated an acoustic scenario in which both the source and
the listening point laid in the center of the square section, and the
listening point was close to the open end. Conversely the source
could be moved back and forth along the main axis of the tube
starting from nearby the closed end, in this way varying its relative
distance from the listening point. Moving the source point alone
was sufficient for our purposes, as it has the advantage of avoiding
sound discontinuities caused by dynamically varying the junction
where the signal is picked up. Besides these discontinuities, a
similar artifact arises at the listening point supposed stationary
also if the moving source signal is injected in the DWM with
occasional jumps from one junction to another, even if these
junctions are adjacent each to the other. This artifact can be
minimized by distributing the signal, for instance by linearly
de-interpolating each sample value across such junctions as we
did in our model when the source point position laid in between
two pick-up points [25].
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Figure 4: Waveform and spectrogram of the camera click.
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Figure 3: The virtual map in pixels. (a) The goal is the central
red sphere. (b) Virtual starting positions for audio exploration are
marked in lexicographic order.

3. EXPERIMENT: GOAL REACHING
The main goal of this experiment was to assess the validity of the
proposed rendering metaphors, the “ears in hand” metaphor for
direction and the “acoustic tube” metaphor for distance. One second goal was to analyze the differences and the complementarity
of these auditory information, by means of behavioral and performance indicators collected from experimental data. Such assessment were obtained through a goal-reaching task, in which participants had to reach a virtual sound source under different auditory
feedback conditions spatially rendered via headphones according
to user position in the workspace of a pen tablet.
Six participants (4 males and 2 females whose age varied from
26 to 41 with mean 30.8, SD 5.9) took part at the experiment. All
participants reported normal hearing and had previous experience
in psychoacoustic experiments with binaural audio reproduction
through headphones.
3.1. Apparatus
Figure 1 depicts a schematic view of the overall system architecture. All tests were performed using Matlab, that controlled the
entire setup by also recording the 2D position on the pen tablet, a
12 × 18 in (standard A3 size) Wacom Intuos2 connected via USB
to the computer. Spatial audio rendering was realized in Pure Data.
Open Sound Control (OSC) protocol managed communication between Matlab and Pure Data.
Audio output was operated by a Roland Edirol AudioCapture
UA-101 board working at 44.1 kHz sampling rate, and delivered
to Sennheiser HDA 200 headphones. These headphones provide

effective passive ambient noise attenuation, have a frequency response with no pronounced peaks or notches in between the range
0.1 − 10 kHz and are almost independent of re-positionings on
the users’ head [26]. Equalization filters based on measurements
with KEMAR without pinnae were applied to the auditory stimuli.
This non-individualized compensation on regular and stable frequency responses guaranteed no corruption of localization cues in
HRTFs [27], as well as an effective equalization of the headphones
up to 8 − 10 kHz on average, simulating a realistic application
scenario where it is not always feasible to design individualized
headphone compensation filters [26].
3.2. Stimuli
The virtual target sound was placed at the center of the 640 × 480
pixels working area. It had the form of a sphere with radius equals
to 25 pixels. The sphere was elevated by 120 pixels from the virtual ground level (see Figure 3). The 3D-position of the user (pen)
was spatially rendered relative to the target. User movements were
limited to the horizontal plane (the tablet), whereas the egocentric
view had a fixed height of 60 pixels from the ground. 2
The source sound consisted of a camera click with 100 ms duration (see Figure 4) repeated every 300 ms, with maximum amplitude level at the entrance of the ear canal amounting to 65 dB(A).
The period between subsequent clicks was large enough to contain possible reverberant tails due to reverberation cues being introduced by the tubular environment. If the pen was moved beyond
the boundaries of the working area then the system signalled the
illegal position of the pen by playing white noise until a correct
position was restored.
The procedure described in Section 2 drove the selection of
best-matched HRTF set. Accordingly, one pinna image for each
participant was required in order to compute the mismatch between his/her manually traced contours and notch central frequencies. The source HRTF database was the CIPIC [28], which contains HRTF sets measured in the far field (i.e., no distance infor2 Topological properties of the virtual map were chosen in order to ensure detectable elevation cues from the HRTF selection procedure (see
Sec. 2.1). Whereas sphere radius guaranteed a wide dynamic range for
loudness control.
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source was moved nearby the auditory target, but not when it
was kept moving in the far-field. Moreover DWM+3DA produced
higher loudness values than DWM alone, showing an interaction
between HRFT resonances and the tubular model. Finally, loudness in condition 3DA slightly decreased in the proximity of the
target, that is, where the virtual listener position was below the
target and, thus, pinna resonances were no longer present.
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Figure 5: Average amplitude of the stimuli used in the respective
experimental conditions as a function of normalized distance. Amplitude values ranging from the smallest (normalized value equal
to 0) to the largest (normalized value equal to 1, corresponding to
position “A” in Figure 3.b) egocentric distance.
mation is available in these far-field compensated HRTFs) for 45
subjects, with azimuth angles spanning the range [0◦ , 360◦ ) and
elevation [−45◦ , 230.625◦ ].
On top of the HRTFs, rendering the angular position (azimuth
and elevation) inside the stimuli, distance was rendered through
two different approaches: a 6-dB law modeling ideal loudness
attenuation in open air with distance, and the tubular model described in Section 2.2. The combination of direction and distance
rendering resulted in five experimental conditions, which are summarized here along with their acronyms:
1. HRTF directional cues only (3DA);
2. 6-dB law only (L);
3. tubular shape only (DWM);
4. tubular shape and HRTF directional cues (DWM+3DA);
5. 6-dB law and HRTF directional cues (L+3DA).
Auditory conditions 3DA, L and L+3DA were used for control purposes. In particular, 3DA provided only directional cues, L
provided only intensity cue, and the combination of L+3DA played
the role of “ground truth”, i.e., possibly most robust feedback condition.
Figure 5 depicts, for all conditions, average amplitudes measured as a function of egocentric distance. The relative values
were computed by subtracting the dB RMS values measured at
the smallest distance, reported in Table 1 below.

amplitude
(dB RMS)

3DA
65

L
60

DWM
72

DWM+3DA
78

L+3DA
65

Table 1: Amplitudes in dB RMS of stimuli at the smallest egocentric distance for each auditory condition. HRTFs from KEMAR [18] were taken as reference for 3DA rendering.
From these measurements it can be noted that loudness under conditions DWM and DWM+3DA changed when the virtual

A brief tutorial session introduced the experiment. Participants
were verbally informed that they had to explore a virtual map using only auditory information, and they were blindfolded during
the experiment. Participants were then instructed that their goal
was to move towards an auditory target as closely and quickly
as possible, while only information regarding “ears in hand” exploration metaphor and no information regarding localization cues
were provided. Each trial was completed when a participant was
able to stand for at least 1.2 s within a 25-pixel neighborhood far
from the auditory target, similarly to the protocol in [29].
In order to minimize proprioceptive memory coming from the
posture of the arm and the hand grasping the pen, the starting position was set to be always different across trials. Participants were
asked to complete the task starting from eight different positions at
the boundary of the workspace, as depicted in Figure 3(b). Before
each trial began, the experimenter lifted and moved the pen to random positions of the tablet area as it can be made with any relative
pointing device such as the mouse, and then helped the subject to
grasp it again.
Every condition was repeated 8 times (one for each virtual
starting position), for a total of 40 trials per participant. Starting
position and auditory conditions were randomly balanced across
trials.
3.4. Results
Each trial was evaluated in terms of three main performance indicators:
• M1 absolute reaching time: the time spent by the subject to
complete the trial;
• M2 total traveled distance: the length of the trial trajectory;
• M3 final traveled distance: the length of the trial trajectory in
the last 240 ms of exploration.
In the present experiment trajectories had greater variability, and
M1 with M2 are assumed to be more appropriate global indicator.
A Kruskal Wallis nonparametric one-way ANOVA with five
levels of feedback condition was performed to asses the statistical
significance of M1 [χ2 (4, 94262.04)=78.23, p << 0.0001]. Pairwise post-hoc Wilcoxon tests (Figure 6(a)) revealed statistically
significant improvements in performance (decreases in reaching
times) between 3DA and L, DWM+3DA, L+3DA (all with p <<
0.001), between L and L+3DA (p < 0.05), between DWM and
DWM+3DA (p < 0.001), between DWM and L, L+3DA (all with
p << 0.001), between DWM+3DA and L+3DA (p < 0.001).
These results suggest that 3DA/DWM alone performed worse
than all the other auditory conditions except in DWM/3DA alone,
while their combination (DWM+3DA) had worse performance
than L+3DA (the best condition), only. It has to be noticed that
degree of statistical significance is very high with the exception of
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L and L+3DA comparison. On the other hand no statistical significance was found between 3DA and DWM (p = 0.163), L and
DWM+3DA (p = 0.706).
Again, a Kruskal Wallis nonparametric one-way ANOVA with
five levels of feedback condition was performed to asses the statistical significance of M2 [χ2 (4, 93924.4)=77.95, p << 0.0001].
In Figure 6(b), statistical significances are computed using pairwise post-hoc Wilcoxon test. Decreases in total traveled distance
were reported for following condition pairs: 3DA and L (p <
0.05), 3DA and DWM+3DA (p << 0.001), 3DA and L+3DA
(p << 0.001), L and L+3DA (p < 0.001), L and DWM+3DA
(p < 0.05), DWM and L (p << 0.001), DWM and DWM+3DA
(p << 0.001), DWM and L+3DA (p << 0.001). On the
other hand, no statistical differences were found between 3DA and
DWM (p = 0.181), and DWM+3DA and L+3DA (p = 0.320).
Conditions 3DA and DWM poorly performed in terms of M2 if
they were rendered individually, while results suggest their strong
integration leading to similar performance with respect to L+3DA.
A further analysis was performed on M3, i.e. final traveled
distance, in order to assess auditory spatial awareness of the user
near the target [16]. A Kruskal Wallis nonparametric one-way
ANOVA with five levels of feedback condition was performed to
asses the statistical significance of M3 [χ2 (4, 21396.7)=17.76,
p < 0.01]. Pairwise post-hoc Wilcoxon tests revealed the following decreases in the final traveled distance: DWM and 3DA (p <
0.05), DWM and DWM+3DA (p < 0.05), L+3DA and L,3DA
(both p < 0.05), and L+3DA and DWM+3DA (p < 0.001).
No statistical significant effects were found in pairs: 3DA and L
(p = 0.418), 3DA and DMW+3DA (p = 0.439), L and DWM
(p = 0.087), L and DWM+3DA (p = 0.076), and DWM and
L+3DA (p = 0.904). The impact of directional rendering in M3
suggested a robust integration with DWM which will be discussed
in the following section.
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4. DISCUSSION
From Figures 6(a), 6(b) and 6(c) it appears that the joint adoption
of individualized HRTFs and DWM model (DWM+3DA) leads to
subjective performances that are comparable to when the individualized HRTFs and loudness model (L+3DA) work in synergy.
This result is surprising once one notices that, as expected, listeners perform much better if using loudness (L) as opposed to
the tube model (DWM) alone once they are deprived of individualized directional cues. This evidence suggests that while the
addition of absolute distance cues in our source sound is of relatively little help for the reaching task compared to adding loudness
cues, conversely these two cues have similar strength once used in
connection with binaural information. A deeper inspection shows
significantly lower reaching times in the (L+3DA) configuration,
that is counterbalanced by significantly shorter final parts of the
trajectories in the (DWM+3DA) configuration. Finally, the entire
trajectories have lengths that are not significantly different in the
two configurations.
Table 1 shows a maximum amplitude difference among auditory conditions, reporting higher values for conditions with DWM.
The reflectivity properties of both terminations of the acoustic tube
act as an additive resonance for the source signal, by raising the
average amplitude of the stimulus to about 10 dB RMS. Such an
effect may be responsible of the increase of the indicator M3 in
the DWM+3DA condition against the control condition L+3DA.
An informal post-experimental questionnaire reported that par-
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Figure 6: Global statistics on (a) reaching times, (b) total traveled
distance, and (c) “final” traveled distance, grouped by feedback
condition.
ticipants exploited the higher loudness cues [30] to gain selfawareness of being in the proximity of the target. Accordingly,
they tended to decelerate while listening to increases in the higher
loudness range: this may be a reason why the L+3DA condition
performs statistically better in reaching time than DWM+3DA.
In spite of the slightly better performance overall shown by
the L+3DA over the DWM+3DA condition, once more it must be
emphasized that the DWM-based approach has potential to result
in a distance rendering model independent of loudness and other
auditory cues which may be used to label source sounds and parallel sonification blocks. This peculiarity would leave designers free
to employ the proposed model in rich auditory displays, however
at greater computational cost than if choosing the L+3DA option.
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5. CONCLUSIONS & FUTURE WORKS
In this paper, sonification of distance with an acoustic tube
metaphor based in DWM was proven to be well integrated with
binaural audio rendering though headphones without noticeable
cross-interferences among different types of auditory information.
In the proposed experiment, the combination of such technologies
achieved time and traveled distance performances comparable to
sonification techniques which employ loudness cues. As we said in
Section 2, a fundamental design requirement for the distance rendering model consisted of being independent of the source signal.
A further proof of this independence may come from repeating
the test using different sources, such as vocal and other auditory
messages that are typical for these experiments [2].
This, and other experimental activities being necessary to further validate the proposed virtual scenario, are left to future research, particularly when a bigger 3D volume will be available for
the experiment. To this regard, we expect through additional software programming activity to be able to expand the size of the
tubular 3D space to realistic volumes, by substituting the DWM
with equivalent finite-difference time-domain schemes; the latter
in fact allow for more intensive use of efficient data structures, requiring less memory and movement of large signal arrays. Another
substantial computational saving and consequent volume increase
can be realized by reducing the sampling frequency of the distance
rendering model, to levels yet providing acceptable acoustic quality of the interactive stimuli.
Furthermore, once the DWM model implementation will be
more computationally efficient, the consequently improved spatial sound rendering architecture will be tested in more complex scenarios involving multiple sound sources in order to validate interactions among multiple virtual acoustic tubes. Multimodal virtual environments for spatial data sonification and exploration [29, 31], as well as audio rendering in mobile devices and
web platforms [32] are expected to substantially benefit from such
interactive spatial audio sonification.
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ABSTRACT
In sonification of scientific data, designers know very little about
the domain science and domain scientists are not familiar with the
sonification methodology. The knowledge about the domain science is not given, but evolved during the problem-solving process.
We discuss design challenges in auditory display design regarding
user-centerdness and introduce an approach to involve domain scientists throughout a sonification design. We explore this within a
workshop in which sonification experts, domain experts, and programmers worked together to better understand and solve problems collaboratively. The sonification framework that is used during the workshops is briefly described and the workshop process
and how each group worked together during the workshop sessions
is examined. Participants worked on pre-defined and exploratory
tasks to sonify climate data. Resulting sonification prototypes and
workshop sessions are documented on a wiki and could be used
as a starting point for future sonification procedures. Furthermore,
the participants grasped each others’ domains; climate scientists
especially became more open to use auditory display and sonification as a tool in their data mining tasks.
1. INTRODUCTION
Analysis of requirements and constraints, and understanding the
users in the context of the systems functionality and the tasks that
she is involved with are the key constituents for a successful design process. The concept of Task and Data analysis (Tada!) was
first introduced by Barrass [1] as the first step for auditory information design. Tada! includes some crucial aspects of how to
design an auditory display for a specific task, based on descriptions of the task and data, but it has limited applications. In
Tada! what is going to be perceptualized using auditory display
is known in advance, whereas in many domain sciences an exploratory approach is required without knowing exactly which features or patterns in data to look for. Additionally, Barrass [2] and
Frauenberger [3] explored design patterns in the sonification field.
Frauenberger showed that the design process for auditory display
is mostly unstructured and it provides limited support to reuse the
design knowledge created. Another issue is that methodologies
and existing guidance in the auditory domain are often affiliated

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

with a specific context and reusing them is only possible within
the specific context [4]. A sonification tool as a general software
package to develop quick sonification designs for a wide range of
scientific domains has been explored by deCampo et. al [5]. Other
tools, such as Sonification Sandbox [6] or SONART [7] have investigated a smaller range of applications. In our approach, we
wanted to focus on a specific domain (climate science) and context
(as Flowers et al. suggested) but giving a broad range of sonification design possibilities to the users and the power of designing
sonifications. Sonification of scientific data requires understanding and expertise in the domain science, sonification design, and
computer science. In order to create useful sonifications, experts
design and develop sonification systems iteratively working with
the domain scientists. In project SysSon, we proposed an approach
to allow our users (domain scientists) to take control throughout
the design process. The main concept of the project was to create an interdisciplinary sonification platform which enables climate scientists and sonification researchers to generate sonifications systematically. Climate scientists from Wegener Center for
Climate and Global Change provided a huge variety of measured
and simulated climate data for this research project. The starting
point for our approach were previous interdisciplinary sonification
workshops which had a broader user group than our project. The
Science by Ear [8] workshops had domain scientists from different scientific domains with a variety of data (e.g. medical data,
sociological data, physics data.) Our focal point was one specific
domain with the variety and complexity of data sets and problems
within this domain. Contextual inquiry and focus groups were conducted in the climate scientists workplace to gather information on
climate scientists’ workflow and data analysis tasks. Considering
the results, a sonification platform was designed and developed.
The development has been an iterative process and involved the
users greatly at all stages of the design and implementation. In
order to produce a wide range of sonification examples within the
sonification tool using different data from climate scientists, we
conducted a multi-disciplinary workshop. This paper describes
the objectives, methodologies, and outcomes of the workshop in
detail. It entailed collaborative work between climate scientists,
sonification experts, and programmers.
1.1. Beyond User-Centered Design
Creating a sonification platform to analyse scientific data that is
user-friendly, efficient, and effective requires a broad knowledge
of the domain science. The knowledge to understand, frame, and
solve problems in the domain science is not given, but is estab-
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lished and evolved during the design process. In such an iterative
process, users become co-designers not only at design time, but
throughout the whole existence of the sonification system. Rather
than presenting users with closed systems or predefined sonifications, we planned an iterative system design that evolves by user’s
engagement to explore and design a variety of sonification possibilities for their problem domain. This allows the users to extend
the system to fit to their specific tasks and needs while being assisted by sonification experts in this process. We partially used
user-centred [9] and participatory design, but we extended our approach in parts to meta-design [10] to shift some control from designers to the domain scientists by empowering them to create and
contribute their own objectives in the sonification design method.
A sonification system for analysing data is a living entity which
evolves during and after the design process continuously. Thus,
the participation of the users in the design decisions go beyond the
processes at the design time. We also included participatory design
[11] to involve users in the co-design process with the sonification
designers. Despite the advantages of participatory design during
the design time, sonification systems need to be evolvable to fit
new needs and tasks created by users after the completion of the
system. Therefore, we needed the domain scientists to be fully involved to contribute and modify the system themselves when new
needs arise. Nevertheless, the sonification design space [?] is huge
and impossible to be explored by novice sonification designers.
Thus, during the workshops we focused on specific use cases that
represent a variety of domain scientists workflows to explore the
design space. The SysSon approach is an open framework for sonification researchers and climate scientists to develop a variety of
sonifications but also having the option of using default mappings
of climate parameters to sound parameters, suggested by experts.
Fig. 1 shows the scheme of collaborative and individual spheres
for climate scientists and sound experts (sonification experts and
audio programmers) within SysSon platform.
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plex nature and process of creating models. Climate data is usually temporal, spatial, or spatio-temporal. Measured and modelled
climate data used for this project is provided by Wegener Center for Climate and Global Change (https://wegcenter.uni-graz.at)
in the Network Common Data Form, an open standard for multidimensional data. (NetCDF, http://www.unidata.ucar.edu).
2. SONIFICATION PLATFORM
The software resulting from the analysis of the preliminary Contextual Inquiry is a platform that links data processing, visualisation, and auditory display. The framework has two front-ends for
different users’ purposes and skills; first as an analytical tool for
the climate scientists and second as a development environment
for expert users (sonification experts and sound designers). The
second group has the option of editing and compiling new sonification scripts in an interactive shell. This option is also open for the
first group in case the domain scientists are interested in exploring
the sound domain further and taking over the role of co-designers.
The graphical user interface (GUI) allows users to parameterise
and explore pre-defined sonification designs with their own data
sets. The main component of the interactive GUI consists of a
plotting interface and a sonification interface. Users can interact
with this interface by uploading a data set, zooming in and out of a
plot, and exploring different dimensions of the data by using sliders. The SysSon platform is as an open source project, running on
all major operating systems. It is released under the GNU General
Public License. For more information see https://github.com/iemprojects/sysson. A screenshot of the sonification interface is shown
in Fig. 2. This sonification platform is used as a collaborative design space in the workshop described in the next section.

Figure 1: Collaboration between Domain Scientists (Climate Scientists) and Sound Experts in a Shared Context Scenario

Figure 2: A Screenshot of the Sonification Interface.

3. PROCEDURE

1.2. PROBLEM DOMAIN
Climate data is an ideal domain to apply sonification for a number
of reasons including the typically large multivariate data sets, the
dynamically changing time-based nature of the data, and the com-

As described in the previous section, a combination of usercentered and meta design is used to collaboratively create sonification solutions to the climate scientists’ problems. This collab-
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orative research process was compacted into an experimental Climate by Ear workshop process. The multidisciplinary workshop
was two and a half days long and it brought together sonification
experts, climate scientists, and audio programmers. There were 4
climate scientists, 6 sound experts (3 out of 6 Professors), 7 males
and 3 females in the workshop. The participants were from different levels of expertise in their field. 4 PhD. candidates, 2 PostDocs,
and 4 Professors were present at the workshop at a time.
At the beginning of the workshop, the project team introduced
the project and the sonification platform. A climate scientist from
the project team also gave an introductory lecture on climate data
and the data sets that were going to be used during the workshop.
Afterwards, participants were divided into two groups. The
groups changed by each task. In each group, there was at least
one project member, one or two audio programmers, two climate
scientists, and one or two sonification experts. The workshop was
divided into hack sessions within groups and discussions between
all groups at the end of each hack session. Hack sessions lasted
between 2 to 4 hours. The hack sessions entailed the development
of three tasks that included sonification strategies and experimentation with the SysSon platform via iterative coding. Some scripts
for data input and basic sound synthesis routines were prepared in
advance to allow participants to focus on the sonification design
process.
During the first session, both groups worked on the same task.
By the second and third sessions, each group was structured to
work on a separate problem to allow a variety of tasks to be explored. Each group started tackling the task by brainstorming and
identifying potentially more interesting research questions for the
climate scientists within the data sets used in the task. Then sonification experts introduced some ideas and the sonification design process turned into a more collaborative and experimental
approach. The dynamic and experimental nature of the collaboration made it more difficult to stick to the pre-defined tasks and
finally each group either focused on the data and research questions that were more interesting for the climate scientists in that
specific team, or were more manageable to sonify within a short
amount of time for the audio programmers.
3.1. First Session
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• Using upward glissandi for north, downward glissandi for
south mapping.
• Using panorama for east - west mapping.
• Using noise gate to display only data above a certain threshold.
The climate scientists suggested to combine multiple parameters because one parameter alone does not represent extreme
scenarios in climate. Precipitation is not linearly distributed
and shows only a few outliers and it sounds pretty uniform
in one area. Thus, it needs to be displayed over broader regions. Examples of sonifications created during the workshop
could be found on the workshop’s wiki: https://github.com/iemprojects/sysson/wiki/ClimateByEar.
3.1.2. Group B Strategy
This group decided on convection areas, e.g., Monsoon areas,
where temperature and precipitation are highly interacting. For
their first attempt, they tried to sonify data from the Himalaya region with panned longitude, latitude as frequency, and density as
rain. They also explored the sonification of different regions. For
instance: temperature seemed to be very stable in Northern India
in the sonification which is not true. Then they chose a new region,
where there is more variation in both temperature and precipitation
such as Boulder, Colorado.
The grid resolution of the data might have been too coarse for
the task in order to calibrate the sonification properly. Thus, the
sounds created during this task did not meet the expectations of
the climate scientists.
3.2. Second Session
As mentioned before, for this session we did not use the predefined data sets and tasks. Instead, the climate scientists in each
group discussed what are some of the more challenging and interesting phenomena they would like to analyse using sonification.
The structure of the wokrshop was very dynamic and the participants were in different groups during each session.
3.2.1. Group C Strategy

For the first task, we used near surface temperature and precipitation data in monthly means (one value/month) over 156 years in
the past (1850 - 2005) and 295 years in the future (2006 - 2300).
The goal for this task was to scan temperature and precipitation
data and listen to both simultaneously to find different patterns
in various geographical regions. We wanted that teams make decisions on how to read through data dimensions, chose specific
regions or global data, find metaphoric sonification designs to distinguish between temperature and precipitation changes, and compare the zonal data sets to the full range of data sets.
3.1.1. Group A Strategy
The sonification approach for this task was parameter-mapping using granular synthesis. The group restricted themselves to a specific region. Some ideas that were implemented in this group entail:
• Using pitch and amplitude to perceptualize precipitation level.
• Keeping the density of the grains fixed.

This group consisted of more climate scientists who work with radio occultation (RO) data sets. The RO method is a remote sensing
technique making use of GPS signals to retrieve atmospheric parameters (refractivity, pressure, geopotential height, temperature)
in the upper troposphere-lower stratosphere (UTLS), which is defined as the region between around 5km and 35km height.
The group focused on the quasi-biennial oscillation (QBO);
a quasi-periodic oscillation of the equatorial zonal wind between
easterlies and westerlies in the tropical stratosphere with a mean
period of 28 to 29 months. An extratropical QBO signal should
be hearable at higher latitudes with a different phase. Reading and
processing data for this task took most of the time of this session
and the group managed to finish an Audification of the data.
3.2.2. Group D Strategy
This group adopted the sonification patch of the first task (including a monthly/yearly reference to display the time passed). They
focused on finding interesting patterns in the El Nino region: 170 degrees South to +120 degrees North (Equator: +/-5) They
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tried different frequency mappings and examined a high density
of sound grains with a randomly chosen dataset. Through experimenting by slowing down the playback time, playing grains with
higher densities, and tuning the frequency, the resulting rhythmic
patterns got more hearable.
Using granular synthesis for both temperature data and precipitation data made it difficult with quick playback to hear the synchronicities, because the precipitation grains are longer than the
temperature grains and some patterns got masked. Then the group
tried a different approach by changing the mapping polarity of precipitation sound because low precipitation as very high pitches was
not very useful using this granular synthesis. (Examples could be
found on the workshop’s wiki page)
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were chosen from the results gathered by the preliminary Contextual Inquiries mentioned before. The list of words used in the
pre-workshop questionnaire is illustrated on Fig. 3.

3.3. Third Session
3.3.1. Group E Strategy
This group explored using climate model data - future projections
for temperature - to examine atmospheric variability patterns in
climate model projections (e.g., Monsoon.) The data used was
from three different sources for two different scenarios from the
time frame 2006 to 2100. Some problems that the group ran into
were that within such small datasets they were not sure if the difference between the two models is hearable at all. It was not clear
if the problems are generated by the sound synthesis patch or from
data reading complications. Another challenge was the limitation of the programming language (ScalaCollider) we were using
throughout the workshop regarding sound synthesis capabilities.
ScalaCollider is a SuperCollider client for the Scala programming
language. Since the sonification platform we were using is built in
Scala, ScalaCollider was used for the user side. ScalaCollider is
still an experimanl system which reduces functionalities comparing to SuperCollider and provides higher level abstractions. The
documentation is also very sparse which makes the learning curve,
especially during a workshop, steeper.

Figure 3: Domain Specific Terms used in Pre-Workshop Questionnaire
Results from pre and post questionnaires showed (Fig. 4) that
the number of correct answers regarding the other domain improved only slightly for climate scientists after the workshop.
However, there was no statistically significant outcome in our analysis due to the small number of participants. Additionally, there
were setbacks in responses of sound experts regarding climate
terms and neutral terms after the workshop which we estimate to
be because of fatigue.

3.3.2. Group F Strategy
This group tried to sonify wind data. The main question to answer in this task was how to display a vectorial value. The
approach was to map timbre space to represent vector’s angle
(e.g. North-South direction as rising-falling sound; East-West as
crescendo/decrescendo sound). Exploring wind data took so long
that this session was finished without any completed sonifications.
The discussion continued with the other group the next day and all
participants together finished a patch for this task collaboratively
which could be found on the workshop’s wiki.

Figure 4: Correct Answers of Sound Experts (SE) and Climate Scientists (CS) to Domain Related Terms in Pre and Post Workshop
(WS) Questionnaires.

3.4. Pre and Post Questionnaires
The participants of the workshop filled out a questionnaire before
and after the workshop. The format of the pre and post questionnaires were the same but the content was slightly different. The
aim of these questionnaires was to get an overview on the participant’s familiarity with the basic concepts of the other discipline
before and after interacting and working with people from the
other domain. In both questionnaires, each participant was supposed to describe six words related to climate science, six words
related to sound, and five words that could belong to both domains.
The words were ordered randomly and there was a different set of
words given in pre and post questionnaires. The climate words

4. REFLECTIONS
Based on feedback from the participants, the collaborative nature
of the workshop was very refreshing and innovative. Empowering the users in making design decisions helped to engage them
more in the process of sonification and designing sonifications together with sound and sonification experts gave the climate scientists more perspective on how sonification is really done, what are
some of the possibilities, and how sound parameters could be used.
Sound experts on the other hand gained deeper insights on climate
data science and some of the interesting features of climate data
that could be interesting to sonify and analyse.
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The main issue faced by the participants throughout the workshop was the time pressure. The programmers and sound experts
did not get a chance to develop all the ideas discussed in the groups
thoroughly. Another challenge was that climate scientists were not
very involved in the technical problem-solving related to the software platform which took a huge amount of time. Having more
technical preparation together with the programmers beforehand
could have saved some time. Reading and handling data in a language new to programmers was very challenging and time consuming in some sessions. Additionally, having a workshop at the
early stages of the software development cycle worked as a usability test with expert users. In order to get experts to develop a
larger variety of sonifications, regular interactions after the workshop would be necessary to keep them familiar with the system
updates and new features and possibilities as the sonification platform evolves.

[5] A. de Campo, “Toward a data sonification design space map,”
in Proceedings of International Conference on Auditory Display, 2007.

5. CONCLUSIONS

[10] E. Giaccardi and G. Fischer, “Creativity and evolution: a
metadesign perspective,” Digital Creativity, vol. 19, no. 1,
pp. 19–32, 2008.

Overall, the approach to create a pool of sonifications using a
framework with a multidisciplinary group is very challenging. The
process worked in the sense that we gathered a diverse set of data
analysis problems, solutions, and methods that work for climate
scientists within our sonification framework.
One of the main challenges that we had throughout the project
is the domain scientists skepticism towards sonification and auditory display as a useful tool. The user’s cultural bias is discussed
in previous papers of the authors. The multidisciplinary workshop
helped to reduce this skepticism because of the hands-on nature
of the hack sessions. However, there are still very few convincing
examples of sonifications which demonstrate a great improvement
over the existing data analysis methods that climate scientists use.
As our future work, we continue to involve and update climate
scientists and sonification experts through ongoing workshops, tutorials, and usability tests as the framework and our sonification
prototypes improve.
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ABSTRACT
The menu is an important interface component, which appears
unlikely to be completely superseded by modern search-based approaches. For someone who is unable to attend a screen visually,
however, alternative non-visual menu formats are often problematic. A display is developed in which multiple concurrent words
are presented with different amounts of onset asynchrony. The effect of different amounts of asynchrony and word length on task
durations, accuracy and workload are explored. It is found that total task duration is significantly affected by both onset asynchrony
and word duration. Error rates are significantly affected by both
onset asynchrony, word length and their interaction, whilst subjective workload scores are only significantly affected by onset asynchrony. Overall, the results appear to suggest that the best compromise between accuracy, workload and speed may be achieved
through presenting shorter or temporally-compressed words with
a short inter-stimuli interval.
1. INTRODUCTION
The menu is a common feature deployed in user interfaces to allow users to navigate and find content of interest. With the development of ever more sophisticated search algorithms, it may seem
as though the menu’s role in user interfaces is soon to be confined to legacy software. Search functions, however, work best
with well defined target items. In interfaces for entertainment
systems, such as the electronic-programme-guide (EPG) on televisions, users may have only loose criteria governing their search
(e.g. they may be wanting to view a comedy or plan their evening’s
viewing [1]). Within browsing scenarios such as this, search functions may, at best, reduce the size of the menu structure that must
be traversed, as it is highly likely that users will still have to navigate lists of possible matches. It is also worth noting that these
browsing activities additionally expose users to information about
alternative, or new content.
This work was conducted by BBC Research & Development and the
University of York, funded by an EPSRC Industrial CASE award.

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

Menu structures can be large and confusing to interact with
and they pose a particular problem for people who are unable to
attend the screen visually. Due to these complexities, non-visual
representation of menus is an area of auditory display which has
attracted a great deal of research activity. Traditionally, menus are
represented using text-to-speech (TTS) rendering, as is found in
commercially available screen readers or in telecommunications.
This approach is effective as it allows large amounts of complex
and novel information to be displayed. Whilst speech is undoubtedly a logical representation for textual information, temporal redundancy means that there are many situations in which it is not
necessarily the quickest method of communicating information.
Researchers looking for speed improvements have typically turned
to non-speech methods, which aim to represent the information
through instrumental motifs [2], ecological sounds [3] or sped-up
speech [4]. These approaches have proven to be effective to varying degrees (compared in [4]), but where information is regularly
updated and often unfamiliar, as in the case of an EPG, or where a
large amount of information needs to be represented, the usability
of such systems is likely to be severely affected and any advantages
in terms of navigational speed could be lost. In such systems, the
redundancy in speech could be a distinct advantage for reducing
confusion.
The problem of how to make speech interfaces faster to use is
well known and a popular solution is simply to increase the rate
of the speech in the system, as regular users of screen readers are
commonly reported as doing (e.g. [5]). However, an alternative solution is to increase the amount of information available to the user
by using several talkers at once. This form of display, referred to
as a concurrent-speech, or multi-talker display, is more analogous
to the manner in which visual displays are used, in that a large
amount of information is displayed to the user, who then chooses
to attend to the item which they are interested in. To facilitate this
behaviour, however, the concurrent speech must be separable as
individual perceptual streams by the auditory system [6].
As the amount of information presented to a user at any moment increases, one would expect a user to have to work harder to
focus on the desired stream of speech. Much of the work on the
use of multiple streams of concurrent speech has been in the field
of military communications (e.g. [7, 8, 9]), in which high workloads may be necessary to ensure that time critical information is
received. By contrast, consumer menu interfaces are likely to have
a lower threshold for what constitutes an acceptable amount of
effort. Nevertheless, several authors have proposed auditory displays using concurrent speech for menu navigation in consumer
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HCI applications.
Frauenberger and Stockman proposed a design using concurrent speech to navigate auditory menus using the idea of a virtual
horizontal dial with items located around its perimeter [10]. The
display used a virtual room with the centre of the dial positioned
outside so that a maximum of three items from the menu would
be inside the room, and therefore audible, at any time, along with
two additional ‘preview sources’ if the selected item was a submenu [11]. The user navigated the menu by rotating the virtual
ring using a game pad dial until the desired item was directly
in front. The display made use of different voice identities and
talking styles (i.e. voiced or whispered) to reduce between-stream
confusions. When compared with the performance of a traditional
screen reader, navigation times were found initially to be faster but
in the later trials participants became faster with the screen reader.
This was attributed to fatigue effects caused by the repetitive presentation within the prototype display.
Ikei et al. [12] proposed the use of multiplexed speech, where
delays were included between the onset of successive spoken menu
items. Speech sources were spatialised and a range of onset intervals, between zero and 500 ms, were assessed. Trials consisted
of between two and four sources with different source orderings
(i.e. from left to right or alternating between sources from either
hemisphere) and either with or without a linear increase in attenuation applied over the course of each word. The work examined
the impact of these display variations on participants’ ability to
identify the temporal or spatial location of a target word within the
mixture. It was found that with three or more voices high accuracy
(≥ 99.7%) could be achieved with onset delays of 200 ms, however, this increased to 300 ms if adjacent sources were used and no
attenuation applied. As noted by Ikei et al. [12], the optimal asynchrony without attenuation (300 ms) is about half of the duration
of the stimuli (530 - 600 ms). This is important when considering the playback of more than two voices because when the onset
asynchrony is less than half the duration of the stimuli, all three
items overlap, but when the onset asynchrony is half the duration
or greater, a maximum of two items are presented at any one time
(Fig. 1). This simplifies the task in terms of both attentional load
and signal-to-noise ratio. If the optimal asynchrony was purely due
to this effect, a similar behaviour would not be expected within the
two-talker condition. The two-talker results appear to indicate improving performance with increasing onset asynchrony, but ceiling
effects in the participants’ performances make it difficult to ascertain the strength of this effect.

Figure 1: The reduction in the number of concurrent sources when
an onset asynchrony of 50% or greater is used (adapted from [12]).
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In his thesis, Parente proposed and tested an auditory display
system using spatialised concurrent speech for computer-based
GUI tasks [13]. The display consisted of five speech sources with
differing vocal characteristics (accent, sex, identity), each responsible for reporting different types of information. In addition to
this, speech was presented with a 200 ms onset asynchrony between streams. Testing, which compared task performance of the
system to that with a conventional screen reader, showed that participants were able to navigate with reasonable accuracy. Interpretation of task durations was complicated due to the different interaction capabilities of the different displays (i.e. availability of
search functions) and therefore it is difficult to determine what
degree of advantage was provided through the use of concurrent
speech.
In scenarios in which content is displayed to the user, who
then elects to attend a particular stream (e.g. [14]), it would appear
indisputable that concurrency has the potential to reduce presentation times. When users are expected to interact with concurrent
speech displays, however, a reduction in task time is not a foregone conclusion. Users may take longer to respond due to the
additional processing required to disentangle the contents of the
display, or may be more likely to make mistakes due to reduced
intelligibility. Therefore, there is still some uncertainty over the
amount of time saving which these displays are able to provide.
The usage of onset asynchrony alongside pitch and spatial separation of speech streams appears to be promising for reducing
navigation times. Due to the inherent trade-off between improving
response accuracy [12] and increasing overall presentation time,
onset asynchrony is a factor which needs further consideration regarding its impact on overall navigation times. In addition to this,
it is still unclear whether a display designer interested in the use
of multi-talker display should specify onset asynchrony or overlap.
The aim of this paper is to provide deeper insight into the effects of
overlap and onset asynchrony in multi-talker menu displays with a
particular focus on navigation time.
2. DISPLAY DESIGN
With a concurrent auditory presentation of speech, it is clear that
users find it harder to identify and detect accurately the displayed
words as the number of concurrent speech streams is increased [15,
9]. Ikei et al. [12] found that, when onset asynchrony is introduced
into the display, very high accuracy can be maintained for greater
numbers of talkers. The greater the number of concurrent talkers,
the larger the potential saving in terms of navigation times. To
investigate these issues a three-talker design was used in this study.
Many previous auditory displays using concurrent speech have
made use of binaural processing to spatialise the audio sources
(e.g. [10, 12]). For two reasons, it was decided to use intensity
panning to lateralise the stimuli in this study. Firstly, when only
two or three concurrent speech streams are used, it is not clear what
advantage binaural spatialisation provides over intensity-panningbased lateralisation, as with intensity panning it is possible to
confine sources entirely to one channel and therefore remove the
energetic masking caused by sound arriving at the contralateral
ear. Secondly, binaural spatialisation introduces perceptual factors
which tend to vary between participants (e.g. externalisation and
front-back confusions), whereas intensity-panning does not.
The display was designed to minimise the amount of interactions required. It is based on the idea of allowing the user to select
between three items at a time or move on to the next set of three
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items (referred to henceforth as a triplet) (see Fig. 2). This method
was chosen as it reduces the number of interactions required compared to a display in which the target must be at a specific location
for selection, effectively forcing the user to move through the list
one item-at-a-time, as in [10].

July 8–10,
8-10, 2015, Graz, Austria
July

During the experiment two participants experienced a fault in
the software. For one of the participants this fault affected the experimental trials; therefore, this participant was excluded from the
study and an additional participant was recruited to fill the space.
3.1. Stimuli

Figure 2: Illustration of display design concept (italicised writing
refers to stimuli pitch).
The sources within a triplet were presented from maximally
separated lateral positions using intensity panning, such that one
source would appear on either side of the head through being presented to only the ipsilateral ear, whilst the third source was presented at the same level in both channels so as to appear in the centre of the head. Within a triplet, sources were also distinguished
by a pitch difference such that the stimulus on the left was lowest
and the stimulus on the right was highest. The order of presentation was kept constant and ran from left to right to correspond
with normal reading direction. Whilst other studies have found
advantages in modifying the talker’s apparent sex through vocal
tract length modification [16], this was not attempted in this study
to avoid making the voices sound excessively unnatural.
The system was controlled using five of the drum pads and
one rotary dial on a USB MIDI controller. Two rows of pads on
the device were assigned to different functions. Playback controls
(start playback and navigation to the next triplet) were provided
using two pads on the top row and selection of the three items in
the currently selected triplet was performed with three pads on the
bottom row. An earlier iteration of the prototype also allowed the
user to navigate back in the list to a previously heard triplet, and
to repeat the current triplet. This functionality was subsequently
removed to minimise variance in the navigation time data by ensuring that users took the most direct root to the target. As a result
of this, more errors were expected to occur than if these functions
had been left in.
The prototype system was developed in Pure Data (Pdextended 0.43.4) [17] and run on Ubuntu 12.04 LTS with a low
latency kernel. To reduce computational load and the possibility of error the triplets were processed in advance, as discussed
in Section 3.1. Therefore, the patch was mainly responsible for
receiving the MIDI messages from the controller, handling trial
configurations, file playback and recording responses.
3. EXPERIMENT
Sixteen participants were recruited from amongst the BBC Future
Media department staff and its visitors. Volunteers who reported
hearing impairments were not included in the study but no audiometric testing was performed on the participants. No attempt was
made to recruit participants with vision disabilities, since the utility of a non-visual display is not solely restricted to people with
visual impairments or who are blind.

The wordlists from the Modified Rhyme Test (MRT) [18] were
used as the source of the words for the experiment. The MRT
wordlists consist of two sets, each of which is made up of 25 lists
of 6 words. Stimuli were selected from the first set, within which
each list of words shares the same first consonant-vowel pair but
differs in the final consonant (e.g. page, pale), or in some cases
has no final consonant (e.g. ray). For this experiment 22 of the
lists were chosen and for each of the lists one word was removed.
Removals were mostly made because of the americanised pronunciations required for some words to share common vowel sounds
(e.g. pass, pat), the lack of a final consonant, or because some
words were deemed too unusual or inappropriate for the experiment.
The 110 words were recorded being spoken by a male talker,
who was asked to enounce with minimal intonation and variation
in word duration. Recordings were captured as 24-bit audio files
with a sample rate of 44.1 kHz. Words were cropped to remove
silences before and after they were spoken. Where possible, the
crop was made at a zero crossing. In a few cases, however, no suitable zero crossing was available and the crop introduced a small
discontinuity into the waveform. In such cases, the word was auditioned to ensure that no click could be heard. For some fricative
consonants, low-level sounds at the start or end of the word were
removed if they were considered not to be contributing to the intelligibility of the word. The durations of the stimuli were found
to vary quite considerably, ranging from 301 to 709 ms with an
average of 486 ms.
The stimuli were manipulated to have the same constant
pitches and durations (either 360 or 600 ms) in Praat [19]. The
pitch values of words in the centre of a triplet were adjusted to
correspond to the average pitch of all of the stimuli. The pitches of
the words on the right or the left in a triplet were adjusted approximately to plus or minus one ERB [20], respectively, compared to
the pitch of the centre word. While other authors have reported
benefits from much larger pitch differences [16], a comparatively
small pitch difference was used here, as there was concern that further modification would have jeopardised intelligibility and may
have led to users becoming distracted by the unnatural character
of the voices. The durations were chosen to ensure that no word
would be stretched to more than twice, or shortened to less than
half, of its original length.
The stimuli were processed such that the words appeared to be
approximately the same loudness in all onset asynchrony conditions. The onset asynchrony varies the amount of overlap between
the words and this varies the overall loudness of the presentation.
While it would have been possible to normalise the loudness of
all presentations, this would have altered the levels of the words
between presentation conditions. It was therefore decided that it
would be more consistent to preserve the variations in overall presentation loudness. To achieve this effect the stimuli were mixed
to equal loudness by ear.
The stimuli were combined into triplets and onset asynchronies were adjusted using MATLAB to ensure that they were as
accurate as possible. Each triplet presented in the experiment met
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the conditions that all words had to be from the same list, with the
same word length and each word could only appear once within
that triplet. This resulted in the creation of 10,560 triplets. The
highest peak amplitude in the set of triplets was found and used
to calculate the scaling factor necessary to bring this peak to an
amplitude of (+/-) 0.9999 so as to maximise signal-to-noise ratio
whilst avoiding any clipping distortion. This scaling factor was
applied to all of the stimuli to ensure the relative loudness was not
altered. The triplets were then exported as 44.1 kHz, 16-bit WAV
files.
3.2. Procedure
The independent variables were onset asynchrony and word
length. These variables had four [180, 280, 380, 480 ms] and two
[360, 600 ms] levels respectively. The experiment was structured
as a within-subjects design, with all participants experiencing all
presentation conditions. Experimental trials were split into sessions of fixed word length. Each session contained four blocks
in which the onset asynchrony was kept constant. This structure
was imposed on the trials so that NASA TLX subjective workload
assessments could be performed on each of the word length/onset
asynchrony combinations. On completion of each block, a computer based version of the evaluation [21] was undertaken by each
participant.
Each trial started with a target word being displayed on a
screen and then, when the user was ready, they pressed the ‘start’
pad which immediately played the first triplet in the list. The user
then would navigate until they found the target, whereupon they
would select it by pressing the appropriate pad. In some conditions the target word was not present in the list, in which case the
correct response was to navigate onwards from the final triplet.
Each list in the experiment was nine words long, with the target words, if present, only presented once at one location. In trials
in which the target was present the lists were constrained such that
each triplet had at least one stimulus that was not in the previous
triplet; all words in a triplet were different; the target only appeared
at the target location; all non-target words had to appear twice and
never in the same lateral location. These constraints were put in
place to ensure that there was variation between the triplets in a
list and therefore avoid participants being able to rely on simply
detecting that the triplet had changed. This led to 960 possible list
combinations for each word at each location within the list. When
the target was not included in the list only one item could appear
three times, whilst all others would appear twice and words would
never appear in the same lateral positions. These criteria led to 576
possible lists for each word.
The experiment was split into three sessions with twentyminute breaks between them to reduce the effects of any fatigue.
In the first (training) session participants completed an informed
consent form and then were introduced to the system, an initial
playback level was set (participants had the ability to adjust this
throughout the experiment) and they were given practice tasks.
During the training, each participant performed 40 tasks which
consisted of 4 blocks of 10 trials, one block for each onset asynchrony. Each block consisted of all target locations and these were
pseudorandomly allocated a word length condition such that 50%
of each block was of each condition. Target locations were pseudorandomly ordered so that for each participant each target location
could appear once for each trial number within a block. For each of
the blocks the participant completed a NASA TLX questionnaire.
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Participants were given additional guidance when it appeared they
had not fully understood how to use the setup or were unclear on
how to respond to the TLX questions.
The second two sessions consisted of the experimental trials
(limited to a maximum of 20 minutes each), with each session containing one of the word-length conditions. Half of the participants
were presented with the short words first and the other half heard
the long words first. To reduce the influence of ordering on the onset asynchrony conditions over the training and experimental sessions, three counterbalanced Latin squares were used to vary the
orderings. For each instance of the Latin square the dummy values
were substituted pseudorandomly for onset asynchrony conditions,
such that no dummy value represented the same onset asynchrony
condition twice. A row from each of the Latin squares was then
used for each of the sessions. The order in which the Latin squares
were used for the sessions was varied for every four participants to
produce variations for all 16 participants.
Within each block, target location order was varied pseudorandomly, with the restriction that for each participant each target
location could appear no more than twice at each trial index in the
training and experimental sessions and not at the same trial index
as in the previous session. Each trial’s list was randomly chosen
from the 22 possibilities such that the same list was never used
in two consecutive trials. The target word was randomly chosen
from the list. The experiment list was then randomly chosen from
all possible lists for which the target was at the specified location.
To ensure that data points were captured for all target locations, trial accuracy information was output from Pure Data and
read by a Python script. This script analysed the configuration of
the original trials and generated new repeat trials when a participant failed to select the target. These repeat trials were then added
to the list of trials being read by Pure Data. Repeat trials were
reordered and modified so that they used a different one of the 22
wordlists to both the preceding trial and the trial to be repeated.
This ensured that the target identity and list were also different so
that a participant’s previous exposure to the same target location
would have minimal effect on their performance. Two additional
dummy trials were added using target locations for which the user
had already registered an accurate response. These served as a
buffer zone in the event that the participant’s response to the final
trial in a block was incorrect. As the Python script was editing the
input to the Pure Data program while the participant was using it,
the target location of the last output trial was used to decide where
the repeated trials should be added. The repeats were added to the
end of the original 10 trials until the last completed trial was beyond the eighth trial, at which point repeats were added after two
trials. This ensured that no trials were altered after the user had
already begun them and that a repeated trial was always separated
from the original by at least two trials. For the repeats the list was
randomly selected from the 960 (or 576 if for a ‘no-target’ trial)
possibilities, making the chances of a trial sharing the same list as
another trial negligible.
Following the experimental tasks participants were asked a series of questions regarding their experience with the interface (details of which are beyond the scope of this paper) and were then
debriefed.
4. RESULTS
During the running of the experiment, on four occasions it was
clear that the participant made several attempts to navigate to the
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next triplet but had not pressed the pad with sufficient force, causing a significant delay in their navigation time. The experimenter
flagged these trials during the experiment and repeats were generated, as if they had been incorrectly answered. Of the four affected trials, one had been a dummy trial. The original affected
trials were removed from all subsequent analyses, with the data
from the repeated trials being used in their place.
All statistical analysis was performed using SPSS. Further information on the statistical tests used can be found in [22].

Square root of total time (ms)

210

4.1. Total task duration

4.2. Error rate
The error rates were taken as the number of target locations which
required one or more repeats per block (including the not-in-list
option). Statistical analysis was performed using generalised estimating equations (GEE) [23]. GEE analysis was chosen because
the observed error rates violate the assumptions of normality required for traditional ANOVA-based methods. As the dependent
variable was count data, the model was constructed using a Poisson
distribution and a log-link function. The working correlation matrix was specified as auto-regressive (AR(1)) because error rates
were likely to be more correlated with neighbouring onset asyn-

200
195

190
185
180

Word duration
360 ms

175

600 ms

170
180

280
380
Onset asynchrony (ms)

480

(a) Task duration
4.0

Word duration

No. trials w. 1+ error

The duration of a trial (i.e. the ‘task’) was taken as the time from
the playback of the first triplet, following the user pressing the
‘start’ button, to the time when a selection was registered by Pure
Data. The task durations of all scoring trials were then summed
over all target locations (including when the target was not present)
within each onset asynchrony/word duration block for each participant. Trials in which the participant responded incorrectly or
which were added as dummy trials were excluded from this sum.
This effectively removed the nuisance variable ‘target location’
from the analysis, leaving each participant one total task duration
for each experimental block.
A positive skew at one onset asynchrony/word duration combination was observed. Since this violated the normality assumption required for parametric analysis, the square root of the aggregated task duration data was used. A Shapiro-Wilk test confirmed that the transformed data was not significantly different
from normal (p > .05). A two-way repeated measures ANOVA
(rm-ANOVA) was performed with onset asynchrony and word duration as independent variables.
Mauchly’s test indicated that the sphericity assumption was violated for the onset asynchrony condition (χ2 (5) = 13.5, p < .05)
and therefore it was decided to use the Greenhouse-Geisser correction ( = .60). Sphericity was met for the word duration (2 levels)
and the onset asynchrony × word duration interaction (p > .05).
The results of the rm-ANOVA indicated significant effects for onset asynchrony (F (1.81, 27.1) = 8.79, p = .002, h2p = .369) and
word duration (F (1, 15) = 25.3, p < .001, h2p = .627), while the
interaction was found to be non-significant (F (3, 45) = 1.19, p =
.323, h2p = .074) (see Figure 3a). Post-hoc pairwise tests were
performed for onset asynchrony using a Bonferroni correction,
which indicated that the 280 ms onset asynchrony conditions led
to significantly shorter total task durations than the 180 ms condition (p = .038) and the 480 ms condition (p < .001). The
total task durations were also found to be significantly shorter in
the 380 ms condition than the 480 ms condition (p < 0.001). All
other comparisons were found to be non-significant (p > .05).

205

3.5

360 ms

3.0

600 ms

2.5
2.0

1.5
1.0

0.5
0.0
180

280
380
Onset asynchrony (ms)

480
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Figure 3: (a) Marginal means of the square root transformed total
task durations (b) Marginal means (original scale) for the number
of trials requiring one or more repeats during each block of 10 target locations. The 360 and 600 ms word durations are represented
by the solid line with filled markers and the dotted line with hollow
markers respectively. (Error bars = ±1S.E.)

chrony/word duration conditions. Convergence criteria were set as
an absolute difference between iterations of less than 10−6 .
The model fit values were 118 and 122 (to 3 s.f.) for the
quasi likelihood under independence model criterion (QIC) and
the corrected quasi likelihood under independence model criterion
(QICC) respectively. Results of the model indicated that the effects of onset asynchrony (W ald χ2 (3) = 113, p < .001), word
length (W ald χ2 (1) = 26.7, p < .001) and their interaction
(W ald χ2 (3) = 37.0, p < .001) were significant (Fig. 3b). Post
hoc Bonferroni-corrected pairwise comparison of the interaction
indicated that for the 360 ms stimuli all onset asynchronies were
significantly different from each other with the exception of the
380 and 480 ms conditions. For the 600 ms word duration stimuli
no adjacent onset asynchronies were found to provide significant
improvements, although each condition was found to be significantly different from all others. Word durations were significantly
different for the same asynchrony only in the 380 and 480 ms asynchrony conditions.
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4.3. Workload
The unweighted scores produced by the TLX software [21] were
used, which took the mean of the sub-scale scores for each participant to one decimal place. Shapiro-Wilk and Mauchly tests indicated that the normality and sphericity assumptions were met (p >
.05). Results from an rm-ANOVA (onset asynchrony × word duration) indicated a significant main effect (F (3, 45) = 36.3, p <
.001, h2p = .708) for onset asynchrony but no significant effect
from word length (F (1, 15) = 3.43, p = .084, h2p = .186) or the
interaction (F (3, 45) = .617, p = .608, h2p = .040). Post-hoc
Bonferroni-corrected pairwise comparisons for onset asynchrony
indicated that all of the treatments were significantly different from
each other, with the exception of the 380 and 480 ms conditions.

Unweighted workload (%)
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480
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Figure 4: Marginal means for the unweighted TLX scores for the
360 (solid line with filled marker) and 600 ms (dashed line with
hollow marker) word durations. (Error bars = ±1S.E.)
5. DISCUSSION
5.1. Task duration
Due to the implicit effect of shortened words on the time taken to
present information, it is of little surprise that the word duration
factor exhibited a large significant effect on task durations. The
post hoc analysis of the effect of the onset asynchrony on the total
task duration indicates an optimum asynchrony of around 280 ms,
despite this representing considerably different durations of overlap between the two word duration conditions.
The lack of a significant interaction between the word duration
and onset asynchrony conditions suggests that the degree of asynchrony, as opposed to the proportion of overlapping stimuli, was
most important in determining the time taken on each task. For
the onset asynchrony conditions above 280 ms it is possible that
reaction speed advantage is present due to the words being more
easily identifiable. As the task durations increase, however, any
improvement in time taken to detect the target is less than the increase in presentation time when the asynchrony is at its maximum
of 480 ms.
5.2. Error rates
The observed interaction in the error rates appears to be due to
diverging error rates for the two word duration conditions as the
asynchrony increased, with the difference becoming significant at
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the 380 and 480 ms asynchrony conditions. At these asynchronies
the shorter stimuli are no longer overlapping, whereas the longer
stimuli still overlap with the following word. This fact is particularly pertinent when it is recognised that the overlaps involve the
endings of two words in each triplet, which in this task can be
seen as the critical section for distinguishing between the maskers
and the target word. This contrast in acoustic conditions was evidently more significant than between varying degrees of overlap in
the smaller asynchrony conditions. It is, however, notable that the
difference between the word durations in the 280 ms asynchrony
conditions is considerable and it is speculated that an increased
sample size might have led to significance.
The fall in error rate data over onset asynchrony appears generally in agreement with results from other studies on onset asynchrony [24, 12]. However, error rates appear to be higher than
those found by [12] in equivalent conditions. Whilst it is possible
that the use of intensity panning rather binaural spatialisation may
have contributed to the decreased accuracy, it seems unlikely that
this difference alone would cause such a large discrepancy. It is
also possible that modification of the word duration and pitch may
have affected word intelligibility and inflated error values. However, it can be seen for both word durations that the accuracy approached 100% as the words became temporally distinct, implying
that the processing of the words was not a major factor in itself.
However, it is likely that the difference is predominantly due to
the choice of experimental stimuli within this study. Whilst stimuli in this trial were distinguishable through only the final vowelconsonant transition, the words used by Ikei et al. [12] were more
phonetically varied. This will have made the tasks considerably
easier, as the increased phonetic variation will have provided the
participants with more cues by which to distinguish the target word
from the maskers.
It is possible that the increase in error rate observed here is responsible for an apparent disparity between the trend in error rate
found by Ikei et al. [12] and the one found in this study. Whilst
the results in [12] appeared to show an optimum onset asynchrony
of 300 ms (for three voices and no attenuation), the results of this
experiment appear to show further reduction in error rates up to the
480 ms condition for the longer stimuli. It is thought that this inconsistency is a by-product of the inflated error rate present in this
study, and therefore the optimum asynchrony suggested in [12] is
the product of a floor effect on error rates. Whilst [12] indicates
that further accuracy could be achieved through the addition of
‘cross-ordering’ (presenting each word on the contralateral hemisphere to the preceding word) and applying an attenuation over the
course of the word, neither of these methods were included in the
design of the present study. Cross-ordering would not have been
applicable due to the use of only three overlapping sources. It is
feasible that through improving the audibility of word onsets, attenuation processing could have improved stream formation. In
scenarios where the critical information is at the end of the word,
however, the reduced signal-to-noise ratio is hard to justify.
Research into backwards recognition masking (BRM) indicates that vowel recognition performance plateaus when vowel onsets are separated by 200-250 ms or greater [25]. The range of
asynchronies in the present study therefore suggests that BRM is
unlikely to have been an influential factor for any asynchronies
other than the 180 ms treatment. Due to the non-stationary nature
of the speech signals used here, it could be that BRM impacted
the stream formation and therefore made the location of the target
more challenging to resolve.
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It is notable that the constant location of critical information
at the word ending may have led participants to listen only for the
ending of the words and then use ordinal, spatial and, depending
on the voicedness of the word ending, pitch information to derive
which of the three locations the target had originated from.
5.3. Workload
The results of analysing the workload scores indicates that onset
asynchrony was the only factor that influenced the participants’
perception of task difficulty. In fact the workload scores appear
to exhibit a divergent behaviour similar to error rate, though this
difference was not large enough to be significant. Interestingly,
this implies that the additional overlap associated with the longer
stimuli did not significantly contribute to participants subjective
workload in the two largest asynchronies, despite significantly increasing their error rate.
5.4. Overlap or onset asynchrony
It would appear that onset asynchrony describes observed trends
for task duration and workload better than the amount of overlap. The error rate, however, displays a more complex interaction
between the onset asynchrony and word length. The divergence
between word durations with increasing asynchrony implies that
both asynchrony and overlap are influential on performance. It
is acknowledged that the difference between word durations was
comparatively small due to the nature of the stimuli chosen and,
therefore, based on this study it is not possible to come to any
conclusion regarding situations in which the amount of overlap is
considerably larger.
5.5. Asynchrony in menu display
Considering the effects of asynchrony on navigational speed, accuracy and subjective workload, it would appear that, of the treatments measured, the onset asynchrony of 380 ms provides the best
compromise across all performance measures. Considering task
durations alone, the lack of a significant difference between the
280 and 380 ms asynchrony conditions implies that an optimum
exists between the two measured treatments. If one considers the
additional time that would be incurred due to the higher error rates
associated with the 280 ms condition, it seems likely that in practice this optimum is closer to the 380 ms condition. This conclusion is supported further through the workload scores, which
show a significant reduction in workload from 280 to 380 ms onset asynchrony, suggesting that users felt that this condition made
the interface significantly easier to use. The lack of overlap for this
asynchrony condition for the shorter words, and its effect on error
rate and navigational speed, is particularly pertinent, as it suggests
that a more efficient solution would be to temporally compress the
stimuli and present them with a short inter-stimuli interval.
Were a non-overlapping display to be used, a question is raised
over whether the grouping of stimuli into triplets is advantageous.
Grouping would seem likely to increase speed, as the number of
physical interactions with the interface are reduced. Previous work
comparing grouped and individual presentations of temporally distinct spoken items, however, indicates that participants are able to
navigate to target locations faster when words are presented one at
a time [26]. The grouped display in [26] imposed 200 ms interstimuli delays, whereas the present study, when using the shorter
stimuli and the 380 and 480 ms asynchronies creates inter-stimuli
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delays of 20 and 120 ms, respectively. This suggests that faster
navigation may have been possible by reducing the size of the
inter-stimuli delay with minimal impact on workload or error rate.
Further investigation is recommended to ascertain the effect of
grouped displays with lower inter-stimuli delays on performance
to inform the future design of spoken auditory displays.
The methodology presented here primes the user with a visual
representation of the target word and therefore simulates only a
user with a very clear idea of the item which they are looking for.
In such circumstances, a search-based navigation is likely to prove
more efficient. The methodology also implies a selective attention
task in which the user need only listen out for one word within the
list and ignore all others. This is distinct from what is required in a
browsing task where a user would be expected to have to listen to
a set of possible selections before making a choice. The methodology in the present study was adopted to reduce response variation
due to possible target identity confusion and therefore represents
the ideal scenario in terms of target knowledge.
This paper has focused on the experimental investigation into
the effects of onset asynchrony in spoken menus. Cognitive and
perceptual theories that surround the use of concurrent or serial
speech within user interfaces have not been discussed as they are
beyond the scope of this paper.
It is worth noting that the stimuli used within this study were
quite short, which may have restricted the degree of stream formation that could occur, causing critical information to be missed, or
its location/order/pitch to be unresolved. With longer, less informationally dense content, as in [14], users may have been able to
orientate their attention more effectively towards a desired stream
of speech. However, it is at present still unclear whether this would
offer a significant advantage in terms of both time saved and accuracy.
6. CONCLUSION
The problem of providing users with non-visual menus capable of
facilitating browsing behaviour is a considerable design challenge
for auditory display. Due to the limitations of non-speech methods
regarding the representation of dynamic, novel content, it would
appear that speech-based methods are most appropriate. This work
has sought to explore the feasibility of using asynchronous, overlapping speech for menu representation and to determine what effect this has on the speed of navigation.
An experiment in which participants attempted to find a target
word within a list of words was performed so that task duration,
accuracy and subjective workload could be assessed for different
onset asynchronies and word durations. The results of this experiment indicate that though some speed advantage may be present, it
appears to be small and not significantly better than using shorter
or temporally-compressed words with some grouping. This approach appears to have the added advantage of improving accuracy
and perceived workload.
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ABSTRACT
The treatment of gait disorders or impairments is one major
challenge in physical therapy. The broad and fast
development in low-cost, miniaturized and wireless sensing
technologies supported the development of embedded and
unobtrusive systems for robust gait-related data acquisition
and analysis. Next to their application as portable and lowcost diagnosis tools, such systems bear also the capability of
using them as feedback devices during gait retraining to
foster motor learning processes. The approach described
within this project applies movement-based sonification of
gait to foster motor learning aspects during gait retraining. In
detail the aim of this manuscript is threefold: (1) present a
prototype (the SONIGait device) of a pair of wireless, sensor
insoles instrumented with force-sensors for real-time data
transmission and acquisition on a mobile client, (2) present
the development of a set of sonification prototypes for realtime audible feedback and (3) evaluate the sonification
prototypes as well as the SONIGait device within a pilot
study.
1.

INTRODUCTION

The ability to walk is an essential motor function and a basis
for almost all activities in everyday life. Therefore the
treatment of gait disorders or impairments is one major
challenge in physical therapy. There is a vast spectrum of
methods for evaluating and diagnosing several kinds of gait
disorders, which reach from simple visual inspection by
physical therapists to highly sophisticated, technologyassisted solutions in order to quantify biomechanical aspects
of gait. This quantification is often performed by using threedimensional motion capture systems combined with force
plates to measure kinematic and kinetic aspects during
locomotion. The high accuracy of such systems is
accompanied by several limiting factors such as high
acquisition and maintenance costs as well as large space
requirements. In addition, these recordings typically take
place under laboratory conditions, hence they may not reflect
everyday life challenges and cover only a limited amount of
footsteps.
Due to the broad and fast development in low-cost,
miniaturized and wireless sensing technologies, wearable and
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mobile platforms for gait analysis have emerged in the field
of clinical rehabilitation and tele-monitoring. This allows for
the development of embedded and unobtrusive systems for
robust gait-related data acquisition.
Next to the use of such systems as portable and low-cost
diagnosis tools, such systems bear also the capability of
using them as portable feedback devices during gait
retraining to foster motor learning processes. The approach
described within this project involves the use of movementbased real-time sonification of gait, based on an unobtrusive,
wireless, instrumented insole system for plantar force
distribution acquisition. Effenberg [1] suggests, that
movement sonification can be used to enhance human
perception in the field of motor control and motor learning.
A possible explanation for Effenberg’s view may be the
advantage of multisensory integration over solely unisensory
impressions of a performed movement [2]. On this note,
sonification provides additional information to the already
available sensations, shifting from ‘intrinsic’ to more
‘augmented’ feedback. The predominance of the acoustic
over the visual system concerning temporal discrimination
[3] may be another reason for the effectiveness of
sonification in supporting motor perception and learning.
Several approaches have been published in the literature
proposing sonification as promising approach for training
and/or rehabilitation purposes. For example, sonification
applications have been used in rowing [4], [5], handwriting
[6] and speed skating [7].
Next to these, a small number of approaches also exist in the
field of gait retraining. These typically focused on different
patient populations and in general show promising results
[8]–[12]. However these systems also have several shortcomings. Malucci et al. [12] and Rodger et al. [11] for
example synthesize sounds by using spatial and/or temporal
information of specific biomechanical gait parameters, but
base their data capturing techniques on expensive and/or
large laboratory equipment, such as three-dimensional
motion analysis systems. Hence possibilities for the use of
their systems are restricted to the laboratory settings only. In
return, approaches described by Redd and Bamberg [9] or
Riskowski et al. [10] are based on low cost and portable
systems (such as instrumented insoles or knee braces) but use
only basic auditory cues, such as error identification with
distinct sounds. The system introduced by Baram and Miller
[8] shows similar short-comings. They developed a small
portable, ankle mounted system for people with multiple
sclerosis which generates a ticking sound each time the user
takes a step. By highlighting temporal aspects of the
individual walking pattern, the user should be made aware of
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possible asymmetries and aberrations in fluency. This
procedure was meant to benefit the harmonization of a nonrhythmic walking pattern. One of the strengths of this system
clearly lies in its simple feasibility, which makes the system
affordable for a broader population.
However, the representation of a person’s temporal stepping
frequency alone, may be insufficient for qualitative advances
in gait rehabilitation. Considering the above mentioned
approaches in gait sonification, there is a demand for the
development of a system that is unobtrusive, easy to use,
real-time, portable, low-cost and showing advanced
sonification procedures incorporating more complex
information such as temporal aspects, weight distribution or
kinetics.
2.

Objective and Approach

Synthesizing sounds from biomechanical gait data has
manifold possibilities in how these data are processed and
how audible feedback is generated. For an everyday
application in physical therapy the design of the generated
sounds mainly has to respect two aspects: in order to support
the therapeutic process, sounds should at least not be
annoying to patients and at the same time the auditory
displays should give an efficacious gait representation for
patients in order to foster motor learning. This research
therefore aims to identify sonification types that provide an
appropriate balance between pleasantness and effectiveness
to patients. Based on these considerations the objective of
this research is (built upon previous work) the design and
manufacturing of a real-time, portable and low-cost gait
sonification application for use by patients in- and outside of
a traditional clinical environment, where the auditory display
serves as a support for therapeutic interventions and selfdirected learning at home. The actual research that is to be
presented within this paper aimed at:
(1) presenting the prototyping development of a pair of
wireless, sensor insoles instrumented with force-sensors for
real-time data transmission and acquisition on a mobile client
(SONIGait).
(2) presenting the development of a set of sonification
prototypes for audible feedback on a mobile client in
combination with the SONIGait device.
(3) presenting data from a pilot study targeting two primary
questions: Is there a difference in self-reported scores of
“pleasantness/unpleasantness” between the four different
types of sonification during walking? Does one or more of
these types of sonification cause any changes in specific
spatio-temporal gait parameters, hence alter normal gait
patterns of healthy participants walking at their self-selected
walking speed?
3.
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and thus enable optimum learning outcomes. As the device is
meant to be employed in therapeutic settings as well as in
self-directed home-based training without therapeutic
assistance, energy supply should last for a minimum of 30
minutes.
Based on these requirements a prototype of a force-sensing
insole platform with a modular and generalizable approach
was developed.
3.1. Embedded Sensors
The SONIGait device (Figure 1) has two instrumented
insoles, each having one processing and data transmission
unit. The instrumented insoles for the left and right foot are
each equipped with seven circular (diameter: 9.53mm), ultrathin (0.2mm) and flexible force sensors with a force range of
0-445N (Tekscan, FlexiForce A301) to sample plantar force
distribution during walking. These force sensors are located
at the heel area and following the lateral part of the sole to
the forefoot and metatarsophalangeal joints. This sensor
arrangement allows for calculating several gait timing
parameters as well as rough approximations of the vertical
ground reaction force and plantar force distribution.
Additionally a Sparkfun IMU (SparkFun Electronics, Niwot,
Colorado, USA) combining an ADXL345 3-axis
accelerometer (Analog Devices, Norwood, MA, USA) and an
ITG3200 3-axis gyroscope (InvenSense Inc., Sunnyvale, CA,
USA) allows for additional data capturing. Within this
manuscript only sonification applications will be presented,
which are based on the force sensor data.

Figure 1: The SONIGait device: embedded force
sensors, IMU unit, microcontroller with Bluetooth LE
chip, conditioning circuit and 3.7V lithium-ion
battery.

3.2. Microcontroller and Wireless Data Transmission

DESIGN OF THE SONIGAIT DEVICE

Priorities for the design and manufacturing of the SONIGait
device were as follows: besides being low-cost and
affordable for a broader population, an appropriate auditory
feedback system for gait analysis needs to be unobtrusive.
The device must ensure natural movement execution without altering movement itself. To pursuit the concept of
unobtrusiveness, a wireless construction as well as the
miniaturization and the embedding of sensors and electronics
is required. It should submit data with minimum latency in
order to provide the user with real-time auditory information

Data from the embedded sensors are sampled by a Sparkfun
Arduino Fio v3 Board (ATmega32U4, 8-MHz processor).
The SONIGait device is powered by a 3.7V lithium-ion
battery supply. Through the provided XBee socket for RF
communication, the Arduino Board is connected to a
Bluetooth Low Energy (LE) enabled XBee module based on
the BlueGiga’s BLE112 Bluetooth LE. The provided
firmware of the BLEBee Module was slightly modified to
increase the data chunk size from 1 to 20 Byte. This allowed
an increase in sampling rate to 100Hz for all sensors sampled
simultaneously for both feet. The total latency for data
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capturing and transmission to the mobile device sums up to
approximately 70ms. A scheme of the SONIGait device is
shown in Figure 2.
At the present stage of development the microcontroller unit
as well as the battery are not yet directly embedded into the
instep of the sole. Future developments are going to focus on
the refinement and miniaturization of both modules.
Currently, these components are stored within an ankle or
dorsum-mounted small box (7.5x5x3cm) on each leg (see
Figure 1). The asset costs for the actual device for both legs
are less than $500 (without the mobile device). Hence this
prototype already shows promising results to fulfill the
requirements of a low-cost and unobtrusive device for (more
complex) gait data capturing and real-time sonification of
gait.

Figure 2: Embedding of the SONI-Gait device in a
closed-loop interaction system based on real-time
sonification of gait data.

4.

SONIFICATION OF FORCE SENSOR DATA
FROM THE SONIGAIT DEVICE

Appropriate sound design of footsteps has been a challenge
for numerous applications in fields related to entertainment,
sports training, and medical rehabilitation, the latter using
sounds of footsteps in order to treat balance and gait
disorders as well as motor deficiencies. In general, the sound
design of these approaches can be distinguished between
sample based implementations using recordings of real-life
footsteps [11], [13] and synthesized sounds, which need to
be further classified into models aiming to simulate realworld walking sounds on different ground textures [11],
[14]–[17] and the design of abstract sounds for the purpose
of providing additional information about gait characteristics
to the recipient [13], [18]. Bresin et al. [19], [20] analyzed
the impact of acoustically augmented footsteps on walkers
and investigated in how far their emotional state was
represented by the audio recordings of their walking
movements. They stated that there are perceivable differences
among gaits and that in a closed-loop interactive gait
sonification, the sound character of the augmented footsteps
influenced walking behavior.
One further conceptual distinction concerns the intended
purpose of closed-loop sonifications in the context of sports
training and medical rehabilitation. In order to enhance the
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periodicity of footsteps, Boyd & Godbout [7] used phaselocked loops to synchronize generated sound events to
walking and running. Rodger et al. [11] also used
computationally-generated rhythmic sound patterns to
support walking actions of Parkinson’s Disease patients.
However, synchronization of walking periodicity isn’t an
issue at the present stage of the SONIGait project. The
presented approach therefore focuses on the immediate
acoustic mapping of the ankle-foot roll-over during walking.
4.1. Parameter Mapping of Force Sensor Data
Existing studies using force sensors for footstep sonifications
implemented between one and three force sensors [13], [18],
[20] for each foot. Due to the limited amount of measured
force points, this approach seems more suitable for triggering
sound events than for a direct mapping of the plantar force
distribution data of the feet (during the ankle-foot roll-over)
to a sonification model.
To get a more precise representation of the ankle-foot rollover, 7 sensors have been used instead, which are distributed
across the insole providing sufficient data for comprehensible
sonifications (Figure 1, Figure 3). Thereby, the measured
force values (converted to 10bit integers) of each sensor are
mapped to amplitude values of the corresponding sound
generators of the sonification model. The audio outputs of
the 7 sound generators representing the plantar force
distribution of the right and left insoles are mixed on the
corresponding stereo output channel. For the presented
approach, no adjustments (e.g. by adaptive calibration) of the
incoming values in respect to the positions of the sensors and
the weight of the test persons have been made. In order to
restrict the range of the incoming data and to avoid
unnecessary noise, values below 30 are cut off and values
above 500 are limited to a maximum amplitude. Optionally,
incoming data may be scaled (out=in2, out=in0.5) and a
moving average filter (averaging 5 consecutive input values)
can be applied.
Possible correlations and interdependencies between sensors
have not yet been regarded for the sound design, although
these aspects seem promising to clarify the acoustic
information and will be included in future research.

Figure 3: Raw data (‘force profiles’, gray shaded
lines) of several consecutive steps measured by a set
of 7 FlexiForce A301 sensors from one instrumented
insole during walking. These data were used for the
sonification process.
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4.2. Aspects of Sound Design
Considerations on the sound design of sonifications depend
on the defined research objectives and in particular on the
addressee of the auditory display. In the SONIGait research
project, sonification has the function to support patients and
their physical therapists during treatment and recovery from
gait disorders. Therefore the design of the auditory display
needs to be more on the side of an “universal design” than on
a “trained ear” approach [21]. This does not necessarily mean
that there should be no learning process involved to be able
to differentiate auditorily between variations of gaits.
However sound design has to consider that learning
progresses in many cases may be rather limited. Also, in
order to support the healing process, the generated sounds
should be unobtrusively, pleasant and at the same time
sufficiently informative. A comparable universal sound
design approach by Grosshauser et al. [18] indicated that
elementary sound generation using sine and saw tooth tones
outperformed more advanced synthesis methods such as
granular synthesis and amplitude modulation. Therefore, we
decided to keep the sound design as comprehensible and
intuitive as possible.
For the two1 sets of 7 sound generators representing insole
force sensors 6 arbitrarily combinable synthesis modules
(SYN1-6) were developed:
(SYN1) subtractive synthesis using band-pass filtered noise.
For each sound generator white noise is filtered by a formant
filter bank of 6 band-pass filters providing characteristic
sounds for each of the 7 sensors of the insole. The parameters
of the “heel” sensor were adapted from the formants of a
wooden door panel cf. [17, p. Chapter 32]. The fundamental
and formant frequencies of the generators consecutively
activated during the ankle-foot roll-over were set
increasingly.
(SYN 2) wavetable synthesis using a sinusoidal wave form
moderately enriched by two harmonics. The attribution of
individual pitches to the 7 sound generators facilitates the
generation of harmonic and melodic patterns.
(SYN 3) fm-synthesis with statically defined carrier and
modulator frequencies for each sound generator. The
modulation index [22] is controlled by normalized incoming
force sensor data.
(SYN 4) a sinusoidal oscillator, which frequency is
controlled by incoming force data (force dependent
frequency). Thus, other than in the modules described above,
the sound generators are not characterized by their
fundamental frequency.
(SYN 5) implementation of a simple Karpus Strong
algorithm (Figure 4). An “impulse” (white noise) is triggered
by the decrease of the force slope (change of sign of
derivation). The delay time of the dampened feedback loop
that determines the frequency of the sound relates to the
force maximum.
(SYN 6) a procedural gait sonification model adapted from
Farnell [16], cf. [11], [17], [23]. Since the implementation
of modal synthesis doesn’t reveal more detailed information
than sound generation based on subtractive synthesis, the
model was not included into the tested preset collection.

1

left and right insole

Figure 4: Implementation of Karpus Strong algorithm
[24, p. 213]
In order to smoothen the audio output, a compressor2 and an
optional reverb have been implemented in the mixing section
of the sonification software interface.
Based on these 5 (of 6) sound synthesis modules 18 presets
were defined, of which 5 (SONI1-5) were to be selected by
physical therapists for application to a group of test users.
The presets differ in various filter and frequency settings,
some of which are pitch related (e.g. building up fifths,
chords, melodies), the amount of reverb and whether input
data averaging is applied.
Combinations of sound generation modules in one preset
have only been tested yet during the development phase,
although some of the combinations appeared to provide
promising results. Presets for left and right insole sound
generation were identical. Due to restrictions of the graphical
interface of the prototyped android device, presets cannot be
adjusted during runtime. However, input data and generated
audio are saved as text, respectively as audio files. The
recorded data files can be played back at variable speed
within the sonification software for further development and
evaluation.

5.

METHODS

To accomplish goal three a convenience sample of healthy
volunteers was recruited. In total 6 male (age: 35±5yrs,
height: 178±4cm, mass: 78±12kg) and 6 female (age:
38±7yrs, height: 166±5m, mass: 63±8kg) volunteers
participated in this pilot study. Participants were excluded if
they had any orthopedic, neurological, psychological or
cognitive constrains effecting their gait. In addition
participants were excluded if they were suffering from
hearing deficiency.
To test if real-time sonification of gait alters the normal gait
pattern the following experimental procedure was performed:
In a first step each participant was introduced to the
SONIGait device and its purpose. Once the initial setup was
completed, participants were asked to walk at an 8-meter
straight walkway for a total of 7 times. Herby they were
asked to walk at self-selected walking speed and to keep on
walking constantly throughout these 7 rounds. This
procedure was repeated six times, using one of the
sonification types described above and once without

2

adapted from Frank Barknecht’s rjlib (www.github.com/rjdj/rjlib)
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sonification. The order in which these six situations were
used, was randomly assigned using computer generated
random numbers.
Spatio-temporal gait parameters of each participant were
captured during the last five rounds of each type of walking
(without or one type of sonification) using two synchronous
FDM 1.5 systems (ZEBRIS, Germany, FDM 1.5; each 1.5m
x 0.5m). Each system is constructed as 1.5m x 0.5m large
electronic mat with 11264 capacitive sensors embedded into
its surface. These two measurement systems were fully
integrated into one walkway and even with its surface,
forming a total of 3 x 0.5m of measuring area. When walking
across the measurement system’s surface, the force exerted
by the feet is recorded by the sensors at 100Hz, allowing to
map the force distribution and timing at a high resolution.
These data are transferred and stored to a stationary PC via
USB 2.0 for further analysis. The WIN FDM (v2.21)
Software was used to extract spatio-temporal parameters of
each trial and participant. For each participant and
sonification situation a minimum of 15 steps were captured
and used to calculate gait velocity (ms-1), step time (s), step
length (cm) and cadence (steps/minute) for the dominant leg.
In addition the coefficient of variation (COV = SD/mean)
was used to analyze variability of these parameters.
After each walking situation with one of the sonification
types, each participant was surveyed. For this purpose they
were given a short questionnaire comprising a total of 10
items, each having a Likert-scale with four or five points
corresponding to the following scores: not at all (1) –
rudimentary (2) – good (3)– excellent (4); very pleasant (1) –
pleasant (2) – neutral (3) – unpleasant (4) very unpleasant
(5). This questionnaire aimed at capturing three main
categories: (1) personal preference in sonification type, (2)
how well the sonification type resembled the personal gait
pattern and (3) self-reported estimate whether the
sonification influenced their gait pattern.
Statistical analysis only were conducted for spatio-temporal
parameters using IBM SPSS Statistics 22 (Somer, NY, USA).
Initially, parameters were tested to comply with needed
statistical assumptions. The level of significance was set a
priori at p = 0.05 for all analyses. A one-way repeated
measures ANOVA was utilized using sonification type with
six levels as a within-subject factor (no sonification = SONI6,
sonification type 1 to 5 = SONI1-5) for each dependent
variable to identify any differences. Partial eta-squared (η)
was used to calculate corresponding effect sizes. If
differences were present, additional post-hoc analysis with
Bonferroni adjustments were performed.
6.
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no clear differences were observable, and all showing a
median of about 2 (neutral). Only SONI5 (based on SYN4)
had a median of 1 (which corresponds to unpleasant). When
asking how “good a sonification type resembled the personal
gait pattern” (ranging from not at all to excellent on a fourpoint Likert scale) the median rating was 3 (corresponding to
good) for all types of sonification, except for SONI5 which
showed a median of 2 (corresponding to rudimentary).
Regarding the question “if the ankle-foot roll-over motion
produced a comprehensible sound during walking” (ranging
from not at all to excellent on a four-point Likert scale), all
sonification type showed a median of greater than 3
(corresponding to good), except for SONI5 which only
showed a median of 1.5 (corresponding to not at
all/rudimentary). The same results were true for the question
“how good were you able to match the perceived sound to
your left and right foot”, were SONI5 showed the least
scores again.
Regarding the questions “if the type of sonification affected
the participant’s gait in respect to gait velocity, rhythm or
ankle-foot roll-over motion” in general no, to only
rudimentary affects were ascribed each sonification type.
6.2. Spatio-temporal Parameters
Mauchly’s test indicated that the assumption of sphericity
had not been violated in any ANOVA performed. Results of
ANOVA showed no significant differences in gait variability
parameters (COV) when walking with the different
sonification types and without sonification. However, there
were statistically significant effects (Figure 5) of sonification
type (including no sonification) on: cadence [F(5,55 = 9.514,
p = 0.00, η = 0.464], gait velocity [F(5,55) = 5.195,
p = 0.001, η = 0.321] and step time [F(5,55) = 7.368,
p = 0.00, η = 0.401]. Step length did not show any significant
differences.
Post-hoc analyses showed that participants had a significant
increased cadence (p < 0.01) when walking without
sonification compared to all sonification types. Walking
speed was significantly increased (p = 0.04) when walking
without sonification compared to SONI1. Step time was
significantly decreased (p < 0.05) when walking without
sonification compared to the sonification types SONI1, 2 and
4. No other differences were observed.

RESULTS OF THE PILOT STUDY

The following sections report the data acquired during the
performed pilot study. These included results from the
questionnaire and the spatio-temporal gait parameters.
6.1. Questionnaire
Regarding the question “which type of sonification each
participant would rate as the best or most favorable”, 5
participants selected SONI2 (preset based on SYN3) as the
most favorable one. All other types of sonification were each
selected two times, except for SONI3 (based on SYN2),
which only was selected once. Regarding the question “how
participants perceived the sonification type” (ranging from
very pleasant to very unpleasant on a five-point Likert scale)

Figure 5: Results for step time [sec.], walking speed
[ms-1] and cadence [steps/minute] when walking with
the different sonification types (SONI1 – SONI5) and
without sonification (SONI6).
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DISCUSSION

The following section represents an overall evaluation of the
SONIGait device in regard to its functionality and its
applicability for therapeutic use. Afterwards, the selection of
the five sonification prototypes by the physical therapists will
be analyzed and the results of the questionnaires will be
evaluated in respect to their acceptances by the test users and
their impact on spatio-temporal gait parameters.

7.1. Application of the SONIGait Device in the Pilot Study
Within this paper a prototype (SONIGait) for real-time
sonification of gait related data was presented. The SONIGait
device is capable of capturing plantar force distribution data
from two shoe insoles, each equipped with a total of seven
force sensitive sensors and an additional IMU (gyroscope
and accelerometer). These data are continuously sampled at
100Hz and transmitted wirelessly via Bluetooth LE to a
mobile client based on ANDROID 4.2 or greater. The
SONIGait device will serve as a platform for future research
pursuing the goal of providing patients with gait disorders,
real-time acoustic feedback during their gait retraining
process.
Priorities in the design and manufacturing of the SONIGait
device were being (1) low-cost, (2) unobtrusive, (3)
providing real-time acoustic feedback and (4) being able of
capturing force data during the entire stance phase for both
feet simultaneously. With an actual outlay of less than $500
for the entire device, this lies clear within an acceptable
range for low-cost clinical devices. By using a
microcontroller and wireless transmission protocol with very
low energy costs, the device is capable of running more than
three hours without the necessity to charge the batteries. This
allows for practical use in therapeutic settings as well as in
self-directed home-based training sessions. Tests showed that
the overall latency in data transmission from the SONIGait
device to a mobile client (in this case a Google Nexus 9 with
ANDROID 4.2) is less than 70ms. Real-time auditory
feedback in motor rehabilitation can be defined as the
perceivable synchrony of a specific movement and its
auditory synchrony. In the literature the threshold for
intermodal detection of asynchrony ranges from
approximately 100±70ms for musicians to 180±100ms for
non-musicians [25]. Depending on the additional latency
introduced by the mobile client, which is synthesizing the
captured data to sound, the SONIGait device seems to serve
as a promising tool for real-time sonification of gait data.
This may be an advantage in rehabilitation to other devices
described in the literature which use only a low number of
sensors or gait data, e.g. [9], [12]. At this stage of research,
the microcontroller unit as well as the battery are not yet
directly embedded into the instep of the sole as desired (see
Figure 6).

Figure 6: Desired form factor for the SONIGait
device for future iterations in development.
Participants in our pilot study reported that they felt
relatively comfortable with the system, and that the
SONIGait device did not impede them during walking.
However, the size still needs refinement and miniaturization
of each module and is a next goal within this project. At this
stage of prototyping it also has to be outlined that the sensors
itself were not yet validated, hence absolute values for force
data should not be interpreted. This also is a future goal with
in this project. As described above the force sensors used
within this prototype each has a size of approximately 1cm2.
Initial tests already showed that bigger sensors (circular
sensing area of approx. 25mm diameter) will probably be
more practicable to capture valid force distribution data of
the stance phase during walking.
7.2. Selection of Sonification Prototypes and Evaluation:
Out of a set of 18 sonification prototypes (presets) based on
the 6 synthesis modules introduced in Chapter 4.2, five
(SONI1-5) have been pre-selected by physical therapists in
order to be applied to a group of test users in the pilot study.
All of the selected presets have in common that they included
reverb as well as moving average filtering of the incoming
data. Reverb and the data smoothening tend to settle the
character of the generated sounds more on a holistic side than
on a detailed analytical one. Based on the preselection by the
physical therapists, this allows for the conclusion that the
pleasantness of sounds may be rated as a higher selection
criterion than a pure analytical display. As for the selection
of synthesis modules the chosen sonification prototypes were
based on two presets with melodic patterns 1 generated by
wavetable synthesis, as well as one based on fm-synthesis2,
subtractive synthesis and force dependent amplitude. Here, a
clear tendency towards “musical” in contrast to “realistic”
sound generation was stated. Interestingly, this is in slight
contrast to the study of Maculewicz [26]. They analyzed
different temporal feedback forms (1-kHz sinusoidal,
synthetic footstep sounds on wood and on gravel) on
rhythmic walking interactions and found that participants
favored more the natural synthetic sounds than the synthetic
variation.

Beethoven’s „Für Elise“ and part of a boogie riff (c e g a b flat c)
carrier frequencies based on harmonic series, modulator using
inharmonic frequencies, modulation index dependent on force sensor
data
1
2
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7.3. Evaluation of the Questionnaire
The above mentioned findings mostly conformed to the
evaluation of the questionnaire completed by the participants
within the pilot study. Although bell alike sounding fmsynthesis (SYN3) outperformed all other sonifications in
terms of personal preference, and both wavetable approaches
(SYN2) also were marked mostly very pleasant, pleasant, or
neutral, substractive synthesis with a walking in snow alike
sound character (SYN1) was also sensed as very pleasant by
25% of the participants. Only the sound of the sinusoidal
oscillator (SYN4) that was frequency controlled by sensor
force was regarded as unpleasant and very unpleasant by a
majority of participants.
Also in regard to the recognition of their gait patterns by the
participants themselves, the latter synthesis type (SYN4) was
clearly outperformed by the others. Whereas the walking
pattern could at least be recognized as good by most of the
participants in regard to the monitoring of the ankle-foot rollover, fm-synthesis (SYN3) was noticeably superior, followed
by the two wavetable synthesis sonifications (SYN2). The
gait rhythm was recognizable by a majority of participants
over all sonification variants, again slightly better with fmsynthesis (SYN3) and the “Für Elise” wavetable (SYN2 with
preset SONI1). Similar results were observed regarding the
auditory differentiation between the left and right foot. From
the view of sound design and auditory perception, it can be
(like in 7.2) concluded that the sonifications based on more
musical aspects outperformed both realistic (walking in snow
alike) and rather abstract (frequency dependent force)
sonifications. In regard to our approach to generally evaluate
the impact of real-time closed loop sonifications on the
participant’s walking, we observed that participants perceive
the various sonifications quite differently. Some participants
could at least basically associate sound sequences to their
gait patterns. Also the influence that the sonification type had
on the gait pattern was quite diversely estimated by the
participants. However, data showed that a participant either
felt generally influenced by all sonification types or by none.
7.4. Gait Analysis Results
Within this pilot study also spatio-temporal parameters of
gait were analyzed during walking with the different
sonification types as well as without sonification. Primary
aim of this analysis was to test whether or not real-time
auditory display of one’s gait pattern will have an immediate
effect on the way of walking. The data showed notable
differences in spatio-temporal parameters when walking with
sonification compared to walking without sonification. The
most dominant effect was present for cadence, where
participants showed a clear decrease (regardless which type
of sonification used) compared to walking without
sonification (Figure 5). This effect was partly accompanied
by a decrease in walking speed and increase of step time as
well. This linkage is not a surprising finding as walking
speed and cadence are strongly related to each other.
Cadence is often described as one of the two key
determinates (next to step length) for regulating self-selected
walking speed [27].
Interestingly only significant differences were present
between certain sonification types to no sonification (see
Figure 5). No differences in spatio-temporal parameters were
observed between certain types of sonification. This finding
might support the already stated hypothesis that participants
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perceive the various types of sonification quite differently.
However, regardless of how participants perceived real-time
auditory feedback, this additional information seems to cause
them to walk slower.
Typically self-selected walking speed utilizes minimal
attention to gait and prioritizes automatic control
mechanisms (from a motor pathway view). It is hypothesized
that this may be a mechanism by which gait control is
simplified or ‘automated’ during undisturbed, steady state
walking [28]. However, when movement is novel or
externally affected (e.g. through auditory display), a more
‘attentional’ mode is required. It is quite possible that the
additional information of gait (sonification) may have forced
the participants to focus the attention to one or more gait
parameters (e.g. cadence, step length or the process of ankleroll over), and therefore used a ‘more attentional pathway’.
This effect may be helpful to disrupt automatic control
mechanisms in a variety of disease states and may support in
drawing the attention to specific gait parameters of interest
during gait retraining, providing external cues, augmented
feedback, and hence supporting motor learning processes.
8.

CONLCUSION AND FUTURE PROSPECTS

Within this manuscript a prototype platform (SONIGait) for
real-time sonification of gait related data was presented. This
device is capable of capturing force values from seven
sensors below the left and right foot synchronously using an
instrumented insole, and transmitting these data at 100Hz
wirelessly to a mobile device. The SONIGait device will
serve as a platform for future research and development in
the field of real-time sonification of gait-relevant data for the
purpose of augmented feedback during rehabilitation of gait
disorders and gait retraining. In addition, several approaches
have been presented how such data may be sonified and an
evaluation of these sonification prototypes was performed.
Interestingly all types of sonification showed remarkable
changes in gait parameters. One possible explanation is that
the additional information of gait may have forced the
participants to draw their attention to one or more specific
gait parameters such as cadence or the process of ankle-roll
over. From a motor learning point of view this effect may
help to disrupt automatic control mechanisms in a variety of
gait disorders and may support in drawing the attention to
specific gait parameters of interest and therefore support
motor learning processes in general.
9.
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ABSTRACT
We present a sonification method that blends between audification and auditory graphs which we call ”Augmented Audification”. It is based on a combination of single-side-band modulation and a pitch modulation of the original data stream. Benefits include the flexible adjustment of the sonification’s frequency
range to the human hearing range and the possibility to interactively zoom into the data set at any scale. The paper introduces
the method by three examples: deterministic harmonic complexes,
random signal analysis, and seismology.
1. INTRODUCTION
The choice of the sonification method for an existing problem is
highly dependent on the size of the original data, as discussed
within the concept of the sonic design space map (SDSM) by de
Campo [1]. Taking on this perspective, we may place typical data
sets of auditory graphs and ones of audification on opposite sides
of the SDSM. Both methods belong to the standard repertoire of
sonification design, and seem to exclude each other. Auditory
graphs are usually very basic in their implementation, but work
well for a wide range of data sets and users. Classically, they use
a pitch-time-display for relatively few data points. Audification,
on the other end of the scale, often runs with data display rates
(sampling rates) of tens of kHz and needs accordingly large data
sets.
This paper suggests a seamless interpolation between audification and auditory graphs. The method builds on well-known techniques of signal processing: single-side-band modulation utilizing
the Hilbert transform, and frequency modulation. Basic features
of the method are:
• fundamental properties of audification are conserved, notably
the compact temporal support and the translation of high frequency content of the data into transient events in the sound
• independently to the rate of the data display, both the mean
position of the frequency range and the bandwidth of the sonification can be controlled by free parameters
• data sets can be explored interactively at various time scales
and in different frequency ranges.
In the following section, we will discuss basic properties and
limits of audification and some aspects of auditory graphs. In

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

Sec. 3, the signal processing algorithms of the proposed method
are presented. Sec. 4 discusses three examples of the use of Augmented Audification. Finally, we give conclusions and an outlook
to the further research agenda. Sound examples can be found at:
http://iaem.at/Members/vogt/augmentedaudification
2. DISCUSSION OF EXISTING METHODS:
AUDIFICATION AND AUDITORY GRAPHS
2.1. Audification
Audification is one of the oldest methods of sonification research.
A prominent, early research example of audification has been reported by Speeth et al. [2] in 1961 who did a study on distinguishing audified seismic signals of earthquakes from ones of atomic
bomb tests. Subjects showed high discrimination rates up to of
90%. The original definition of audification within a systematic
sonification research was given by Kramer in 1991 (cited in [3],
p. 186) and is still valid: “a direct translation of a data waveform
to the audible domain“.
A crucial advantage of audification is the following: By conserving the time regime of the data signal, audications of real physical processes are usually broad-band with a pronounced proportion of high frequencies during rapid transients. In the task of identifying natural sounds, e.g., the attack of musical instruments or
speech signals, the transient signal portions provide important and
salient features for the human ear and thus should serve as basis
for pattern detection or recognition tasks in the auditory data exploration.
Many authors, e.g., Dombois and Eckel [4], have argued in
favor of a puristic approach to audification with least data preprocessing as possible. This strategy should maximize the potential of the human hearing to detect yet unknown structures in
the data which might be impaired by more sophisticated preprocessing. The only manipulation recommended within their narrow
definition of audication is the variation of sampling frequency, i.e.
the playback rate.
As long as the data array reflects the sampling of a bandlimited physical process, a resulting sound signal corresponds to
the data one-to-one. However, it should be noted that even a direct playback of the data may lead to a sound signal with information partly spoiled: an example are price trends of the financial
market, where maximum and minimum prices serve as specific
indicators. Because of the band-limited interpolation of the reconstruction filter of the D/A converter, the extreme data values would
be super-elevated in the audification. In such a case, specific methods of interpolation as, e.g., Piecewise Cubic Hermite Interpolating Polynomial (PCHIP) [5] have to ensure the conservation of the
extrema.
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The ideal audification signal has relevant auditory gestalts
within time and frequency regimes that can be well-perceived by
the human auditory system. This shall be shown with a numeric
example: let us assume a low-pass data stream with transient
events that appear within a range of 1k data points and with an
(aperiodic) interval of roughly 10k data points. With a playback
rate of 44.1kHz, we find approx. four of these events per second,
which is comparable to the rate of syllables per second in English
spoken language1 and thus apt for human hearing. On the other
hand, each transient event lasts for approximately 22ms and appears as a band-limited impulse with a cut-off frequency of around
50Hz, which is obviously far below the most sensitive frequency
range of the hearing system. If the playback rate were to be raised
by, e.g., a factor of 10 to 20, the individual impulses would be
transposed to a more appropriate frequency range, but at the cost
of an indiscernible temporal structure of the impulse series. Concluding from this example, pure audification suffers from a general
trade-off between the macroscopic time scale and the frequency
range of the relevant information.
Different concepts have been elaborated to cope with this
trade-off. Worrall [7] extends the notion of audification, and allows other means of data pre-processing: besides filtering and data
interpolation, i.e. compression and frequency shifting. This wider
definition of audification still excludes the explicit synthesis of
sound or the use of specific signal models. Worrall [7] also developed the Homomorphic Modulation Sonification, the mapping
of sample values to pitch (see [8]).
2.2. Auditory Graphs
Just as audification, auditory graphs belong to the standard repertoire of sonification research since its beginning. Obvious benefits
are the straightforward analogy to visual graphs, which make them
intuitively understandable, at least for sighted users. Main application areas are accessibility and didactic examples, and they often
serve as a basis for further, e.g., perceptual, sonification research.
The data sets used are normally small, up to a few hundred data
points.
The Sonification Sandbox [9] was possibly the largest effort to
develop a general tool for auditory graphs. The tool allows to link
any spreadsheet data to midi output and set various sound parameters (concerning timing, timbre, etc.). Development of the software is not maintained any more, making its use difficult for practical reasons. From the experience with the toolbox it can be concluded that most real-world sonification applications need a more
flexible software environment. Still, the basic auditory graph has
developed into a standard example of sonification.
Flowers [10] discussed promises and pitfalls of auditory
graphs. He suggested the following strategies for successful displays:
• numeric values should be pitch-encoded
• the temporal resoluation of human audition shall be exploited
• loudness changes in a pitch mapped stream shall be manipulated in order to provide contextual cues and signal-critical
events
• distinc timbres shall be chosen in order to minimize stream
confusions and unwanted perceptual grouping
1 This is just a rule of thumb, not going into details of speech research,
e.g., information aspects of tempo [6].
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• time in sound shall be used to represent time in the data

All but the last two points are taken into account in the design
of the proposed method: the last point, using time to represent
time, might be fulfilled depending on the data set; the second last
is only valid if several streams (of different data sets) are played in
parallel, which is not intended for Augmented Audification.
3. AUGMENTED AUDIFICATION: THE MODEL
For explaining Augmented Audification (henceforth: AugAudif),
we start with a basic audification. We assume a dataset x(n) with
n = 1..N data points and a playback rate or sampling frequency
fp , i.e., fp data points are displayed per second. The rendering
over a D/A converter with a reconstruction filter leads to a continuous signal x(t) with a Bandwidth B between zero and 1/2fp Hz.
If the playback rate is as low as a few hundred data points per second, the resulting sound will be in a low frequency range, where
the human ear is not very sensitive.
3.1. Frequency Shifting
Therefore, as a first step, we perform frequency shifting using a
single-side-band modulation. Using a Hilbert transform (see, e.g.,
[11]), the original audification signal x(t) becomes the complexvalued signal xa (t):
xa (t) = x(t) + j H{(x(t)}

(1)

xa (t) = env(t) e(jθ(t))

(2)

with the imaginary constant j. This analytical signal can be
written using a real-valued envelope env(t) = |xa (t)| modulated
by a phasor with the instantaneous phase θ(t) = angle[xa (t)]:

Performing a frequency shift by ∆f and taking the real part of
this signal leads to a SSB-modulated sound signal xSSB (t):
xSSB (t)

=
=

h
i
Re env(t) ej(θ(t)+2π∆f t)

(3)

x(t) cos(2π∆f t) − H{x(t)} sin(2π∆f t) (4)

The spectrum of the analytical signal, which contains (only
non-negative) frequencies between zero and B Hz, is shifted to
the range between ∆f and (∆f + B)). Discarding the imaginary
part re-builds a symmetric spectrum.
The frequency shift ∆f is a free parameter of the method,
which helps to yield a perceptually optimal frequency range of the
sonification, i.e., somewhere within the range of 100Hz and 2kHz.
If ∆f = 0, there is no difference to a pure audification.
In the case of high playback rates, e.g., fp = 20 kHz,
which lead to a broad-banded audification, a frequency shift of
∆f = 100 Hz hardly changes the overall signal, but might make
low frequency components of the signal audible, as the spectrum
is now shifted to the range between 100Hz and 10.1kHz.
A strong frequency shift, especially in combination with slow
playback rates, results in a very narrow-banded signal which might
be problematic from a perceptual point of view. The frequency
shift squeezes the original - conceptually infinite - pitch range to a
range of (∆f + B)/∆f . For example, if fp = 200Hz, hence the
bandwidth of the primary audification signal is max. 100 Hz, and
the spectrum is shifted by ∆f = 500Hz, the resulting bandwidth

ICAD 2015 - 103

st International
The 21th
International Conference
Conference on
on Auditory
Auditory Display
Display (ICAD
(ICAD–2015)
2015)

July 8–10,
8-10, 2015, Graz, Austria
July

is 500 to 600Hz. Speaking in musical terms, all frequency components of the original data stream are now concentrated within a
minor third. Fluctuations of such narrow-banded signals are difficult to perceive.
3.2. Exponential Frequency Modulation
Therefore the method is extended by modulating the frequency of
the phasor of the analytic signal xa (t). The instantaneous frequency of the modulator, fi (t), exponentially encodes the numeric
data values of x(t) as pitch, following to Flowers’ recommendations:
fi (t) = 2cx(t) f0

(5)

f0 is the carrier frequency and c a freely choosable parameter
that controls the magnitude of the modulation:
Setting c = 0 results in a constant instantaneous frequency of
the frequency modulation which is then independent of the data
values x(t). This results in a pure frequency shift as described in
Sec. 3.1.
Setting c = 1 leads to a transposition of one octave higher/
lower for signal values x(t) = +1/ − 1.
For the AugAudif, the parameter of frequency shift is used as
carrier frequency, f0 = ∆f . Integrating over the instantaneous
frequency results in the instantaneous phase φi (t), which serves
as a phase modulating term for the analytical signal.
φi (t) =

Z

t

2π ∆f 2cx(τ ) dτ

Figure 1: Synth definition for a AugAudif implemented in SuperCollider.

In order to interactively test the parameter settings with different data sets, we created a simple GUI, see Fig. 2: It gives a
visual overview of the data set, with a slider indicating the playback position, which also allows to change the starting position
of the playback. The independently choosable parameters are the
playback rate (by a factor relative to the sampling rate, usually
44100 Hz), the shifting parameter ∆f determining the frequency
shift of the Hilbert transform in Hz and the modulation factor c in
octaves (and its equivalent in semitones). This simple GUI proved
very efficient for testing the method with various data sets.

(6)

0

The complete model of Augmented Audification is thus defined by:
xAA (t)

=
=

h
i
Re env(t) ej (θ(t)+φi (t))

x(t) cos(φi (t)) − H{x(t)} sin(φi (t))

(7)
(8)

The model is controlled by two freely choosable model parameters, ∆f and c, that can be set according to the explorative goals
of the sonification.
3.3. Implementation in SuperCollider
We implemented the AugAudif both using MatLab and SuperCollider, yielding the same results. MatLab allows for an analytic use
of the method, thus we prepared the sound examples and plots
discussed in the following in MatLab. SuperCollider (SC), on
the other hand, is more handy for real-time, interactive use of the
method.
We present the basic SC Code within this paper because of
its simplicity, see Fig. 1. The implementation of AugAudif in SC
starts from a given buffer buffer b, with an adjustable playback
rate and a start position startpos from which the buffer readout starts. The model parameters are called deltaf and c according to the model definition. The instantaneous frequency fMod is
defined, its sine and cosine calculated. The existing unit generator
HilbertFIR returns a two-dimensional array: hilb[0] contains
the primary signal sig (and is multiplied by the cosine), hilb[1]
contains its Hilbert transform (which is multiplied by the sine).
The final output is the difference between those two, according to
Eq. 8.

Figure 2: Graphical user interface within SuperCollider to quickly
test different data sets and determine the ideal settings of model
parameters.

4. MODEL FEATURES AND EXAMPLES
AugAudif allows to interpolate seamlessly between pure audification and an auditory graph in form of a pitch-time-display. As
opposed to pure audification, where only the playback rate can be
changed, two more model parameters can be chosen independently
in the AugAudif. One parameter, ∆f , controls the magnitude of a
frequency shift. The second, c, sets the excursion of the exponential frequency modulation (FM), i.e. pitch modulation. For high
playback rates, where pure audification might be used as well, the
frequency shift has the advantage to bring low-frequency components of the spectrum within the human hearing range. For slow
playback rates, the additional pitch modulation opens the possi-
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bility to perceptually zoom into the data due to the modulationinduced spectral spread.
The method preserves many advantages of audification. Large
values of absolute magnitude of the data result in prominent
epochs, thereby considering Flowers recommendation to ”manipulating loudness changes in a pitch mapped stream to provide contextual cues and signal critical events”. Furthermore, rapid transients in the data values lead to fast changes in instantaneous frequency and hence a short-time broad-banded sonification signal.
4.1. Example 1: Harmonic complex
Many physical processes are - at least approximately - periodic.
The related signals therefore consist of harmonic partials, and their
audification makes use of the human audition which groups these
frequency components into one auditory gestalt. In pure audification, frequency ratios and thus the periodicity of harmonic complexes are preserved, resulting in one ”sound” with a certain timbre and pitch. In AugAudif on the contrary, the frequency shift
destroys the harmonic relationship between the partials and thus
the periodicity of the signal. This results in a complex superposition of individual sinusoidal tracks instead of one gestalt with a
certain timbre.
Let us consider a simple data signal, consisting of a cosine
wave with constant frequency:
x(t) = cos(2πf1 t)

(9)

The frequency shift with a certain ∆f leads to another cosine
wave (neglecting the modulation parameter, c = 0):
xAA (t) = cos (2π (f1 + ∆f )t)

(10)

In this case, the augmentation leads to no further information.
On the contrary, different values of f1 might be harder to differentiate because they are shifted into higher frequencies. If c > 0,
the pitch modulation produces side bands of the modulation, depending on the magnitude of f1 . If f1 is small, up to about 15 Hz,
a vibrato is perceived. Much higher frequencies produce typical
FM-spectra as used in electronic sound synthesis [12]. Higher values of the modulation index c lead to pronounced side-bands and
- depending on the specific values of f1 and ∆f - to inharmonic
complex sounds that are perceptually not intuitive. Therefore c
should be set carefully, especially for slow playback rates or if the
audification signal is bandlimited for other reasons.
4.2. Example 2: Statistical properties of random data time series
Frauenberger et al. [13] reported a study on the audification of random data time series with varying higher order momentums. The
third moment, skewness, is a measure for the asymmetry of the
probability density function. The fourth moment is called kurtosis
and serves as a measure of the peakedness of the distribution. In
the study it has been shown that test participants could discriminate a kurtosis difference in the audification of above five. Qualitatively, the subjects reported an increase of roughness with rising
kurtosis. Distinguishing different values of skewness could not be
proven. This is not surprising, as skewness depends strongly on
the mean of the data series which results in an indiscernible DC
value, and furthermore, the hearing system does not perceive the
sign of a signal.

We explored AugAudif with random data time series data in
a preliminary test. A formal listening test is not within the scope
of this paper, but discussed in the outlook. Subjective listening
seems to show a much lower threshold for discriminating kurtosis
and even the ability to defer different values of skewness using
AugAudif. Two sound examples shall illustrate this finding:
Soundfile 1 is an AugAudif of time series with a white noise
spectrum, zero skewness and varying kurtosis (consecutively 1, 2,
4, and 8). The playback rate of the data has been chosen as 800
Hz. Fig. 3 shows the spectrograms of these four sounds. (All
spectrograms are logarithmic, between 0 and 10 kHz, calculated
using a 4096 sample-Hanning window.)
Soundfile 2 is an AugAudif of time series with constant kurtosis but varying skewness. The parameters are the same as above
(fp = 800 Hz; c = 5/12; ∆f = 600 hz). Kurtosis is set at
12, while skewness takes the values of −2, 0, and 2, respectively.
The spectrograms shown in Fig. 4 clearly indicate the varying frequency excursions due to the different skewness.
A first, informal listening test of the authors of this paper
showed clear differences in the resulting sounds of AugAudif of
noises with kurtosis values above and below 3 (which corresponds
to Gaussian noise and is often taken as a reference value in mathematics).
4.3. Example 3: Seismological data
As an example with real scientific data we take seismological data,
stemming from Incorporated Research Institutions for Seismology
[14].
The first example, Seismo1 is an audification of a seismological event with 5s length given fp = 44100Hz. Fig. 5(a) shows
the spectrogram. (The waveform of this example is plotted within
the GUI in Fig. 2.) The event is characterized by an impulsive sequence in the beginning with a bandwidth of around 5 kHz. The
rest of the example shows relevant signal energies within 600 Hz
bandwidth. The first half second and versus the end, we find high
energies at very low frequencies that are hardly perceivable in the
pure audification.
As a next step, the playback rate is reduced and the frequency
is shifted in order to stay in the hearable range: the sound example
is given for a deceleration factor of 4 (fp = 5.5kHz) and ∆f =
250Hz. A little pitch modulation is added as well: c = 1/12; see
Fig. 5(b).
Finally, Fig. 5(c) clearly shows the effect of the modulation.
The modulation factor leads to a pitch transposition of a minor
third for signal values of 1. When reaching the main impact of
the event (possible the seismic shock), in this setting after around
12 seconds, the sound behaves clearly as an auditory graph. The
glissando in the very beginning, which was out of the perceptional
range in the pure audification, is now clearly audible.
The second example (from the same data source as the above,
Seismo2) is 4s long using a playback rate of 44100 Hz. It contains
a sequence of short ”rattling” impulses (broad-band) embedded in
a noisy background with energies predominantly in the frequency
band between 100Hz and 2kHz. The spectrogram plots are given
in Fig. 6. Starting from the final settings of the above example we
slightly change the parameters to fp = 2.75kHz, ∆f = 250Hz,
and c = 1/12 in order to make the transient events clearly audible. The modulation leads rather to noisy FM-synthesis sound (see
Fig. 6(b) as compared to the pure audification in Fig. 6(a)).
The sound files and plots described above may give an idea of
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the potential of the proposed sonification method and the resulting sounds. Still, a main factor of the method is the interactive
handling of the data set at various magnitudes.

[6] S. A. J. Wood, “Speech tempo,” Working papers, Phonetics
Laboratory, Department of General Linguistics, Lund University, 1973.

5. CONCLUSION AND RESEARCH AGENDA

[7] D. Worrall, “Sonification and information – concepts, instruments and techniques,” Ph.D. dissertation, University of
Canberra, 2009.

We presented Augmented Audification as a method that allows
to blend between a pure audification and a pitch-based auditory
graph. The implementation is simple and preserves preferable
properties of audification. Furthermore, compared to pure audification the resulting sound may be better adapted to the human
hearing range, since model parameters can be chosen independently from the sampling rate. Utilizing a frequency shift and an
exponential frequency modulation, the data structures at various
time scales can be made audible, permitting a true “zooming” and
enabling the interactive exploration of a data set. Caution has to
be taken with data sets that contain harmonic partials. While these
partials would be perceived as a uniform auditory gestalt in pure
audification, in our method, because of the frequency shift, the
partials become perceptually separated.
This paper illustrates the main properties of the method
through preliminary examples. Especially during the exploration
of time series comprised of random data, the proposed method
shows promising results as it succeeds in discriminating data series by their higher order statistical moments. Nevertheless, formal
listening tests have to be performed in order to determine psychometric functions for the audibility of skewness and kurtosis, and to
further elude the potentials and limitations of Augmented Audification in this field.
A second research thread would be defined by the exploration
and further development of the method’s interactivity. Zooming
into data sets is difficult to realize in many sonification designs.
This specific benefit of Augmented Audification should be studied using different data sets and applications. The pilot GUI as
described in this paper will be refined and will be used to collect
quantitative and qualitative data on sonification and user behavior.
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(a) Kurtosis = 1.

(a) Skewness = -2.

(b) Kurtosis = 2.

(b) Skewness = 0.

(c) Kurtosis = 4.

(c) Skewness = 2.
Figure 4: Spectrograms of the three consecutive sounds in Soundfile 2. The fixed parameters are: kurtosis = 12; fp = 800;
c = 5/12; ∆f = 600.

(c) Kurtosis = 8.
Figure 3: Spectrograms of the four consecutive sounds in Soundfile 1. The fixed parameters are: skewness = 0; fp = 800 Hz;
c = 5/12; ∆f = 600 Hz.
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(a) c = 0, ∆f = 0 Hz, fp = 44.1 kHz.

(b) c = 1/12, ∆f = 250 Hz, fp = 5.5 kHz.

(c) c = 3/12, ∆f = 500 Hz, fp = 2.75 kHz.
Figure 5: Spectrograms of (a) pure audification, and (b and c) AugAudif of the example Seismo1.

(a) c = 0, ∆f = 0 Hz, fp = 44.1 kHz.

(b) fp = 2.75kHz, ∆f = 250Hz, c = 1/12.
Figure 6: Spectrograms of (a) pure audification, and (b) AugAudif
of the example Seismo2.
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ABSTRACT
Communicability is an important factor of user interfaces. To
address communicability, extensive research has been done
on visual displays, whereas relatively little research has been
done on auditory displays. The present paper attempts to
analyze semiotics of novel auditory displays (spearcon,
spindex, and lyricon) using Peirce’s classification of signs:
icon, symbol, and index. After the aesthetic developmental
patterns of the visual counterparts are presented, semiotics of
auditory cues is discussed with future design directions.
1.

INTRODUCTION

Auditory displays can be defined as all intentional, nonspeech audio that is designed to transmit information between
a system and a user [1]. Even though it refers to non-speech
audio, just as with speech, efficient and effective
communicability is one of the most important factors to assess
auditory displays. For the last two decades, there have been
continuous efforts to guide researchers and practitioners to
design auditory displays in a more systematic way in the
ICAD (international community on auditory display)
community [e.g., 2, 3]. However, more theoretical design
background is still required, which will lead them to going
beyond their empirical knowledge or personal preferences. In
this aspect, a semiotic approach is expected to provide HCI
and auditory displays with a better framework of
communicability [4], but in the ICAD community only a
couple of researchers have investigated its application to
auditory displays [e.g., 5, 6].
The present paper attempts to exploratively analyze novel
auditory cues (spearcon, spindex, and lyricon) used in the
auditory user interfaces, compared to visual arts and displays
– based on Peirce’s semiotic framework [7], which has been
widely applied to the analysis of fine arts and photographs,
and even HCI [4]. This comparative analysis is expected to
offer an opportunity to understand the status quo of auditory
displays more systematically and shed light on a future
research direction.
2.

SIGNS: ICONS, INDICES, & SYMBOLS

Peirce classified signs as icons, indices, and symbols [7].
Icons refer to signs that work based on “similarity” between
the sign and the referent (e.g., ordinary paintings of the
object). Indices refer to signs that work based on “causality”
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

(e.g., wet ground in the morning indicates rain at night),
“proximity”, or “trace” (e.g., an arrow for the next direction).
Symbols, however, do not have such a natural connection
between the sign and the referent. Symbols are the signs that
are used based on convention and agreement. However, the
relationship of these three categories is not just linear, but
could be changed [7].

3.

THE HISTORY OF PAINTINGS &
PHOTOGRAPHS

A developmental pattern of visual arts does not follow the
semantic similarity order (i.e., icons-indices-symbols), but
follows a different order (i.e., icons-symbols-indices) [8]1.
Classical paintings are understood as “icons” – imitation of
nature – until the 19th century. However, in the early 20th
century painters attempted to manifest what is not seen
beyond representing what can be seen. For example, through
abstract (nonrepresentational) arts, paintings became
“symbols” of higher level-world reality, abandoning
resemblance to visible reality [8]. After the Second World
War, paintings have returned to “trace” and “scent” of
reality/nature by Abstract Expressionist or Informalism. This
is a transition of paintings to “indices”. According to Dubois
[9], the trend of photographs also followed the same order.
Similarly, the early theory of photographs considered
photographs as a “picture” of the world or a “mirror” of
reality (icon). In the 20th century, photographs were
considered as a photographer’s ideology and text, or a
“transformation” of reality (symbol). Since 1980s,
photographs have become a “trace” of reality (index). In
sum, the icons-symbols-indices order seems to account for
the developmental pattern of visual aesthetics.
4.

VISUAL DISPLAYS

This Peirce’s classification is so widely used that it has been
applied to an analysis of visual displays of the contemporary
user interfaces even though the order of the occurrence of
each type is not clear and might not be the same as in visual
arts. In the recent article, Nielsen [10] categorized visual
icons into resemblance icons, arbitrary icons, and reference
icons, which are equivalent to Peirce’s classification.

1

Here, some might postulate a dialectical development that the
history goes to each extreme pole first and settles down somewhere in
between. However, it might not necessarily work in such a way as we
will see in the following sections. This is just a rough approximation
of some researchers. Of course, various styles and hybrids of visual
arts have co-existed at the same time.
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4.1. Icons: Resemblance icons
Resemblance icons depict a physical object, which the icon is
intended to represent. Using a picture of an envelope to
represent a file of electronic mail would be a resemblance
icon. The main challenge for a resemblance icon is to design
an image that is visually similar to the intended object. It is
not always easy given the small size of icons.
4.2. Symbols: Arbitrary icons
Arbitrary icons have arbitrary shapes that only have meaning
by convention. Traffic signs are often arbitrary icons and
may form a good source of computer icons because of their
fairly standardized international use. For example, a warning
triangle might be used as the icon for a warning message.
Obviously, arbitrary icons are the hardest for users to learn,
unless they are so widely used that the convention becomes
second nature just as a language.
4.3. Indices: Reference icons
Reference icons describe an object, which by reference or
analogy, represents the concept that the icon is intended to
represent. To illustrate, using a picture of a clamp to
represent a file-compression utility would be a reference icon
(because it squeezes). It would be hard to come up with a
good resemblance icon for file compression except through
the use of a before–after combination of a large and a small
document, but icons showing state changes are hard to
understand.
The question is whether users will catch the mapping
between the reference domain and the system domain. Are
the two concepts sufficiently closely related in users' mental
models that people will think of the system feature when they
see the picture of the reference item? This question is
precisely applied to auditory display. Will people think of the
system feature when they hear the sound of the reference
item?

Figure 1: Comparisons of visual displays and auditory
displays according to Peirce’s semiotics framework.

5.

AUDITORY DISPLAYS

Auditory displays have also been analyzed using Peirce’s
classification and seem to follow the similar developmental
pattern of visual arts (i.e., icons-symbols-indices).
5.1. Icons: Auditory icons
Auditory icons are sounds that represent an object by
capturing the object’s essential features, such as functions
and events [11]. Auditory icons can denote many objects in
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devices more clearly than some other auditory cues because
the relation between the sound and the referent is direct (i.e.,
iconic relationship). For example, a typing sound can
represent a typewriter or even a printer. Similar to
resemblance icons, auditory icons typically require little
training and are easily learned. Gaver [12] created an
auditory icon-enhanced desktop. Other researchers have
attempted to convert GUIs to non-visual interfaces using
auditory icons [13]. However, it is sometimes difficult to
match all functions of a device with proper auditory icons
(e.g., “save” or “unit change”).
5.2. Symbols: Earcons
Earcons are short, rhythmic musical motives, used to provide
information to a user about some objects, operations or
interactions [14]. Since earcons use an arbitrary mapping
between the sound and the referent, they can be analogous to
a language or a symbolic sign. This arbitrary mapping
between earcons and represented items means that earcons
can represent nearly any concept. However, this flexibility
can also be a weakness because the arbitrary mapping of
earcons to concepts requires user training. Brewster has
conducted considerable research on applications of earcons
and shown improved usability and user experience [e.g., 15].
5.3. Indices: Spearcons, lyricons, and spindexes
Since the birth of auditory icons and earcons, they have been
analyzed in terms of semiotics and specifically, Peirce’s
framework [11, 14, 23, 25]. However, since then, we have
had a number of novel auditory displays, which have not
been analyzed in terms of semiotics perspective. Among new
auditory cues that have recently appeared (e.g., auditory
scroll bars, musicons, auditory emoticons, etc.), the present
paper focuses on spearcons, spindexes, and lyricons, which
are a type of hybrid auditory displays and placed between
speech and non-speech cues. Such characteristics provide
these auditory displays with a unique position crossing
borders of the different semiotics categories. Therefore, it
seems worth attempting to further analyze with the same
framework used for the traditional auditory cues.
Spearcons are brief sounds that are produced by compressing
spoken phrases, even to the point where the resulting sound
might no longer be comprehensible as a particular spoken
word [16] and thus, they are a non-speech sound cue. These
sounds are analogous to fingerprints because of the unique
acoustic relation between the spearcons and the original
speech phrases. However, spearcons have no direct similarity
to the referent (object) or the sounds that the referent
generates. Spearcons are easy to learn because they derive
from the original speech. Spearcons are easily created by
algorithmically compressing Text-to-Speech. This allows the
system to cope with dynamically changing items in the
auditory system. For example, the spearcon for “save” can be
easily extended into the spearcon for “save as.” Spearcons
have shown to enhance performance and preference for
auditory menus [17].
Lyricons are devised by combining the concurrent two layers
of musical speech (lyrics) and non-speech sounds (earcons)
[18]. For example, the lyricon for FUNCTION ON of the
electronic device can be composed of the speech,
“func/tion/on” (lyric part) + the musical melody,
“C(Do)/D(Re)/E(Mi)” (earcon part). This combination is
expected to improve both semantics (with speech part) and
aesthetics (with earcon part) of auditory user interfaces. It
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can also improve learnability for the first-time users to
operate the system more intuitively. Jeon and Sun [19]
evaluated the effectiveness of lyricons compared to
traditional earcons. Results showed that the average of
accuracy rate of the lyricon group was almost double than
that of the earcon group. The practical application of the
lyricons implies adaptability; Once users get familiar with
lyricons, they could use just the earcon part without the lyric
part just as spearcons can be used without TTS [20].
A spindex (i.e., speech index) is a brief non-speech auditory
cue based on the pronunciation of the first letter of each item
[21]. To illustrate, the spindex cue for “Superstar” would be
the sound /es/ or even /s/ based on the spoken sound of “S”,
the first letter of the item. The set of spindex cues in an
alphabetical structure (e.g. address book on the mobile
phone) is analogous to the visual index tabs that are often
used to facilitate flipping to the right section of a thick
reference book, such as a dictionary. Because spindex cues
are part of the original word, they do not require much
training. The subsequent studies showed that visually
impaired users as well as sighted users can benefit from
adding spindex cues to plain Text-to-Speech (TTS) menus,
and they preferred the use of a spindex over plain TTS
menus. [22].
5.4. Semiotic analysis of new auditory displays

Figure 2: Relationships between auditory displays and an
object according to Peirce’s semiotics framework.
We can more deeply analyze new auditory displays using
Peirce’s framework. Based on its acoustic similarity (i.e.,
spearcons have almost same acoustical characteristics as the
original speech. See [17] more details), a spearcon, “apple”
has an iconic relationship with the original speech, “apple”,
which has a symbolic relationship with an actual apple
(because speech is inherently symbolic). However, this
symbolic relationship between the speech and an object is
automatized based on life-long learning. With short training,
the spearcon, “apple” can have an indexical relationship with
an actual apple due to its trace of the actual apple even
though users do not recognize the original speech (see Figure
1).
In the lyricon composed of “E(Mi)/C(Do)” + “apple”, the
earcon part, “E/C” has a symbolic (arbitrary) relationship
with the lyric part, “apple”. The lyric (i.e., melodic speech)
part also has a symbolic relationship with an actual apple.
However, with short training of the earcon part, “E/C” can
have an indexical relationship [c.f., 23] with an actual apple
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because the earcon part would get to show trace of the lyric
part based on the association obtained by a repetitive
rehearsal while users use the system. In other words, even
though the system removes the lyric part after the user is
familiar with the system, the earcon part can remind the user
of the lyric automatically.
The spindex, “a” has an indexical relationship with the
speech, “apple” just like a visual arrow. Again, this speech
has a symbolic relationship with an actual apple. Even
though the spindex cue, “a” can have an indexical
relationship with an apple, it might not be sufficiently
indexical because it can also refer to other objects, which
start with “a”, such as an avocado. In other words, spearcons
and lyricons can have a specific mapping between an
auditory imagery and an actual object (apple), but spindex
cues just match with a linguistic category (e.g., starting with
“a”). Thus, the spindex does not provide sufficient
indexicability about a specific object.
In sum, these three new hybrid auditory displays seem to
belong to indexical cues when we try to apply Peirce’s
semiotics framework in that those cues have trace or
information scent for the actual referent, rather than directly
pointing to the actual referent.
Based on this analysis, our next step can be looking at how to
strengthen the indexical relationship to give out more
information trace to signs. For spearcons, optimizing a
compression algorithm might be a good starting point (e.g.,
type, rate, etc.). Depending on users, tasks, and contexts,
different compressions might give more indexicability. Given
that much research on spearcons includes the address book
application on the smartphone, an automatic reflection of a
contact’s gender, race, and age can make spearcons more
indexical to a specific object (i.e., contact). For lyricons,
more specified musical variables (e.g., pitch, timbre, rhythm,
etc.) can be used to enhance lyricons’ indexicability to trace a
specific object. Moreover, we can design an earcon part by
reflecting the innate accent and inflection of the lyric part.
For example, if we design a lyricon of “apple,” with two
musical notes (e.g., E/C), we might use a higher pitch (E) and
a lower pitch (C) in a sequence, rather than the reverse (C/E)
to reflect the location of the accent of the original speech (see
e.g., Deutsch’s speech-to-song illusion, [26]). To enhance
indexicability of the spindex, musical notes can be mapped
onto each spindex cue, similar to auditory scrollbars. Spindex
design can also be extended to the inclusion of the second
syllable of the speech to distinguish a spindex from others
(e.g., “ap” for apple vs. “av” for avocado).
6.

CONCLUSION

Auditory displays inherently include a process of
“translating” a data dimension into an auditory dimension.
This representation and mapping process is a critical point
for users to interpret the system. The more users correctly
interpret the auditory signs of the system, the more
communicable and usable the system would be. As Burks
implies [24], elaborating “indexical” signs might be a right
way to obtain the sophisticated mapping. An attempt to
analyze new auditory displays through Peirce’s semiotic
prism helps us understand better the meaning of what has
been done and glean some hints about what has to be done
further and why. However, there might be some arguments
whether this theory is the best option to explain the semiotics
of new auditory displays – spearcons, lyricons, and
spindexes. This question would be a good starting point for
the next step of this research. I hope this attempt can
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stimulate various discussions on semiotic aspects of auditory
displays and contribute to improving both theory and practice
in auditory display design.
7.
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ABSTRACT
For the last two decades, research on auditory displays and
sonification has continuously increased. However, most
research has focused on cognitive and functional mapping
rather than emotional mapping. Moreover, there has not been
much research on cultural differences on auditory displays.
The present study compared user preference of auditory
emoticons in two countries: USA and South Korea. Seventy
students evaluated 112 auditory icons and 115 earcons
regarding 30 emotional adjectives. Results indicated that they
showed similar preference in the same category (auditory
icons or earcons), but they showed different patterns when
they were asked to select the best sound between the two
categorical sounds. Implications for cultural differences in
preference and directions for future design and research of
auditory emoticons are discussed.

1.

to human emotions, recent approaches try to embrace
emotions and affect in the design of auditory displays. For
example, musicons [16] (music + earcons) and lyricons [17]
(lyrics + earcons) have been introduced to improve aesthetic
aspects of the non-speech sound cues. A few studies have
attempted to treat with emotional aspects of auditory icons [8]
or earcons [9], but few studies compared affective effects of
both auditory cues in a single study [exception, 10]. Another
research gap is that an emotion study has relied simply on the
valence dimension [positive – negative, e.g., 11]. Moreover,
little research has focused on cultural differences on users’
perception on auditory displays. To tackle these issues, the
present paper assesses auditory emoticons composed of both
auditory icons and earcons across two different countries,
USA and South Korea. This systematic comparison will
provide acoustic parameters of the emotional sounds, which
will guide future design and implementation of auditory
emoticons in user interfaces.

INTRODUCTION

For the last two decades, research on auditory display and
sonification, the use non-speech sounds [1], has proliferated.
Auditory icons [2] (representative part of sounds of objects
or functions) and earcons [3] (ear + icons, short musical
motives as symbolic representations of objects or functions)
have been successfully applied to electronic devices as
representative non-speech auditory feedback for user activity
[e.g., 4, 5]. As tweaked speech cues, spearcons [6]
(compressed speech) and spindex [7] (speech + index) have
also shown enhanced performance and reduced workload
with auditory menu navigation tasks in diverse contexts, such
as desktop, mobile, and automotive environments. However,
all these sonification approaches are based on cognitive and
functional mappings as general HCI heavily depends on
cognitivism. Given that sound and music are deeply related
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

Figure 1: Examples of auditory icon and earcon.
2.

DESIGN OF THE SOUNDS FOR 30 EMOTIONS

Sixteen college students, who major (or minor) in sound
design or audio technology at Michigan Technological
University (MTU), created in total 640 auditory icons and
earcons for 30 affective adjectives (angry, boring, calm, cold,
comfortable, confused, dark, delicate, depressed (sad),
disgusting, dreamy, dynamic, fancy, free, fresh, harsh,
impressive, intimate, lively, magnificent, modern, plain,
pleasant (happy), scared (fearful), simple, soft, strong,
surprising, uneasy, and warm) based on multi-phase design
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panel discussions [12] under the two sound design experts’
supervision. Sound-specific affective adjectives were
selected from previous research using the statistical reduction
processes (factor analysis and multi-dimensional scaling)
[13, 14] and a couple of adjectives (disgusting and fearful)
were added, to include basic six emotions [15] in the study.
After completing iterative design panel sessions (3 times) and
removing acoustically similar sounds, we selected 112
auditory icons and 115 earcons for further evaluations.
3.

METHOD

In total, 70 college students were recruited in two countries.
Thirty-four students (male = 27; female = 7) were recruited
using the online recruitment system at MTU. Thirty six
students (male = 15; female = 21) were recruited using the
online recruitment system at Korean German Institute of
Technology. Auditory stimuli were presented via computers
and headphones (Sennheiser HD 380 Pro headset). The
auditory stimuli were composed of two categories: 1) auditory
icons and 2) earcons. There was no visual stimulus in the
experiment. Each participant listened to all sound clips from
both of the sound categories. Sound clips for each affective
adjective range from two to seven (M = 3.73 for auditory
icons, M = 3.83 for earcons). They could listen to the same
sound repeatedly as much as they wanted. After listening to
all sounds, participants were asked to record which of the
sound clips best conveyed a specific affective adjective (e.g.,
angry, boring, etc.). Upon completion of the task for one
category (e.g., auditory icons), participants did the same for
the other category (e.g., earcons). The order of category
(auditory icons and earcons), affective adjectives, and sound
clip presentation were randomized. Finally, participants were
asked to decide which better conveyed the specific emotion
between their favorite in auditory icons and favorite in
earcons. Each session lasted around 60 minutes.
4.

RESULTS AND DISCUSSION

Overall, in the same category (either auditory icons or
earcons), participants in both countries showed similar
preference for sounds. In other words, similar sounds induced
similar emotions for a majority of both participants. In
auditory icons, participants selected the same sound as their
favorite for 23 emotions out of 30. In addition, three sounds
selected as Americans’ favorites were selected for Koreans’
second best with the similar number of participants. Taken
together, 26 (87%) emotional sounds were similarly selected
as their favorite in both countries. They selected different
sounds only for the remaining 4 emotions: boring, calm,
confused, and depressed. For earcons, they preferred the
exactly same sounds for 25 emotions (83%). They selected
different sounds for the remaining 5 emotions: calm, free,
impressive, surprising, and uneasy.
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chi-square goodness of fit tests, p < 0.05). Likewise, eight
earcons were significantly more preferred than auditory icons
by Koreans, but five earcons were significantly preferred by
Americans (see Tables 1&2). For ‘fresh’, ‘lively’, and
‘pleasant (happy)’, Americans and Koreans commonly
preferred auditory icons over earcons. For ‘fresh’, ‘water
pouring into an ice-filled glass’ sound was commonly
selected as the best. For ‘lively’, ‘cheering and applauding
crowd’ sound was commonly selected as the best. For
‘pleasant’, ‘child laughing’ sound was commonly selected as
the best. For ‘dreamy’ and ‘fancy’, Americans and Koreans
commonly preferred earcons over auditory icons. For
‘dreamy’, ‘whole tone scale’ sound was commonly selected
as the best. For ‘fancy’, ‘baroque style harpsichord’ sound
was commonly selected as the best. We might infer that we
could utilize these sounds as standardized auditory emoticons
for both countries. However, other than these five sounds,
there was no commonality in categorical preference.
There were not clear results regarding basic emotions, but we
found some trends. Basic emotions tend to be more mapped
onto auditory icons than earcons. For ‘happy’ (child laughing)
and ‘disgusting’ (man vomiting), both Americans and
Koreans tended to prefer auditory icons. For ‘angry’ (traffic
jam) and ‘surprising’ (man short gasp), Koreans preferred
auditory icons. However, if there is a typical association
between an affective state and a musical parameter, earcons
were preferred. For ‘depressed (sad)’, both Americans and
Koreans tended to prefer earcons (minor chord). For ‘fearful’,
Americans preferred earcons (tremolo string sound). This
might be because both countries have a very similar structure
of western music education from the elementary school. We
might explain some of the results based on cultural
differences. For example, Korean participants (who live in
Seoul where the traffic condition is the worst in the world)
always suffer from traffic jam and could more clearly
associate traffic sound with their angry memory. On the other
hand, American participants (who are exposed to specific
media, e.g., Hitchcock’s movie “Psycho”) could more easily
associate the tremolo string sound with the fearful emotion.
Table 2. Participants’ preference between the two auditory
cue types.

There were different trends in terms of the best selection
across sound categories. Koreans showed stronger preference
for either auditory icons or earcons, whereas Americans
showed more distributed preference between the two
categories. To illustrate, to express ‘angry’, 92% Korean
participants preferred auditory icons (traffic jam) and only 8%
preferred earcons (distorted guitar). However, 52% American
participants preferred auditory icons and 48% preferred
earcons. In fact, nine auditory icons were significantly more
preferred than earcons by Koreans, but three auditory icons
were significantly preferred by Americans (determined by
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5.

CONCLUSION AND FUTURE WORKS

We hypothesized that we would identify commonalities and
differences in the relationship between affective sounds and
affective keywords in the two different countries. In a single
sound category, people mostly (over 80%) chose the same
sound for a certain affective state. In other words, people
prefer the same sound in a given sound set, regardless of
culture or country. However, if they are given two different
sets of sounds (i.e., auditory icons and earcons), their
preference selection might vary. While Americans’
preference was distributed more across the two categories,
Koreans’ preference was converged more towards either
auditory cue type. We cautiously infer that it might reflect
the cultural differences between the two countries, in terms
of individualism-collectivism. However, of course, there are
more variables that we cannot be sure for control, including
the effects of knowledge, experience, memory, media, and
other individual differences. Note that because all of our
sounds were created by Americans, there might be inherent
biases in the sound sets. Simply asking users about their
preference may not be the best way to design a good user
interface, but we believe that we could learn, at least, how to
avoid the worst sound for both countries. This effort is
expected to have substantial implications for designing
culture-specific auditory user interfaces as well as
standardized auditory emoticons, or the sounds per se that
work for all. Designers and researchers could get enough
hints for the next design iteration from this initial result.
Despite the successful initial attempt, there were some
limitations inherent in the current study. The number of
participants in each country was quite small and thus, may
not be sufficient to draw a firm conclusion. We are still
under data collection and the present paper is a type of
summary of initial findings. Moreover, the participant
groups were mostly graduate or undergraduate students and
thus, they might not be representatives of all the populations.
However, this homogeneous population can also serve as a
controlled variable. Another cultural limitation may be that
participants' importance of emotions and the meaning of
affective adjectives may not be the same across the two
groups.
Our next step includes recruiting larger samples with
multiple generations and more balanced gender in each
country and hopefully, extending our project team to more
diverse cultures and countries, including Europe, Africa, etc.
In addition to the lab study, we will construct an auditoryspecific affect dimension as 2D or 3D coordinates based on
our preference data [c.f., 13, 14] and implement the
interactive version online so that users from any cultures or
countries can contribute to adding any type of emotional
sounds where appropriate in a given coordinate. Of course,
they will be allowed to listen to the current sounds and freely
download them for their own research or design.
6.
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Man vomiting

Dog whimpering (Male weeping)

Glass breaking

Thunder clap or Distant ominous sound

Quizzical grunt (Magic sounds)

Sigh of relief and creaking of chair as sinking in

Wind and shivering

Breeze through trees and birds chirping (Bell)

Sigh (Yawning)

Traffic Jam

6%

64%

39%

45%

58%

55%

61%

67%

52%

55%

Auditory
Icons
Preferred
(USA)
52%

76%*

27%

97%*

27%

65%

54%

46%

27%

46%

32%

73%*

Auditory
Icons
Preferred
(Korea)
92%*

Fancy

Dynamic

Dreamy

Disgusting

Depressed (sad)

Delicate

Dark

Confused

Comfortable

Cold

Calm

Boring

Angry

Baroque style harpsichord

2 high pitched trumpet sounds

Whole tone scale

Descending deep synthesized tones

Piano minor chords

High-pitched oscillating piano notes

Ominous descending strings

Pitch bent tuning fork

Woodwind chords

Wind and descending piano notes

Dreamy pad (Clarinet sound)

Descending base

Distorted percussive guitar chords

Description of Most Preferred Earcons

70%*

61%

94%*

36%

61%

55%

42%

45%

39%

33%

48%

45%

48%

Earcons
Preferred
(USA)

100%*

100%*

24%

73%*

3%

73%*

35%

46%

54%

73%*

54%

68%

27%

8%

Earcons
Preferred
(Korea)

Table 1. The descriptions of the most preferred sounds in each category and percentage of the selection between the two categories. * indicates p-values < 0.05.

Synthetic pulsing
39%

0%

Description of Most Preferred Auditory Icons

C rowd cheering
30%

3%

Affective
Adjectives

Spoon tapping champaign glass

36%

31%

Synthesized choir and chime (Ascending flute)

19%

Free

Trumpet fanfare (Orchestra ending and symbals) 45%

100%*

0%

82%*

65%

64%

30%

38%

Wings flapping and bird chirping

Impressive

Aura (pad) and bass plus snare

55%

3%

43%
0%

Intimate

Ascending synthetic violin with percussion

76%*

54%

30%
55%

69%

Lively

Synthesized choir

64%

59%

Funk music baseline

Amazed “woah”

18%

81%*

Magnificent

Fuzzy pad and staccato melody

30%

81%*

Fresh

Girl pleased “ooh” or Kissing

70% *

0%

Modern

Single flute note

70%*

46%

97%*

C heering and applauding crowd

45%

35%

Pleasant (happy) 3 ascending piano notes

Plain

Tremolo string sound

52%

19%

70% *

Trumpet fanfare or Thunder clap

24%

62%

Scared (fearful)

Rhythimic xylophone

58%

27%

Water pouring into an ice-filled glass

Typing, and cacophony of beeping

36%

97%*

Simple

Descending piano (with reverb)

58%

46%

100%*

Typing on keyboard

70%*

46%

Soft

64%

Ascending fuzzy keyboard (Orchestration bang) 48%

Synthetic bass drum

33%

58%

C hild laughing

30%

41%

Strong

Tremolo keyboard (Trombone sound)

C ombination of high pitched keyboard notes

Woman blood curdling screaming

48%

19%

Surprising

Acoustic guitar chords

Harsh

Single tick of clock

42%

54%

Uneasy

57%

Wobbly bell

42%

81%*

Warm

42%

Loud bang

52%

73%*

Grating metal

Man short gasp

54%

67%

Scraping fingernails on chalkboard or Screechy sound 36%
Fire crackling
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ABSTRACT
In this paper we propose a game-based virtual reality platform for
evaluation of sonification techniques. We study the task of localization of stationary objects in virtual reality using auditory cues.
We further explore sonification techniques and compare the performance in this task using the proposed platform. The virtual reality environment is developed using Unity3D (game engine) and
an Oculus Rift, a head mounted virtual reality display. Parameter
mapping sonification techniques are employed to map the position
of the object in virtual space to sound. Hence, the framework defined here constitutes an auditory virtual reality environment. This
auditory display interface is subjectively evaluated in stationary
object localization task. A statistical analysis of the subjective and
objective measures of the listening test is performed resulting in a
robust and scientific evaluation of the sonification methods.
1. INTRODUCTION
Sonification is an increasingly common approach in typical tasks
like source localization, obstacle avoidance and navigation, hence
its significance in the field of auditory display research. Sonification methods have potential application to navigation systems in
vehicles and smartphones, assistive technology for the visually impaired and other eyes-free applications. The aim of these technologies is to deliver location-based information to support navigation
through sound. This is a very challenging task. The main challenge is to design a meaningful auditory display that is able to communicate relevant aspects of complex visual scenes, where psychoacoustics and aesthetics are important design factors [1]. The
resulting sound must be accurate in terms of the location-based information communicated, intuitive and as well as be acoustically
attractive to the user. A number of different sonification methods
for assisted navigation can be found in the literature [1]. In general, these methods scan the space for obstacles and synthesize the
properties of the scene using various sound rendering techniques
[2, 3, 4].
Hermann’s definition of sonification [5] implies that sonification is a data-dependent generation of sound using a systematic,
objective and reproducible transform. According to this definition,
sonification can be considered as a well-defined scientific method.
Both subjective and objective evaluation are important steps in the
design and implementation of auditory displays and the encompassing sonification technique [6]. Nevertheless, a robust evalu-

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

ation and scientific comparison of sonification methods is often
neglected by auditory display researchers [7]. To address these
limitations, we present a game-based virtual reality (VR) framework for a formal comparison of sonification methods for target
localization. VR is a computer-based technology that provides visual, aural and tactile stimuli of a virtual world generated in real
time [8]. VR has developed from research to a tool for both entertainment and training. VR is a part of wearable technology that
made a major break through with availability of Oculus Rift—a
head mounted display device—for VR gaming.
This paper reports on research aimed at demonstrating the use
of a VR platform for the evaluation of certain simple sonification
techniques. We focused on the task of localizing stationary objects
in a VR environment using auditory cues. We further explored
sonification techniques and compared the performance in the localization task using the platform.
The remainder of the paper is organized as follows: Section
2 describes the task that formed the basis for the proposed model.
We describe the proposed model in Section 3. Section 4 explains
the experimental setup facilitated by the proposed model. Section
5 presents the results of the evaluation. Finally, Section 6 draws
some conclusions and considers the possible future work.
2. TASK DESCRIPTION
Our aim was to evaluate the performance of different sonification
methods in the task of object localization. The test subject was
required to find a stationary object placed in a virtual space using
an auditory cue. Figure 1 depicts this task. We placed the subject at
a fixed position in virtual space and the subject was able to turn 360
degrees at this fixed position. The sound conveyed information
about the position of the object. Precisely, the subject was required
to bring the object within the (FOV). Once localized, the subject
was required to respond using a mechanical clicker, which was
recorded as an objective measure of response time.
3. PROPOSED MODEL
This section describes the game-based VR framework. Section 3.1
gives an overview of the model, followed by the details of visual
and auditory components in Section 3.2 and Section 3.3 respectively.
3.1. System Description
Figure 2 shows the block diagram of the proposed model. The
model is comprised of the following components:
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Field of View

Field of View

Stationary Object

Stationary Object

User

User

(a)

(b)

Field of View
Stationary Object

Mechanical Clicker

User

Figure 1: Task Depiction: (a) Subject is first presented with stationary object outside the FOV and corresponding auditory cue.
(b) Subject must localize the object by bringing the object into
FOV. (c) Subject must respond by clicking the mechanical clicker.
Data

Interface
OSC Interface

Auditory Component

Visual Component

Sonification Techniques

Virtual Reality Game

3. Auditory Component: The system’s Auditory Component
accommodates the sonification methods to be evaluated.
The sonification module transforms the data into auditory
cues using Csound4 . The design and implementation of the
sonification techniques is explained in Section 3.3.
4. User feedback and Measures: The test subject interacts
with the VR game in order to locate a stationary object using auditory cues. The subject provides responses via a mechanical clicker. During the process of the interaction, a set
of objective and subjective measures are recorded. Different sonification algorithms are used to accomplish the task.
Hence, a set of measures are available for each sonification
algorithm. Using those measures a quantitative and comparative analysis of the sonification methods can be performed. Section 4.1 explains the user interaction with the
system.
3.2. VR Game

(c)

Data
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The Visual Component, of the proposed model, constitutes a VR
game. Figure 3 illustrates the architecture of this component. We
have used the Unity3D game engine to develop the visual scene.
This virtual visual scene is presented to the test subject. The head
tracking accomplished by the Oculus Rift tracks the subject placed
in virtual space. The Scene Rendering procedure renders a stereoscopic view of the visual scene via the Oculus Rift. Figure 4 shows
the visual scene when the stationary object is not in the FOV and
Figure 5 shows the visual scene when stationary object is in the
FOV.

Subjective & Objective
Measures

Unity3D
Engine
Control

Control
User Feedback

Head Tracking
&
Scene Rendering

User

Visual
Scene

Audio Output

Head
Tracking

Sensor
Data

Figure 2: Proposed Model
1. Visual Component: This component incorporates a gamebased VR that facilitates the real world task of stationary
object localization in virtual world. The VR game is implemented with the aid of Oculus Rift1 and Unity3D2 . Oculus
rift is a virtual reality head-mounted display developed by
Oculus VR. Unity3D is a cross-platform game creation system developed by Unity Technologies, including a game engine and integrated development environment. Section 3.2
presents the implementation of this component.
2. Interface: The relevant data of the virtual world is sent to
the Auditory Component via an Open Sound Control (OSC)
interface. OSC is a protocol for communication among
computers, sound synthesizers, and other multimedia devices that is optimized for modern networking technology3 .
1 https://www.oculus.com/
2 http://unity3d.com/

3 http://opensoundcontrol.org/

Scene
Rendering

Oculus
Rift

Stereo
Rendering

User

Figure 3: Architecture of the Visual Component.

3.3. Sonification Design
Mapping: In this paper, we use Parameter Mapping Sonification
(PMSon) [9] which involves mapping of measured variable or data
to value of sound synthesis parameters like frequency, brightness,
amplitude. Here the azimuth of the stationary object with respect
to the subject in virtual space is used to provide the information
of the object’s location. This azimuth is mapped to a 180 degree stereo sound field, with the locations behind the listener being mapped in front of them. This mapping results in amplitude
4 http://www.csounds.com/
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veloped signal is then panned with or without jitter. We term the
sonification methods as sine, sine + jitter, pluck, pluck + jitter,
noise, noise + jitter. We aim to evaluate the effectiveness of signals of different spectrum and also determine if the jitter adds value
in the source localization task.
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Object

Left Eye
View
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Right Eye
View

User

Spectrum
Sine

Pluck

Noise

Virtual
Space

(a) VR Game: Top View

(b) VR Game: Front View

Figure 4: Visual Scene: Stationary Object Outside FOV

Field of View
(FOV)

Stationary
Object

User

Envelope

Right Eye
View

Left Eye
View

Jitter
Stationary
Object

Stationary
Object

Data Mapping

Stereo Pan

Stereo Out

Virtual
Space

(a) VR Game: Top View

(b) VR Game: Front View

Figure 5: Visual Scene: Stationary Object Inside FOV

scale factor for left and right channel of the stereo output which is
continuously updated with the head rotation. This results in a continuous panning of the signal into the stereo auditory field based
upon the angle between where is subject is looking and the stationary object. Front-Back confusion only occurs when object appears
exactly in front or behind the subject and was thus not considered
a significant impediment.
Spectrum and Envelope: It is known that the spectral content
(spectrum) of a sound source, along with the manner that the content changes over time, is largely responsible for the perceptual
quality of timbre [10]. We made a choice of three different spectral types to test the effect of spectral content on the subjects ability to localize the virtual sound source, a pure tone of 1 kHz, white
noise (an equal distribution of all frequencies in the spectrum) and
a plucked sound which is somewhat in-between the pure tone and
the noise. All signals are of one second duration and are attackdecay (AD) enveloped with an attack time of 20ms. These choices
are psychoacoustically motivated as humans are known to be sensitive to timbral difference when the attack time of the signal is
short [11].
Jitter: We define jitter as a special effect. Humans tend to ascertain the direction of sound source by moving their head. We
simulated this effect by oscillating the azimuth of the stationary
object by a small azimuth δ. The δ chosen was 5 degrees azimuth
at a rate of 15 cycles per second. These values were chosen after
making few informal trials. This small movement of the position
of the stationary object results in oscillation of the stereo pan variable.
As shown in Figure 6 we combine all the above design elements to create six different sonification methods. The spectrum
generated by sine, pluck and noise is AD enveloped. This en-

Figure 6: Six sonification methods. Sine, pluck and noise is enveloped and then panned with or without jitter.

4. EXPERIMENTAL SETUP
This section details the experimental setup employed to evaluate
the sonification methods introduced in Section 3.3. Section 4.1
illustrates the listening test procedure undertaken. Then, the subjective and objective measures adopted for the listening test is introduced in Section 4.2.
4.1. Test Description
Two test cases were chosen considering that the sonification
method could be used in scenarios of total blindness like driving
at night or by visualy handicapped. The aim was to determine the
difference in response time with the additional visual modality.
1. Test 1 (Blind):
In the first test case the subject was instructed to perform
the task of object localization, as described in Section 2,
with auditory feedback but without visual feedback. In this
case, the visual scene was blacked out and only the auditory
cue was presented to the subject.
2. Test 2 (Sighted):
In the second test case the subject had both auditory and
visual feedback. The task was the same as for blind test
case.
Each of the six different sonification methods, as described in
Section 3.3, was tested in both the above cases. Each subject had
to undertake both test cases. As shown in Figure 7, subjects were
presented with stationary objects in the described virtual space at
eight different fixed locations for each sonification method for each
of the two test cases. A single instance is referred to as a trial,
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where the stationary object was presented at a single fixed location. In all, each sonification method was tested for eight different
locations and for both the cases of blind and sighted for a total of
96 trials per subject.
The entire listening test was conducted in three sessions. The
first was a training session in which the subject became familiar
with the use of the Oculus Rift, VR Game and sonification methods. The second and third sessions encompassed the 96 trials. The
order of presentation of trials was randomized across all the participants. In order to ensure that there is no motion sickness due to
the Oculus Rift, each trial was limited to a maximum duration of
20s and each session took no longer than 15 minutes.

Reset Position

Stationary
Object

July 8–10,
8-10, 2015, Graz, Austria
July

inside the FOV and respond using the clicker as soon as the subject
has seen the object. The processing of click sound to measure the
response time is described in Section 4.2.2. When the test system
detects a click, the trial ends and evaluation measures are recorded.
This process is repeated for all sessions.
Thirteen participants took part in the experiment. The average age of the participants was 30.23 years (standard deviation
of 11.12 years). The group included people of German, Indian,
Spanish, Australian and Chinese nationality. Nine males and four
females took part. Some test-oriented questions were asked. It
was found that six participants had background in music or audio processing. Four of them had background in audio processing,
two in both audio processing and one in music. The remaining
seven did not have music or audio processing knowledge. With
regards to experience with Oculus Rift, only one out of 13 participants had previously used Oculus Rift. With respect to gaming
expertise, seven were amateur, four rated themselves as intermediate and two as experts. With respect to listening test expertise nine
were of beginner level and four were expert.
4.2. Evaluation Measures

User

The sonification methods introduced in 3.3 were evaluated by a
listening test in which both subjective and objective measures were
recorded.
Virtual
Space

4.2.1. Subjective Measures

Figure 7: Stationary objects at 8 unique fixed positions for each
sonification method for each subject.

We asked the subject to rate each of the sonification method on a 5
point Likert categorical scale [12] according to the agreement with
the following statements:
1. ”The mapping of location to sound is intuitive.” This question was asked collectively for all the sonification methods
because the mapping remains the same for all methods.

Click

2. ”The sound is pleasant.” This question was asked for each
sonifcation method.
Ready

4.2.2. Objective Measures

User

Click

Start

Figure 8: Single trial as seen by the subject. When ready, subject clicks to reset the Oculus Rift orientation to the reset position.
Then the test subject is presented with the scene and auditory cue.
The subjects localize the object and click to respond.
A single trial as seen by a test subject is depicted in the Figure 8. The subject clicks the mechanical clicker when ready. The
position of the subject in virtual space is first reset to a fixed reference position. Once reset, the subject is presented with the scene
and auditory cue. In the blind test case the subject is instructed
to achieve the task of localizing the stationary object to the center
of the FOV and then respond using a mechanical clicker. While
in the sighted test case, the subject is instructed to bring the object

In order to objectively evaluate how quickly the subject responds
to different sonification method, the response time of subjects was
measured. The subject’s response time was recorded using a system of mechanical clicker, audio recorder and onset detector. We
call this time responseTime. The click has dual function in the
course of the experiment; to both start/stop the trial and to record
the response time of the subject.
Figure 9 is a block diagram of the system used to record the
sound of the clicker and to determine the response time. The
equipment used was an RME Fireface 400 – a firewire audio and
midi interface developed by RME5 . We used this to record both
the input signal from the microphone and the output signal from
the Auditory Component simultaneously. The stereo output from
Auditory Component was sent to headphones as well as re–routed
using external cables back to the Fireface interface. Hence, we
have a 3-channel audio setup, one channel with click sound and
the second and third with left and right audio from Auditory Component. Since we are using a standalone hardware interface the
audio signal sent to headphones and re–routed reached the headphones and Fireface input channel at the same time. This ensured
5 http://www.rme-audio.de/en/company.php
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that there was no processing delay when calculating the reaction
time of the subject. It is crucial to avoid system delays because the
sonification methods are compared in terms of reaction times. The
onset detector is applied to the recorded signal in run-time. We
used Musical Onset Database And Library (Modal)6 for real-time
onset detection. This real-time onset detection is carried out with
linear prediction and sinusoidal modeling, based on the work of
Glover et al [13].
Click Sound
Microphone
Audio
Out
Re-routed

Click Sound
Click
Audio Left
RME Fireface 400
Audio Right

Onset
Detector
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of 66ms CPU usage and 16ms of GPU usage to run a single routine. Furthermore, this value was not constant over time which was
unacceptable when accurate measurements were required. The
OSC message exchange took only 6µs per data exchange; Hence
negligible. The time taken by Auditory Component i.e. Csound
was also negligible. However, a non-constant delay of the order of
66ms was unacceptable for comparing the response time between
different sonification methods. For example, results discussed in
Section 5 show that the difference in response time is of the order of 100ms to 150ms. Hence a 66ms routine would result in an
erroneous measurement. Therefore, a decision was made to use a
system of mechanical clicker, audio recorder and onset detector to
measure the response time.

responseTime

User
Stereo
Out
Auditory Component

amplitude

responseTime

Figure 9: System to measure subject response time.
This onset detector aids in precise detection of response time
and is illustrated in the following steps:
1. Subject clicks to start the trial. At this point the 2nd and 3rd
channel contains no signal since the task is not yet in action and no sonification is in progress. A simple predefined
threshold is measured in the 1st channel to detect the click.
Once detected, the trial begins
2. The trial starts and all the three channels are recorded simultaneously. The subject tries to find the object.
3. Subject clicks once more when task of object localization is
complete. Again, a simple predefined threshold is measured
in the 1st channel to detect the click. Once detected the trial
stops.
4. Finally, before the next trial is scheduled, the onset detector
is applied on the signal in all the 3 channels. The onset detector detects click onsets on 1st channel corresponding to
start and end of the trial. It also detects the onsets in 2nd and
3rd channel corresponding to the start of sonification. Thus,
responseTime is the time difference between the first onset
among 2nd and 3rd channel and the onset corresponding to
second click.
Because all the audio signals are recorded in the same audio interface, this method ascertains the precision of the response time.
Because we take the first onset among those channels, it also ascertains precision in the case where the object is exactly right or left
of the subject. The audio was recorded at 44.1 kHz and also the
onset detection was essentially performed after the trial using the
recorded signal. Hence, there was no processing lag introduced in
response time measurement. Figure 10 shows the audio recording
setup of a listening test trial.
It was initially thought that a simpler method such as keyboard/mouse input could be used to record the response time. But a
performance profile of the implemented system of auditory virtual
reality game showed the Visual Component consumed a maximum
6 https://github.com/johnglover/modal;
A crossplatform library for musical onset detection, written in C++ and Python. It
is provided under the terms of the GNU General Public License

samples

Figure 10: Onset Samples: Top – Click signal, Center – Sonification signal left channel, Bottom – Sonification signal right channel;
Dotted Red Line – Onsets detected.

5. RESULTS
The sonification methods were evaluated for the measures defined
in Section 4.2. The main aim was to find out if there was any significant difference in response time between the six sonification
methods. The response times were then used to determine the effect of the auditory feedback on the task. It was expected that the
sighted test case would result in faster response time than in the
blind test case.
Figure 11 shows a boxplot of the reaction time with and without visual feedback (namely, Sighted/Blind on the x-axis) and the
sonification method factors. Mean values are shown as black circles on the box plot for each of the conditions. We observe that the
mean reaction time is statistically lower in sighted test case when
compared to blind test case for each sonification method except for
for noise + jitter as seen in multicomparision. Also, the Interquartile Range (IQR) for the test case sighted, has less spread than for
the test case blind, for each of the sonification method. This is
probably because an additional visual modality provides more information in sighted test case. One other important observation is
that the IQR of noise is smaller when compared to other methods,
implying that the noise sonification method was more predictable
and consistent over other methods.
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except for pluck in sighted test case. However, the differences are
not significant.
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time [s]
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noise

5

noise + jitter
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Figure 11: Boxplot describing the effect of the sonification methods and visual feedback on the task of object localization.
5.1. Global effect of the visual feedback and sonification methods

Subjects

In order to assess the effects of the sonification methods and the
complexity of the visual search experiments, a 3–way ANOVA
analysis of the reaction times has been performed. The sonification
methods and the use of visual feedback were fixed factors, whereas
subjects were set as a random factor for the statistical analysis.
First we checked how much the performance varied between
subjects. A multiple comparison was performed to check which
pairs of means are significantly different over the different factors.
It results in the estimated inter mean group difference and the confidence interval for the compared group. Figure 12 shows a multicomparison of the subjects over all the sonification method and
test cases. It can be seen that subjects 6, 7, 8, and 10 performed
worse than at least one of the best group of subjects. Therefore we
decided to eliminate these subjects and evaluate the sonification
methods based on the remaining subjects and we call them expert
subjects.
1
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Figure 12: Multicomparision of subjects against all sonifcation
methods and test cases. Subjects 6, 7, 8 and 10 perform worse
than at least one subject from our expert group.
Next, we proceeded with the multicomparision of sonification
methods against the blind/sighted test cases and Figure 13 shows
these results. It can be observed that the mean response time in
test case sighted is statistically significant than blind test case for
each sonification method except for noise + jitter. Interestingly,
the noise + jitter in blind case performed statistically better than
the noise in sighted case. Also, we see that when jitter is added, the
sonification methods tended to perform better than its counterpart

1

1.5

2

2.5

3

3.5

4

4.5

time [s]

Figure 13: Multicomparision of sonification methods against all
the two test cases. Top six is for the sighted case and bottom six
are for the blind case.
Results of the ANOVA analysis show that the sonification
methods did not have a statistically significant effect on the average reaction time (p = 0.1533 > 0.05), while visual feedback
had a statistically significant effect on the average reaction time
(p = 0.0112 < 0.05). We now analyze each of the individual
factors, visual feedback and sonification methods, in more detail.
5.2. Local effect of sonification methods for each test case
We then analyzed the sonification methods as a factor and compared reaction times for both the test cases (sighted and blind).
For this, a 2-way ANOVA of the reaction times for all sonification
methods in the two test cases was performed. Here, the sonification method is a fixed factor and subjects are a random factor.
Although we expected noise, due to its wider spectrum, to result in faster response, we can observe that noise performed statistically worse than all other methods in sighted test case. There
are no statistically significant differences among the remaining 5
methods, as shown in the multicomparision plot of Figure 14. Signal with jitter tended to perform statistically better than its counterpart but it is not significant in sighted test case.
As shown in Figure 15, for the blind case we see that noise +
jitter performed statistically worse than all the other methods but
noise and pluck . The performance of jitter is inconsistent in the
blind case.
Even though noise + jitter has statistically better objective performance, as we will see in Section 5.3, it had had lower subjective
rating. Also, pluck + jitter, which is rated subjectively higher by
subjects, performed statistically worse in sighted test case.
5.3. Subjective Measures
Statement 1 – The mapping of location to sound is intuitive:
Figure 16 shows the responses of the participants. 7 out of the 13
participants strongly agree to this, while none disagreed.
Statement 2 – The sound is pleasant:
This was asked for every sonification method in both the test
cases. The outcome is as shown in Figure 17. Noise + Jitter has
attracted more negative reviews compared to other methods. In all
other cases the methods with jitter seemed to be preferred over its
counterpart. In general, noise was also rated lower compared to
sine and pluck by the subjects.
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Figure 14: Multicomparision of sonification methods in the
sighted test cases.
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Figure 16: Likert scale for: Mapping of the location to sound is
intuitive.
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Figure 15: Multicomparision of sonification methods in the blind
test cases.
6. CONCLUSIONS AND DISCUSSION
This paper describes a virtual reality platform as reliable and scalable experimental setup for evaluation of sonification methods. We
have defined the task of source localization in virtual space and
developed a system to facilitate the same. Further, perceptually
motivated sonification methods were designed and implemented
using PMSon method. We also defined response time as objective measure and implemented a robust and low latency system to
determine the response time of the subject. Subsequently, a formal listening test was performed to subjectively evaluate the performance, aesthetics and intuitiveness of the designed sonification
methods. Finally, the subjective and objective measures were statistically analyzed to achieve a scientific comparison of the sonification methods. The results show that noise + jitter performed significantly better than other methods in blind test case but was rated
subjectively low by test subjects. Although we expected noise, due
to its wider spectrum, to be statistically better than other methods, in sighted case noise performed statistically worse than other
methods. The noise method tended to be more robust in both blind
and sighted test cases in terms of IQR, but it was rated as less
pleasant than other methods. Another clear result is that, with the
addition of visual modality mean response times were significantly
shorter except for noise in sighted test case. With addition of jitter better response times were recorded in sighted test case but not
statistically significant than its counterpart, while in blind test case
it was inconsistent.
Real world applications require more complex tasks such as
localizing moving objects, navigation. As an extension to this

Agrees

Neutral

Disagrees

Strongly
Disagrees

Likert Scale

Figure 17: Likert scale for: Sound is pleasant.
work, we could add to the complexity of the system to accommodate such complex tasks. Further, other sound parameters like
loudness, reverberation, 3D binaural could be explored to facilitate
such complex tasks. This system could also be employed to evaluate parameter optimization in sonification. The use of a gamebased virtual reality for scientific experiment has been exhibited.
The methodology could be adapted in similarly motivated work
like audio listening test experiments, sonification for medical and
industrial applications. and might be useful in blind navigation,
in-vehicle sonification for driver assistance etc. experiments.
This research validates the use of a virtual reality system in
sonification evaluation. By being both scalable and reproducible,
it makes a contribution to reproducible research in sonification.
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ABSTRACT
Mobile devices have been used in soundscape installations
and performances over the past decade or longer, often to
emphasize social interaction. Multichannel sonification has
been found to successfully represent data describing
kinematic phenomena. However, there are few if any
examples where these two approaches are combined. The
Locust Wrath project has evolved in stages: first, as surround
sonifications of climate data for a multimedia dance
performance; then, as a frontal display sound installation and
as material in a live performance of ‘musical’ interactive
sonification; and recently, as an audience participator work.
We developed a system for spatialized sonification of data
using a server-client model with iOS devices. In two
multimedia performances, the audience members’ iPhones
were employed ad hoc to constitute a large auditory display.
This paper describes the artistic background to the project,
outlines the stages, and focuses on the design and
implementation of the Locust Wrath client app.
1.

INTRODUCTION

This paper will first review some works that have inspired
the Locust Wrath project. They are of two kinds: soundscape
installations using mobile devices, and multichannel
sonification displays. We then outline the concept and relate
the artistic outcomes so far. The bulk of the paper is
dedicated to describing the system design of Locust Wrath #3,
where iOS devices are employed to constitute a large
auditory display for audience participatory, spatialized
sonification of climate data. Finally, limitations of the present
system and some avenues for further work are discussed.
1.1. Soundscape installation with devices
An early example of ‘locative music’ was “Net_Dérive” [31].
Three iPhones were carried by performers ‘drifting’ around a
Parisian neighborhood, and collecting audio and video that
were automatically uploaded to the Internet. The material
was recuperated at a gallery and recombined in various ways,
constituting a real-time composition through which a
‘collective narrative’ emerged. The authors wanted people to
be “not just passive viewers, but… able to interact with the
mobile participants” through bidirectional exchange of
material [32]. As a work of cultural critique, the piece aimed

This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

simultaneously to provide tools for urban archaeology and
highlight the capacity of surveillance technologies. In a
similar spirit, the experience of “SoundscapesLandscapes”
[22] was one of a mixed-reality soundwalk through place and
time. City flaneurs could delve into a colorful part of Athens
by visiting map hotspots where geotagged audiovisual
material became accessible with a smartphone application.
By gradually revealing carefully crafted interviews,
soundscapes, and audiovisual compositions, the history of the
neighborhood was unearthed. In “Cloud Bridge” [35],
visitors at a public library could interact with a generative
system with their iOS devices. Browsing and making
selections contributed to parameterizing the synthesis of
visuals that were displayed on screens, and of surround sound
diffused over loudspeakers. Thus, the situation was akin to
interactive cinema [2].
A similar, quite playful setting was found in [23]. Audience
members listened to music and continuously rated their
perceived emotion using handheld devices. Their ratings
were graphically illustrated in real-time on a large focal
screen. As people could inspect a visualization of the others’
feelings, the social aspect of the listening experience was
reinforced. The emphasis on soundscape listening as a
mediator for social exchange was equally important in
“Hurly-Burly” [5]. This framework invited users to share
their own audio recordings and other material in a social
media environment to engage in a social interaction via
personalized “friendship compositions”.
Another important category of device-enabled soundscaping
is found in the concert context, where audience participatory
music-making is a rapidly growing field, spawning more or
less persistent mobile phone orchestras [34]. Suggestions for
developing a taxonomy of design principles relevant to such
works are found in [26].
The works briefly reviewed so far are essentially musical.
They show an emphasis on social listening, and sometimes,
but not always, have a focal creative person such as a
conductor or performer. A different approach to soundscape
design is enabled by sonification techniques, in particular
when sound spatialization is used.
1.2. Immersive multichannel sonification
Sound spatialization is a particularly useful sonification
strategy when the source data describe a physically
distributed phenomenon. In a review [8] of almost 500
projects, it was reported that while stereo panning is common,
multichannel panning was only used in a sixth of the cases.
An even smaller portion employed high-precision methods,
such as vector-based amplitude panning (VBAP), HRTF, or
Ambisonics (see [25] for an overview of these techniques).
The review authors reported that sonification designers often
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explicitly identified sound spatialization as a “natural way” to
render source kinematics salient, i.e. location and motion in
the phenomenon which were represented by the data.
Examples of this approach applied to earth data are found in
[24] and [3]. In the latter, a VBAP method was used to create
a multichannel sonification of weather data: specifically, hail
storms and statistics of the physical injuries that these caused.
Because the sonification used a ‘cube’ loudspeaker setup to
create a 3D soundscape, sonic movement was evident and
listeners could grasp spatial gestures as representing the
movements of actual weather systems. The prevalence of
injuries was brought to the listener’s attention by a variation
in the modulation index of an FM synthesizer, affecting the
perceived brightness of the corresponding sound events.
Examples of applications applied to the study of the human
brain are found in [1] and [28]. The latter, “Neurospaces”,
gives an interesting recent contribution to the discussion of
aesthetic sonification. The authors describe it as a musical
composition based on the interaction between five
instruments and sonifications of fMRI recordings of brain
activity. The instruments were dispersed around the audience
to represent separate conical sections of the brain. The
authors were attentive to the question of how the inherent
spatiality in the data could be convincingly mapped to the
performance space and thereby become a means for musical
expression.
1.3. A novel approach
Despite the fascinating results from multichannel data
sonification and the increasingly prevalent and innovative
usage of mobile devices in musical and social installation
contexts, there are few examples combining the two
approaches. In our literature review, we have not been able to
find publications describing such projects. The attempts at
doing so in “Locust Wrath #3” might thus be a novelty.
2.
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The geographical grid in the climate data, as well as the
performance taking place ‘in the round’, suggested a
surround sonification soundscape, something we have
explored in earlier work, e.g [20]. A virtual instrumentarium
was built in Max, consisting of 18 spatialized ‘harps’ with a
total of 352 strings. The superposition of geography, virtual
instrument spatialization, and physical performance space
was strictly adhered to, and is illustrated in Figure 1.
After testing various basic sonic unit generators, we settled
on a modified Karplus-Strong physical model of a resonating
string. We described the climate-to-sound mapping as
follows in a program note: “If there was rainfall in one
geographical area on a certain day, then one specific string
was struck at the corresponding time in the piece. If it
happened to be hot that day, the string resonated longer. The
higher the atmospheric pressure, the more detuned it was.
Humidity was mapped to vibrato depth. The wind speed
affected the quality of the plectrum that plucks the string, so
that stronger wind gave a sharper tone… Sonification
compresses time; weeks of data can pass by every second.
The sonified soundscapes represent weather systems pushing
through the geography in complex patterns. The climate is
rendered as a music, whose form - gesture, timbre, intensity,
harmony, spatiality - is determined by the data.”
In summary, the sonification mapping was:
•
Precipitation  Pluck string;
•

Geographical grid  Spatialization and Tessitura;

•

Pressure  Detuning;

•

Temperature  Resonance (feedback amount);

•

Humidity  Vibrato depth;

•

Wind Speed  Excitation smoothing.

THE LOCUST WRATH PROJECT

2.1. Surround sonifications for a multimedia performance
The Locust Wrath project [19] started in mid-2013 when one
of us (Lindborg) was commissioned to create parts of the
sound design for a multimedia dance performance [14]. The
concept of aesthetic sonification was important to our initial
approach to the material. It is discussed in [17] and will not
be further pursued here. The performance was developed in
rehearsals with the dancers through a process of guided,
collective improvisation. It became clear that the sound
design needed to have specific musical characteristics, and a
sequence of movements was eventually defined. To flexibly
work within this creative environment, tools for interactive
sonification were developed in Max (Cycling ’74).
The overarching themes for Locust Wrath were (and are still)
climate change and how people might deal with its effects.
To support this inquiry, [15] provided us with data sets
representing historical meteorological records and future
predictions, respectively. On an artistic level, the use of
specific weather data is important to the concept. For the
presentation in Athens (see Section 2.2), data pertaining to
the Mediterranean were used, while for the presentations in
Singapore, data sets covering South-East Asia were used. Of
equal importance was to identify specific historic periods for
the climate data: past and future.

Figure 1. Map of South-East Asia overlaid with 352
geographical gridpoints in 18 sectors, sonified as
‘virtual harps’.
The transfer function in each case was manually adjusted by
drawing the shape in the graphic user interface while
listening to the results. Once set, the mapping arrangement
was not altered. On the other hand, global settings such as
data flow rate, fundamental pitch, and mapping limits were
designed for each movement separately in order to match the
dramatical needs at that point in the performance.
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2.2. Locust Wrath in installation and live performance
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Live interactive sonification with Locust Wrath remains a
possibility for future work but will not be pursued at this
point.

2.2.1. Installation
The spatialization strategy was entirely reworked for Locust
Wrath #2. This was a sound installation in a public space [21]
supported by a 7-channel frontal 2D auditory display; see
Figure 2. The data represented the predicted weather forty
years into the future, i.e. 2015-55. Since the installation took
place in Greece, the data was chosen to cover the whole of
the Mediterranean Basin with a grid of 300 points. Four 21channel files were rendered, each 12 minutes in duration and
representing one decade of data. They were interspersed with
recordings of a child’s voice (the composer’s daughter)
narrating her imagined future while growing older. This
‘radio play’ artifact was added to the discourse in order to
increase accessibility to the piece by lending a human
perspective onto the vast temporal developments being
sonified. The piece was realized as originally intended, with
a custom-built 21-loudspeaker display, in March 2015 in
Singapore.

Figure 3. Poster for “Make it New” within which Locust
Wrath #3 was a part.
2.3. Immersive soundscapes for multimedia performances
The next step in the project came with the creation of parts of
the sound design for two new productions, [12] and [13], on
the occasion of ArtsFission’s 20th anniversary; see Figure 3.
Both were site-specific multimedia dance performances at
the National Design Centre in Singapore. This is an open
white-box like space with ~300 m2 floor area and 3 balcony
levels on four sides. Director Angela Liong sought to
emphasize an audience participatory and immersive overall
character; for example, the dancers and audiences
intermingled throughout the space in various configurations.

Figure 2. The Locust Wrath #2 installation at the
Onassis Cultural Centre in Athens.
2.2.2. Live sonification performance
An adapted version of Locust Wrath #2 was used in a live
performance at the Liquid Architecture Singapore event in
October 2014. As the parameter mapping can be piloted in
real-time, the composer ‘played’ the sonification like an
instrument, to a high degree controlling the perceptual effect
of the output. While this was an interesting experience, the
merits of the attempt were uncertain. The concept of
sonification as a systematic and (ideally) objective method
clashed with the concept of performance as a (partly)
spontaneous interaction. In this performance, the value of one
approach undermined the value of the other. The crux of the
matter is the opposition between ‘ars musica’ and ‘ars
informatica’, proposed in [33]; see also [10]. They represent
two fundamentally different purposes of making sound: the
former as a source for aesthetic experience, the latter as a
source for scientific knowledge. As a consequence, they
polarize the approaches that sonification designers use, as
well as the attitudes that listeners hold. Though the
distinction has existed for millennia (see the intriguing
description in [8] of data sonification in ancient
Mesopotamia; or, consider the Apollonian - Dionysian
dielectic), its implications to sonification practices are only
recently becoming a theme of interdisciplinary discussion,
with input from technical, perceptual, utilitarian, and
aesthetic perspectives (cf. [10], especially chapter 7).

The physical proximity between performers and visitors
suggested that handheld devices might be used as ad hoc
loudspeakers for an immersive soundscape design. We
therefore conceived the idea of an iPhone app [16]. An
obvious challenge was the low sound output level from its
loudspeaker. The sound of a single device would easily be
lost in such a large space. However, we hypothesized, might
not the sound of a large number of synchronized devices
fuse, and together fill the space? Beyond optimizing the
technical audio delivery, it was going to be important to
contextualize the user experience of such a soundscape
design. Usherers and students helped audience members
download and install the app, and made sure they would
know how and when to use it in the performance. Its ‘solo
sequence’ in the flow of the performance was quite carefully
planned in order to work together with the expected modest
sound levels of an iPhone soundscape, so that qualities such
as intimacy and immersiveness would be in the foreground.
3.

SYSTEM DESIGN IN LOCUST WRATH #3

While Locust Wrath #3 was created for a specific event, we
wanted the system to be adaptable to future ‘site-generic’
events; these might call for other sets of data, mapping
strategies, and sound synthesizers. Before going into the
details of the iOS implementation, we will relate the visitor
experience with the app, and give an overview of the serverclient model.
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3.1. Visitor perspective
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the server GUI shown in Figure 6, the sonification mapping
was selected as follows:

The degree of user interaction in the present system is
minimal: the participants are asked to let their devices be
roped in as ‘miniature loudspeakers’ and form a distributed
auditory display filling the installation space. As seen in
Figure 4, the Locust Wrath app is downloaded from iTunes
[16]. The audience then logs onto a dedicated wireless local
area network, and launches the app.

•

Precipitation  Pluck loudness;

•

Geographical grid Spatialization;

•

Pressure Sharpness of attack and Vibrato depth;

•

Temperature  Tessitura;

•

Humidity  Resonance (feedback amount);

•

Wind Speed  Detuning and Vibrato speed,

and as before, the transfer functions were defined
heuristically in studio; that is, in a process of subjective
improvement of the output, as judged by informal listening
and while making gradually smaller and smaller changes to
the function parameters. The feed-forward parameter was
tested but eventually not used.
The parameters were broadcast over a local area network
(LAN) using a high-quality wireless router. The client iOS
devices receive all data, but each app only retains data that
correspond to its current position in the grid. Audio synthesis
is then done locally on each device.
Figure 4. The Locust Wrath app on iTunes.
Figure 5 shows the user interface after the app has been
launched. ‘Test Tone’ buttons are provided so the volume
can be adjusted or switched out of silent mode if needed. The
participant is prompted to click on the map of the venue to
indicate her location within the space. After selection, a red
dot appears on the nearest grid point to provide feedback of
the selection. Gridpoint IDs are shown for information to
indicate that the device is ready for receiving weather data
from the server.

The iOS implementation is currently limited to a KarplusStrong synthesizer with a polyphony of nine voices. Thus,
each device covers a square of nine nodes in the grid. The
system requires each device to be assigned a position with
respect to its real location in the installation space. There are
presently three main location services available to iOS: GPS,
cell tower, or iBeacon ([7]). However, since the installation
took place indoors and required a high degree of precision,
the first two could not be used. A future implementation
might investigate the latter system. For the present purpose,
we settled on the simple solution of letting the users
themselves inform their position via the user interface (see
Section 3.1 and Figure 5).
We determined a straightforward internal protocol to pass the
synthesis parameters from the server to the clients using tools
in [29]. Clients connected to a dedicated WiFi hotspot in a
LAN environment. The server broadcasted the entire set of
data, i.e. a block of 32 datagram packets each consisting of
cell ID (16 bit integer), timestamp (32 bit integer), and
synthesizer parameters (7 x 32 bit floats for direct gain,
smooth width, frequency, feed-forward gain, feedback gain,
LFO depth, and finally LFO speed). See Section 4 for details.
The client identified its own cell IDs and selected the
appropriate data to play, depending on its assigned location.

Figure 5. The graphical user interface is a plan of the
installation area. The audience member could move
about freely during the show, indicating her position
(red dot) by clicking on the screen.
3.2. Server – client model
We designed a system based on a server-client model. A
central server application, programmed in Max (Cycling 74),
runs on a Macintosh desktop computer. As described in
Section 2, the application allows interactive, dynamic
transformation of raw data to synthesis parameters. Given the
physical proportions of the venue, we retrieved climate data
in a 25 x 12 grid (thus 300 points) representing a vast
geographical area of South-East Asia (cf. Figure 1). Using

Figure 6. Server GUI for data  sound synthesis
mapping and scaling. Transfer functions are set by
selecting and dynamically adjusting the parameters of
a suitable function, e.g. power, generalized logistic, or
trigonometric.
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4.

iOS IMPLEMENTATION

The system design posed certain challenges for the
implementation of the iOS client. Firstly, the iOS devices had
to be fast enough to emulate the polyphonic Karplus-Strong
synthesizer. The boundary conditions for maximum
polyphony, sampling rate and buffering size were
investigated. Preventing buffer dropouts and other audible
defects was crucial to the overall results.
Secondly, the network conditions inevitably affected the
sonic output in terms of audio latency and smoothness of the
streaming. To design a system matching the project’s need,
the network environment, including router and network
protocols, was investigated.
Thirdly, since the auditory display was in fact an ac-hoc
network consisting of dozens of iOS devices, all the nodes
had to work coherently in good synchronization. A
mechanism with real-time network capability tolerating the
natural instability of the network environment had to
‘orchestrate’ these devices.
Forthly, the spatialized assignment proved challenging. We
could not utilize a location service such as GPS or cell tower
since the project installation happened indoors. It was a
challenge to achieve automatic detection of location for each
iOS device.
In designing the system, artistic and practical requirements
were considered and analyzed. Implementation on multiple
platforms was considered and examples in the literature were
considered (e.g. [4], [26], [30], [34]). Networked audio
programming implies constraints and even mutually
exclusive factors, necessitating compromises in order to
achieve the overall best outcome. This is crucial especially
for the choice of audio buffer size, sampling rate, the number
of simultaneous channels, network protocol, and network
transfer strategies. In the next section we will discuss these
factors.
4.1. Performance limitations
The performance of iOS devices has increased dramatically
in recent years. CPU and memory are the most relevant
factors determining audio synthesis. We investigated
hardware configurations for current devices (from iPhone 4S
to 6+) in [9], and found that CPU performance of the more
recent devices like iPhone 6 is comparable to a low-end
laptop computer such as MacBook Air (2014 early version);
they both have a 1.4 GHz Duo Core processor. The RAM
memory of an iPhone is smaller than the MacBook’s, but that
is mainly due to the much simpler user environment of the
mobile device where a single application takes over the entire
screen at any time. Less user interaction effectively reduces
the overall memory requirement on the operating system.
However, despite the impressive capacity of recent iOS
devices, it remains critical to know their performance
boundaries so that the strategy for code implementation is
optimal. Moreover, the plethora of iOS versions and
hardware setups in circulation makes it difficult to write a
single app that will run on all devices.
All iOS audio applications need to use the interfaces
provided by the Core Audio API, which is based on crossplatform OpenAL. Core Audio is very effective in dealing
with low-latency, real-time audio applications. According to
[30], typical iOS audio latency is less than 6 ms, in contrast
to Android devices, of which the best device in this review
had a latency of 108 ms and others up to three times as long.
As a rule of thumb, latency beyond 25 ms is not suitable for

July 8-10,
2015,
Graz,
Austria
July
8–10,
2015,
Graz, Austria

audio applications, since this is the upper limit of what
musicians find acceptable in timing-crucial tasks such as note
onsets in playing rhythmic music. This was one reason for
limiting the present implementation to iOS, even though we
were aware that the average latency in the network was likely
to be significantly larger than the audio latency in the client.
4.2. Audio synthesis
iOS Core audio [6] provides a complete set of mechanisms
for audio signal processing. In the Locust Wrath app, we
mainly used the Remote I/O object to generate sound. The
design goal was to build a robust, fast, responsive, and
maintainable app with real-time support. It needed to have
the following characteristics: encapsulation of components
into abstraction layers; plugin-like mechanism enabling
extension to other synthesis methods; and clear hierarchy, i.e.
so that low level Core audio API calls are hidden from the
higher layers. Moreover, these characteristics will enable
porting to other audio platforms in the future.
With these goals in mind, we designed five layers for the
Locust Wrath app. The layers are well separated, and
communicate with each other via interface classes.
4.3. App layers
At the lowest level there is an audio engine IO layer that
handles all the functionalities regarding the Core audio APIs,
such as setting up the audio parameters (sampling rate, bit
width, buffer size, etc), and enabling the Remote I/O object
for real-time audio processing. The latter invokes a handler
call-back in which the audio content (in Pulse Code
Modulation format) gets filled into the buffer, and is
subsequently sent out to the hardware for playback.
After that, there is a channel layer where audio signals can be
applied with DSP effects, categorized by the channel number.
This layer is also responsible for mixing different sounds into
the final output.
The third layer is an audio generator layer containing the
synthesizers. Each generator is assigned a channel number to
be mixed into the final output. The impulse generator of the
Karplus-Strong synthesizer was written as an audio generator
in the this layer, and can be inserted into the system during
run-time. It consists of a comb filter fed by a ramped signal
impulse. Six parameters can be updated in real-time: delay,
direct gain, feed-forward gain, feedback gain, and LFO (i.e.
vibrato) speed and depth. Note that the filter delay affects the
pitch of the output. The synthesizer is written as an audio
generator in the third layer, and can be inserted into the
system in run-time. Also, multiple instances can be created to
generate independent string plucks, each with their own
channel ID. During the actual playing of the sound
installation, weather data is retrieved, filtered, transformed,
and scaled in the Max server, and the resulting set of
parameters is transferred to the client over the network. The
synth picks the parameters up and generates sound
accordingly.
A timeline event layer follows, where the event of the notes
are arranged in time and triggered at the corresponding
timestamp together with the synthesis parameters.
Fifth and last, there is a network layer where the
corresponding network data are received and transferred into
the playing timeline. This layer is also responsible for
handling timestamp data with which all the present devices
are synchronized, as well as handling transport control data
such as play and stop.
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4.4. Network
Issues about network performance were highly critical as the
Locust Wrath system relies on real-time streaming of
synchronized synthesis parameters. The difficult part is to
simultaneously distribute location-tagged data to multiple
iOS devices, while maintaining strict timing constraints and
overcoming the natural instability of the network. The system
was designed to robustly deal with stream interruption and to
allow swift recovery of a client after accidental
disconnection.
4.4.1. Protocol
An overview with test results of throughput for various
protocols in situations with strong timing requests was
presented in [27]. The TCP protocol is inherently more stable
than UDP; however, its latency and protocol overhead are
much larger. A study [11] of TCP performance over 4G
networks showed that performance might be significantly
increased within the confines of the protocol, but a practical
implementation of their method is not yet easily available.
From a practical point of view, in our present case, we
gathered that the occasional loss of packets should not cause
large problems at a perceptual level. What is more, it does
not make sense to retransmit the dropped packets if the actual
play position has already passed its timestamp. On the other
hand, transport control data, such as play and stop, seemed
important to make sure they reach the destination devices.
We tested a system with UDP for synthesis parameter data
and TCP for control data, but found that UDP was sufficient
for control data as well.
Three matters were considered. First, noting that the UDP
protocol supports broadcasting, whereas TCP does not, it
would save a lot of bandwidth by broadcasting to all devices
rather than establish a connection for each device. Second,
we were able to use a high quality router (Netgear
NighthawkX4 AC2350) to set up an internal WiFi LAN, thus
considerably reducing the number of dropped packets, e.g.
compared to sending data packages via the Internet. Informal
testing of UDP performance recorded ping latencies in the
range 1…100 ms, with 90% of the packets arriving within 30
ms; this was considered acceptable for the present
application. Third, using UDP simplifies logic on the Max
server side, i.e. not having to keep track of TCP connection
states.
4.4.2. Stability
The range of the Netgear router’s WiFi signal was found to
be very satisfactory, with no connection interruptions even
with devices separated by ~40 meters in the installation
space, or ~30 meters with some obstructions such as plaster
or light concrete partitions.
4.4.3. Synchronization
The next problem was to synchronize all iOS device. In order
to have a unified timeline for all devices, the timestamp for
the current playhead of the server was sent separately. We
defined a time synchronization message in the
communication protocol to perform this task. However, the
frequency of the timestamp messages demanded a
consideration of the constraints. The iOS client needs to
receive the timestamp sync message frequently enough so
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that, in case of a network disconnection, the device can
recover ‘soon enough’ to the proper timestamp. However,
receiving the message too frequently will make the
timestamp for each device inconsistent due to the fluctuating
latencies introduced by the network itself. With these
considerations in mind, the synchronization frequency was
chosen heuristically, and fine-tuned through testing within
the real network environment.
4.4.4. Buffering and recovery
In the present system, prior to play, it is demanded to
broadcast the next block, consisting of 32 time-stamped sets
of data (see Section 3.2). When the data start to play, the next
block is transferred to the buffer. This strategy worked well
in the real environment, and the streaming was never
interrupted during tests.
4.4.5. Recovery
When a client was accidentally disconnected from the
network, the user could simply restart the application. Upon
initialization, the client detects that the server is already
running, and picks up from the nearest timestamp
synchronization message. It starts synthesizing sound as soon
as the next block of data is properly buffered, typically
within a couple of seconds.
5.

CONCLUSION

This paper has outlined the background to the artistic project
as a whole and described the system design of Locust Wrath
#3 in some detail. The server-client system was employed in
four presentations of two multimedia performances ([12],
[13]) and showed excellent stability in this demanding
setting. Moreover, it was passively accessible for installation
visitors during five days of “open house” at the National
Design Centre, mainly for demonstration purposes.
We had initially estimated that 30 iOS devices would be
sufficient to create a sonification soundscape filling the space
under performance conditions, with a crowd of 100+
audience members and performers. At the second showing of
“Future Feed”, there were approximately 40 devices active
simultaneously. The resulting immersive soundscape was
perceived as pleasant, intriguing, and overall suitable for the
dramatic requests of its ‘solo movement’ in this performance.
However, the low sound levels were noted as problematic.
This was compounded by the tendency of audience members
to cluster towards the areas where dancers were mainly
active. For an optimal experience of the present system, we
now estimate that at least twice as many devices are needed.
Furthermore, they must be fairly evenly spread out in the
space, in order for this system to be effective in constituting
an auditory display. Given the broadcasting model, it should
be unproblematic to scale up the number of users, perhaps
even towards 300, at which point the grid system in the
original data might have to be revised.
Some visitors suggested various ways to increase the
interactive capacities of the app. These ideas will be followed
up in future work. A step in this direction is to introduce
some form of audience feedback and/or selection, along the
lines of [23] and [35]. This might lead to a form of ‘weak’
live interactive performance, balancing the opposing
aesthetics of ‘ars musica’ and ‘ars informatica’, as discussed
in Section 2.2.2. However, implementing a two-way TCP
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network communication will put additional demands on the
network that may limit scalability.
At present, we are working to extend the Locust Wrath app
with a concurrent visualization, displayed on the iPhone
screen. We believe that this might be effective in a black-box
performance space, where audience members can grasp the
totality of a distributed audiovisual display from multiple,
individual viewpoints. The color association method is based
on a CIE Lab color space model that is being investigated in
a separate project on crossmodal perception [18].
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AN INVESTIGATION ON THE INFLUENCE OF SOUNDSCAPES AND FOOTSTEP SOUNDS
IN AFFECTING PREFERRED WALKING PACE
Justyna Maculewicz, Cumhur Erkut and Stefania Serafin
Sound and Music Computing
Aalborg University Copenhagen
jma@create.aau.dk,cer@create.aau.dk,sts@create.aau.dk
ABSTRACT
In this paper we describe an experiment whose goal is
to investigate the role of footstep sounds and soundscapes
to affect the pace of a person who is walking in place, e.g.,
mimicking the act of walking without leaving the current
position. The results of a preliminary experiment with nine
subjects show that people change their walking pace when
exposed to different soundscapes.

provided a more stable tempo. In this paper we are interested in further exploring this topic, investigating whether
the addition of soundscapes affect the preferred pace of a
person. In previous research, it was shown that soundscapes
enhance the recognition of the sound of simulated footsteps
[8]. According to our hypothesis, a soundscape creates a
sense of place and affects the pace: people walking at the
beach tend to walk slower than people walking in a busy
city environment. In order to test this hypothesis, we designed an experiment described in the following section.

1. INTRODUCTION
In recent years, research on the role of auditory feedback
in walking has received an increased attention. For example, it has been shown that following a rhythmic cue helps
gait performance in patients with Parkinson’s disease [2] or
strokes [10]. In non-clinical cases, research shows that humans are able to synchronise to music in a broad range of
tempi [9]. Moreover, recent studies show that recurrent patterns of fluctuation affecting the binary meter strength of
the music may entrain the vigour of walking movement [5].
Interactive sonification of footstep sounds has also shown
to manipulate pace of participants independently from their
intended emotional expression [1].
In previous research, we explored walking as a rhythmic action and experimentally investigated the effect of auditory feedback [7] in a closed-loop interactive sonification
framework [4]. Different kinds of auditory feedback were
compared, including ecological feedback such as footsteps
on wood and gravel as well as a non-ecological feedback
such as a sinetone. Moreover, three kinds of rhythmic interactions were compared, specifically footsteps played at
a constant tempo, footsteps generated interactively by the
user and footsteps that adapted to the user. Results showed
that feedback with ecological sounds resulted in a performance comparable to sine waves, and, in the case of wood,
This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

2. EXPERIMENT DESIGN
We designed an experiment to further explore the influence
of footstep sounds and additional soundscape on preferred
pace of a person. We tested four auditory feedback conditions (gravel, wood, sine wave, silent) with four different
soundscapes (cafe, busy office, sea shore and street) all in
randomised order. Our previous research [7] showed that
different types of auditory feedback, which we hear while
walking can influence our preferred walking pace. There
are several possible explanations for this phenomena [11].
We wanted to explore one of them, which states that people change the preferred walking pace due to the associated
meaning of feedback and memories of actions performed
with the same feedback in real life.
In this experiment, we used soundscapes to emphasise
and reinforce the meaning enclosed in the auditory feedback. We chose soundscapes which can be associated with
gravel or wood, but not with both of them at the same time.
A coffee place and a busy office soundscape can be combined with wood footsteps feedback. A sea shore and a
street can be combined with gravel feedback. Each pair of
soundscapes includes one which in our opinion could induce fast, and a second one which induces slow pace of
walking. Table 1 summarises the experiment design. In
each of the 20 trials participants were asked to walk in their
own preferred pace. After each trial participant were asked
several questions which are specified in the list below.
Q 1 Evaluate the sense of effort you experienced while
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SECTION

SOUNDSCAPE

FEEDBACK

QUANTITY

A1

gravel, wood,
sine wave
none

12

B

seashore, busy street,
cafe, busy office
seashore, busy street,
cafe, busy office
none

C

none

A2

gravel, wood,
sine wave
none
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July

4
3
1

Table 1: Summary of the experiment design. The experiment was divided into four sections with respective number
of trials from a column QUANTITY. The number of trials
was dictated by a combination of all soundscapes and footstep sounds used in each section.
walking (1 no effort - 7 high effort).
Q 2 It was easy to walk while listening to the sounds of
footsteps and soundscapes (1 very easy - 7 very hard).
Q 3 The pace I kept while walking was: (1 very slow - 7
very fast).
Q 4 Feedback felt as a natural consequence of walking.
Consider only footsteps sounds (1 strongly disagree 7 strongly agree).
Q 5 Feedback felt as a natural consequence of walking.
Consider footsteps sounds and soundscape (1 strongly
disagree - 7 strongly agree).
Q 6 Feedback was congruent with soundscape (1 strongly
disagree - 7 strongly agree).
Q 7 In which place do you think you were walking?/On
which surface do you think you were walking?
3. SYSTEM ARCHITECTURE
For the purpose of the experiment we built a simple setup
shown in Figure 1. The participants were asked to walk in
their own pace on the aerobic stepper. A microphone (Shure
beta 91) was placed below and connected to a sound card
(Fireface 800). A Max/MSP patch was responsible for step
detection and presentation of auditory feedback according
to the participants’ footsteps in real time. Both soundscape
and auditory feedback were played through headphones (Panasonic RPHTX7). The choice of headphones was motivated
by the fact that the auditory feedback could be used as feedback for walking or running outdoors. In-depth explanation
of the detection and synthesis engine is reported in [7, 6].
The feedback sounds of footsteps were generated online and
matched participants’ steps. Soundscapes were static and
presented from audio files.

Figure 1: A visualization of the setup used in the experiment.
4. RESULTS
Nine subjects (2 female and 7 male) participated to our experiment; their average age was 27.9 (s = 4.5). The small
sample of participants was dictated by a exploratory character of the experiment. Since the results are very promising in our opinion, the experiment will be extended in the
near future. Our analysis of experimental data was based
on information about each participant’s preferred walking
pace measured in BPM (the tempo was recorded every time
the system detected one step). The analysis was conducted
based on the average tempi and reported results from the
questionnaires.
We used four statistical tests in our analysis: one-way
repeated-measures ANOVA, factorial repeated-measures ANOVA for metric values, Friedman’ s ANOVA, the Wilcoxon
signed-rank test and Kendall’s tau correlation for ordinal
data from questionnaires [3]. The use of the listed tests was
dictated by the types of data that we obtained in the experiment, the amount of factors, and the within-subjects experiment design. Kendall’s tau correlation was used specifically
because of small sample size and the type of data acquired
with questionnaires (ordinal).
4.1. Soundscape
In line with our hypothesis, participants changed their preferred pace according to the type of soundscape. It is worth
to mention that participants were only asked to walk in their
preferred pace. They were not instructed explicitly to match
the ’mood’ of soundscape with their pace. Even though,
the effect of a difference between soundscapes on the average pace was significant (F (4, 32) = 6.69, p < 0.001)
(see Figure 2). As we expected, participants had the slowest
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pace with a sea shore soundscape. The cafe soundscape was
also distinctly slower than the three others. The busy street
and office caused faster preferred tempo. Trials without any
soundscape revealed that participants tempo was similar to
the ones assigned by researchers as ’fast’.

QUESTIONS

p

CORRELATION

Q3 vs Q4
Q3 vs Q5
Q3 vs Q5
Q4 vs Q5
Q4 vs Q6
Q5 vs Q6

< 0.05
= 0.001
< 0.05
< 0.001
< 0.001
< 0.001

−0.178
−0.263
−0.173
0.446
0.364
0.746

Table 2: Summary of the significant correlation between
specified sets of data (Kendall’s tau).
4.3. Mixed effect
One-way repeated-measures ANOVA within footsteps variable category showed that soundscape significantly influenced the average pace, but analysis within soundscape variable category showed that footsteps did not significantly
changed average pace (see Figure 4). This means that the
soundscape strongly affected the average pace and overtook
the footsteps variable.
Figure 2: A visualisation of the experiment results for the
soundscape variable.

The analysis also revealed significant differences within footsteps variable (F (3, 24) = 3.264, p < 0.05) (see Figure 3).
As it was shown in a few of our previous experiments [7, 6]
participants walk in the slowest tempo with gravel as a feedback, followed by wood and then sine wave.

Average Preferred Pace [BPM]

4.2. Footstep Sounds

soundscape

110.00

sea shore
busy street
cafe
busy office
silent

105.00

100.00

95.00

90.00

85.00
gravel

wood

sine wave

silent

footsteps

Figure 4: A visualisation of the experiment results for the
mixed soundscape*footsteps effect.

4.4. Questionnaires
We focused on the correlation in answers between questions. Kendall’s tau test showed significant correlation between several sets of data, which is summarised in table 2.
Figure 3: A visualisation of the experiment results for the
footsteps variable.

5. DISCUSSION
With this work we aimed to show the influence of different
types of soundscape and footsteps sounds on preferred pace
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FEEDBACK

p

Chi-square

gravel
wood
sine wave

< 0.001
> 0.05
> 0.05

23.86
3.76
3.58
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6. CONCLUSION

Table 3: Summary of the results from Friedman ANOVA
for the question number six for trials 1-12.
of the participants. Even though we tested only 9 participants, the interesting results were acquired. It motivates to
continue this work and look in-depth into the preferences
and causes for choice of preferred pace while walking. We
can conclude that tested variables have an effect on preferred pace. The strong influence of soundscape suggests
that meaning and memories conveyed by this stimulus can
easily affect the pace. It suggest that the same factor, at least
partially explains changes in preferred pace caused by footsteps sounds. Since much more information is included in
soundscape sounds than in footsteps presented separately,
the effect of soundscape is much stronger and might overtake the influence of footsteps variability.
To test the mixed effect we used soundscape, which are
congruent and incongruent with chosen sounds of footsteps.
Since, perceived by participants variation of perceived congruency between soundscapes and footsteps sounds was much
higher than the expected one we can not definitely conclude
on the mixed effect. Further studies, with higher amount of
participants should lead us to more precise results. Based
on the Figure 4 we can expect to prove with significance
that e.g. wood, which is one of the type of tested footsteps
sounds makes participant walk faster than with gravel, but
only when its combined with ’slow’ soundscape. On the
other hand gravel and wood are not different when combined with ’fast’ soundscape. Sine wave, as an unnatural
feedback, which can not be find in real life, makes people
walk faster in comparison to the rest of footsteps sounds
which are combined with soundscapes and without soundscape. We believe that because sine wave does not convey
any information, which might be associated with real life
event its not influenced by the effect of soundscape.
In-depth analysis of the differences between soundscape
within each category of feedback shows significant differences for all types of feedbacks excluding the wood. We
think that this effect might be caused by perceived congruency between soundscapes and sounds of footsteps. Participants perceived wood as more or less congruent with all of
the soundscapes. Even though we can see that there is a difference between average pace within wood category is not
that big, as it this in case of gravel or sine wave. We believe
that the reason is mixed effect of congruency on a level of
combining soundscape and footsteps, but also the general
meaning and associated speed with soundscapes by itself.

The goal of presented study was the investigation of the
cause of the change of preferred pace while different sounds
of footsteps are played as a feedback. We have been exploring the idea of the meaning conveyed by footstep sounds
and associations of places induced by these sounds. To test
our hypothesis, we adopted previously sonified footsteps
(gravel, wood, and sine wave), and proposed soundscapes
which are congruent with them in a matter of possible coexistence in every day life. Moreover, we chose both ’fast’
and ’slow’ soundscapes.
With a statistical analysis, we partially confirmed our
hypothesis. Moreover, also the non statistically significant
results showed patterns, which might be demonstrated when
redoing the tests using a larger sample set. The experiment showed that different types of soundscapes and footstep sounds can influence the preferred walking pace. Our
results have several applications. For example, in the field
of music and movement, where for example the pace of runners can be increased or decreased by changing the auditory
feedback.
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3D SOUND CAN HAVE A NEGATIVE IMPACT ON THE PERCEPTION OF VISUAL
CONTENT IN AUDIOVISUAL REPRODUCTIONS
Catarina Mendonça, Olli Rummukainen, Ville Pulkki
Dept. Processing and Acoustics
Aalto University
P O Box 13000 FI-00076 AALTO, Finland
Catarina.Mendonca@aalto.fi
ABSTRACT
There is reason to believe that sound interacts with visual attention
mechanisms. Practical implications of that interaction have never
been analyzed in the context of spatial sound design for audiovisual reproduction. The study reported here aimed to test if sound
spatialization could affect eye movements and the processing of visual events in audiovisual scenes. We presented participants with
audiovisual scenes of a metro station. The sound was either mono,
stereo, or 3D. Participants wore eye tracking glasses during the
experiment and their task was to count how many people entered
the metro. In the divided attention task, participants had to count
people entering 3 doors of the metro. In the selective attention
task, participants had to count how many people entered the middle door alone.
It was found that sound spatialization did not affect the divided attention task. But in the selective attention task participants counted
less visual events with 3D sound. In that condition, the number
of eye fixations and time spent in the visual area of interest were
smaller. It is hypothesized that, in the case of divided attention,
the attention is already disengaged and fluctuating, which could
explain why sound did not have any additional effect. In the selective attention task, participants must remain concentrated in only
one visual area and competing well-spatialized sounds in peripheral areas might have a negative impact. These results should be
taken into consideration when designing sound spatialization algorithms and soundtracks.
1. INTRODUCTION
Over the past decades, spatial sound coding and reproduction have
undergone a substantial development. Since the introduction of
stereo sound much has changed, and modern sound systems completely surround the user in a naturalistic and highly spatialized
environment. However, there is reason to believe that audition
guides visual attention. If that is the case, then well spatialized
sound, with surrounding auditory events that are not limited to the
field of view, might interfere by driving attention to unwanted areas.
There are well documented crossmodal interactions in spatial
attention [1][2][3]. Information from different sensory modalities

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

may be integrated preattentively [4] to produce supramodal internal representations of space - independent from sensory modality
- that can guide attention [5] [2] [6]. When performing simple visual tasks, such as classifying numbers as odd or even, there is an
involuntary engagement of attention caused by novelty and change
in the acoustic environment [7].
From the neurophysiological point of view, the presentation
of an auditory stimulus in temporal and spatial proximity with the
visual target affects the saccade-related activity in the midbrain
[8]. In terms of saccades, it is well-established that eye movement is affected by any distractor, either in the visual, haptic or
auditory modality [9][10]. In the case of selective attention, the
type of attention in which one must attend only one element and
disregard any competing stimuli, it has been found that humans
consecutively shift their attention between the visual and auditory
modality [11]. Furthermore, when such shifts occur the attention
to the other sensory modality is inhibited. It is therefore reasonable to question whether in the case of video reproduction the type
of sound spatialization can affect how visual events are processed.
The goal of the work reported here was to test if different
types of sound spatialization could lead to a different perception
of visual events, and different visual exploration patterns, in video
reproduction. An experiment was devised in which participants
watched the audiovisual reproduction of metro station scenes and
were instructed to count how many people entered the metro.
There were two tasks - either selective or divided attention; and
three sound conditions - mono, stereo and 3D. The participants’
eye position was tracked during the experiments and data were
analyzed in terms of distribution of eye fixations, number and duration of eye fixations within defined areas of interest.

2. METHODS
2.1. Participants
There were 8 participants taking part in this experiment, ages 2041, one was female. All participants were naive with respect to
the purposes of the study. Participants were either students or researchers. All participants were screened to confirm normal visual
function. Two participants wore glasses. No subject reported any
hearing impairment and all participants have taken a pure-tone audiometric test in the past 3 years. All participants provided written
informed consent. The research project was approved by the Aalto
University Ethics Committee.
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2.2. Settings
The experiment took place in a large audiovisual environment,
which consisted of three HD video projectors and 29 loudspeakers
(Genelec 1029). The loudspeakers were set in a spherical configuration at five elevation levels around the observation position. The
loudspeaker grid was more dense behind the projection screens.
The image was projected onto three nearly acoustically transparent screens, 2.5 x1.88 m each, following the shape of the base of
a pentagon. The participant was seated in the center of the system, at 1.72 m from the center of each screen and 2.1 m from the
loudspeaker grid. The total visual resolution of the setup was 4320
x 1080 pixels, resulting in inter-line distance of 3.5 arcmin at the
used viewing distance. The projection area extended to the ground
and the setup was built in an acoustically treated room. During the
experiment there was a noise floor of 35.6 LAeq. Further details
of the implementation are found in [12]. The participants provided
their responses through a tablet computer with a touch screen (Apple iPad 2).
The stimulus contents were recorded from a metro station in
Helsinki using an A-format microphone (Soundfield SPS200) and
a spherical video camera system (Ladybug 3). The visual scene
was recorded and reproduced at 16 frames-per-second due to computational demands.
During the whole experiment, participants wore the eye tracking device Tobii Glasses, which recorded image and sound and
the coordinates of the subject’s gaze, while allowing for free head
movement. To be able to analyze all trials together, across participants, there were 30 infrared markers placed over the screen and
gaze coordinates were analyzed with respect to those markers.
2.3. Stimuli and Procedure
The stimuli consisted of 30-second long audiovisual scenes from a
metro station (see Figure 1 for a snapshot). There were three different scenes, but in all of them the same metro was stopped and
people entered through the doors. There was a different number of
people entering the metro doors in each scene. There were three
different sound conditions: mono, stereo and 3D . In the mono
condition all the scene sound was summed up and presented from
only one loudspeaker, placed above the listener’s head. This loudspeaker position was chosen to present both non-spatialized and
spatially uncorrelated sound with regard to the image. In the Stereo

0.4

0.2

7

Figure 1: A snapshot of a scene.

0.6

Mono

Stereo

DirAC

Mono

Stereo

Figure 2: Average count error per experimental condition. Bars
display Standard Error of Mean.

condition, sound was presented through two loudspeakers, placed
to the left and right of the central screen, each summing up the spatial information of the corresponding hemisphere. The 3D sound
condition, used Directional Audio Coding (DirAC) [13] and sound
was reproduced through the entire spherical grid of loudspeakers.
In that sound condition DirAC was used to derive the A-format
microphone signals (24 bits/48 kHz) to obtain the loudspeaker signals, which resulted in an ecologically valid reproduction of the
original sound scene.
There were two tasks. In half of the trials, participants were
asked to count how many people entered all three visible metro
doors. This was a divided attention task, since it could only be
achieved by paying attention to three interest areas at once. The
other half of the trials, participants had to count how many people
entered the middle door alone. This was a selective attention task,
as participants had to disregard all other events and focus only on
one area. In the divided attention task, the total number of people
entering the doors was 22, 24 and 28 in each of the three scenes.
In the selective attention task, the number of people entering the
middle door was 6, 8 and 11 in each scene.
There were a total of 6 experimental conditions, corresponding to the three sound conditions and two tasks. Each
scene*sound*task combination was repeated randomly three times
per subject. Since all scenes were analyzed together, there were a
total of 9 repetitions per condition per subject.
Each trial started by stating, in the screen, which task participants had to perform. The screen could state either ”ALL
DOORS” or ”MIDDLE DOOR”. When participants were ready,
they clicked a ”Continue” button in the tablet. When the trial
ended, participants were instructed to input in the tablet the total number of events counted. Participants were expressly instructed to provide the most honest count of how many people
were seen entering the metro. They were additionally told that
the researchers were not interested in the correct answer but in the
true counting process throughout the experiment. There were two
breaks during the experiment. The total duration of the experiment
was approximately 50 minutes per subject.
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3. RESULTS
Results are presented in this section, first with respect to the data
obtained from the counting task, and second with respect to eye
tracking data.
3.1. Counting task
The average error in the counting task per experimental condition
is shown in Figure 2. In the divided attention task it was found
that participants performed very similarly in all sound conditions.
The average count error was 8.2 (SD = 2.1), 8.1 (SD = 1.9) and
8.2 (SD = 2.0) events in the DirAC, Mono and Stereo conditions,
respectively. In a One-Way Repeated Measures ANOVA it was
found that there were no significant differences in the results of
the different sound conditions (F(2) = 0.02, p = 0.98).
In the selective attention task results followed a different pattern. The mean count errors were smaller across participants. The
errors were 0.8 (SD = 0.1), 0.3 (SD = 0.7) and 0.3 (SD = 0.6)
in the DirAC, Mono and Stereo sound condition, respectively. A
One-Way Repeated Measures ANOVA revealed that results differed across sound condition (F(2) = 7.25, p = 0.004). In a post-hoc
Scheff test it was found that both Mono and Stereo results differed
from DirAC results, but they did not differ from each other.
In sum, the type of sound spatialization had an effect on the
counting of visual events per scene, but only in the selective attention task. In the divided attention task participants performed
similarly across all conditions.

(a) DirAC

3.2. Gaze
In a first exploration of the eye tracking data, heat maps were computed for each experimental condition. This was done by counting
the number of fixations in each screen area and plotting different
counts with different colors over a scene snapshot.
All eye tracking data was grouped into two classes: saccades
and fixations. The saccades correspond to when the eyes move and
the fixations correspond to when the eyes are static. The fixation
values from the divided attention task are presented in Figure 3.
In this task, gaze patterns were very similar across sound conditions. The visual area with more than 400 fixations was wider
in the DirAC condition (34.38 visual deg), narrower in the Stereo
condition (32.54 deg) and similar in the Mono condition (32.74
deg).
In the selective attention task the heat maps were more concentrated than in the divided attention task (Figure 4). In the DirAC
condition, the visual area with more than 400 fixations was the
widest (28.07 deg). In the Stereo and Mono conditions that area
was smaller (23.38 deg and 22.55 deg, respectively).
Due to software limitations, no additional quantification of the
heat maps is possible.Therefore, to be able to directly quantify and
compare conditions, areas of interest were defined in each scene.
The areas of interest were used to compute the total fixation count
and duration within those areas. The areas of interest were defined
by selecting a screen area, as presented in Figure 5. In the divided
attention task, three areas of interest were defined, corresponding
to each of the three doors. In the selective attention task only one
area was defined, corresponding to the middle door. The choice
of areas is arbitrary. In this case, several areas were tested, to
obtain a sufficient amount of visits for all participants during the
experiment. It is noteworthy that participants vary considerably in
their gaze pattern.

(b) Mono

(b) Stereo
Figure 3: Heat maps in the Divided Attention task. Colors represent the number of total fixations across participants per condition.
Transparent green: 100-200 fixations; Solid green: 200-300 fixations; yellow: 300-400 fixations; orange: 400-500 fixations; red:
above 500 fixations.
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(a) DirAC
(a) Divided Attention

(b) Mono
(b) Selective Attention
Figure 5: The areas of interest in each task type.

(b) Stereo
Figure 4: Heat maps in the Selective Attention task. Colors represent the number of total fixations across participants per condition.
Transparent green: 100-200 fixations; Solid green: 200-300 fixations; yellow: 300-400 fixations; orange: 400-500 fixations; red:
above 500 fixations.

The average total number of fixations varied across conditions.
In the divided attention task Stereo had the highest amount of fixations (654, SD = 610), followed by DirAC (536, SD = 510) and
then by Mono (424, SD = 608). In the selective attention task, the
Stereo sound condition had again the highest number of fixations
(2340, SD = 1722), followed by Mono (1903, SD = 1655) and then
by DirAC (1675, SD = 1066).
The average of the total amount of time spent in fixations
within the area of interest per participant is presented in Figure 6.
In the divided attention task, the Stereo condition had the highest total amount of time spent in fixations within the area of interest (27.63 sec, SD = 21.17), followed by DirAC (25.26 sec,
SD = 25.37) and by Mono (17.37 sec, SD = 25.37). The high
standard deviation levels reveal a high variability between participants. For instance, some participants had consistently brief total
fixation durations (less than 5 sec), while others fixated for very
prolonged times (above 50 sec) It is important to note that participants were, however, stable from trial-to-trial and conditionto-condition. For example, participants with briefer fixations kept
this pattern throughout the test. Such within subject consistency is
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Figure 6: Mean of the total amount of time (sec) spent in fixations
per participant within the area of interest in each experimental condition. Bars represent Standard Error of Mean.
accounted for in the One-Way Repeated Measures ANOVA. Still,
the results for this statistical test revealed no significant differences
between sound conditions (F(2) = 0.242, p = 0.791).
In the selective attention task, the Stereo condition had again
the highest fixation duration (96.3 sec, SD = 69), followed by
Mono (87.8 sec, SD = 61.3) and DirAC had the lowest fixation
time (80.5 sec, SD = 73.8). The within-subject variability was
smaller in this task. As a consequence, the One-Way Repeated
Measures ANOVA revealed significant differences between sound
conditions (F(2) = 3.97, p = 0.004). However, in a post-hoc Scheff
test it was identified that this difference was only significant between the DirAC and the Stereo condition.
4. DISCUSSION
The aim of this paper was to explore if different sound spatialization levels could be related to different visual exploration and processing of an audiovisual reproduction. To tackle this, an experiment was implemented in which several scenes with similar audiovisual events were presented. There were three types of sound:
mono, stereo and 3D (DirAC). There were two tasks: divided attention and selective attention. In both tasks, participants had to
count how many people entered the metro on the screen.
The count errors can be interpreted as a measure of the ability to process visual events in a scene. It was found that, in the
divided attention task, the sound had no significant impact on the
count errors. It can be argued that, in that task, the locus of attention was already fluctuating very frequently. Also, the counting
task became very difficult, since whenever participants looked at
one door they could have missed events in another door. Therefore, the sound did not have any additional impact. But in the
selective attention task, which was considerably easier, sound did
have a significant effect. In that case, the DirAC sound condition
had significantly higher count errors compared to the other sound
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conditions. This finding shows for the first time that the type of
sound spatialization can affect how visual contents are perceived
in a video reproduction.
In a second step, the distribution of eye fixations was analyzed.
This can be taken as a measure of spread of attention. Comparing the heat maps obtained for each experimental condition it was
again observed that there were no clear differences across sound
condition in the divided attention task. However, in the selective attention task the DirAC sound condition had a larger area
of frequent fixation. These results are in line with those from the
counting task. They show that the patterns of visual attention are
affected by sound spatialization when the subject is trying to attend to only one type of event while ignoring others. The fact that
the visual attention is more spread out in the 3D sound condition
can mean that the more spatialized sound led to more visual exploration or less focused attention.
Finally, the number and duration of fixations within specific
areas of interest was analyzed. This analysis can be taken as a
measure of stable attention. In the divided attention task it was
found that the lowest number of fixations and fixation duration was
in the DirAC and Mono conditions. As discussed above, while
DirAC was highly spatialized, the Mono condition was an awkward case in which all sound was presented from the ceiling. This
highly directive sound from an area outside the field of view could
have caused some disturbing effect over attention. This adds to
our interpretation that spatially defined sound outside the field of
view can have a negative effect on visual stability, by creating a
distraction. In the selective attention task, once again, the DirAC
condition had significantly worse results, with significantly less
time spent in the area of interest. These results further confirm
the effect of spatial sound over visual processing of audiovisual
scenes.
Taken altogether, these findings suggest that we may have to
rethink our approaches to spatial sound for audiovisual reproduction. More realistic spatialization might not always be best. But we
should also avoid the temptation to assume that traditional impoverished sound spatialization such as Stereo is better for the perception of visual contents. There are several factors to have in mind
at this level. Firstly, the study reported here used only one type of
task (counting events). Ideally other tasks should be implemented,
like speech intelligibility, event detection and scene interpretation,
to find out if the effect is also observed in those tasks. Also, further
tests are needed to analyze if this finding also applies to smaller
reproduction setups, such as those found in regular households. It
is generally accepted that sound spatialization has positive effects
on the feeling of presence [14] and quality [15] [16]. So the tradeoffs of different approaches should be carefully compared. Finally,
maybe the next best approach will be to change spatialization algorithms to provide for better audiovisual perception. It is plausible
that the interactions found here are mostly due to highly salient
and point-like auditory events outside of the area of visual interest
or in its periphery. With careful additional studies we may be able
to identify the spatial areas in which spatial sound interacts with
the visual processing of the scene. The simple solution could be to
have more diffuse and less point-like sounds outside that critical
area.
In sum, data reported in this study show for the first time that
3D sound might hinder the perception of visual events in video
reproduction by dispersing visual attention. Future studies should
further explore these findings with different tasks, different scenes
and different reproduction setups. This study should be the first
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step to a thorough analysis of the best parameters in spatial sound
design for optimal content perception of video reproductions.

[13] V. Pulkki, “Spatial sound reproduction with directional audio
coding,” Journal of the Audio Engineering Society, vol. 55,
no. 6, pp. 503–516, 2007.
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and M. Kleiner, “Auditory-induced presence in mixed reality
environments and related technology,” in The Engineering of
Mixed Reality Systems. Springer, 2010, pp. 143–163.

This work was supported by the project ”Audiovisual Space” by
the Academy of Finland and by the European Research Council
under the European Community’s Seventh Framework Programme
(FP7/2007-2013)/ERC grant agreement No. 240453.
6. REFERENCES
[1] J. Driver and C. Spence, “Crossmodal attention,” Current
opinion in neurobiology, vol. 8, no. 2, pp. 245–253, 1998.
[2] M. Eimer and J. Velzen, “Crossmodal links in spatial attention are mediated by supramodal control processes: Evidence from event-related potentials,” Psychophysiology,
vol. 39, no. 4, pp. 437–449, 2002.
[3] C. Spence and J. Driver, Crossmodal Space and Crossmodal
Attention. Oup Oxford, 2004.
[4] J. Driver and C. Spence, “Cross–modal links in spatial attention,” Philosophical Transactions of the Royal Society of
London. Series B: Biological Sciences, vol. 353, no. 1373,
pp. 1319–1331, 1998.
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ABSTRACT
Methods to engage users in the design process rely predominantly
on visual techniques, such as paper prototypes, to facilitate the expression and communication of design ideas. The visual nature of
these tools makes them inaccessible to people living with visual
impairments. Additionally, while using visual means to express
ideas for designing graphical interfaces is appropriate, it is harder
to use them to articulate the design of non-visual displays. We applied a user-centred approach that incorporates various participatory design techniques to help make the design process accessible
to visually impaired musicians and audio production specialists to
examine how auditory displays, sonification and haptic interaction
can support some of their activities. We describe this approach together with the resulting designs, and reflect on the benefits and
challenges that we encountered when applying these techniques in
the context of designing sonifications to support audio editing.
1. INTRODUCTION
Advances in technology are changing the way we interact with
information, increasingly replacing traditional forms of representation by digital alternatives. Paradoxically, these advancements
can have a hindering effect on users who rely on screen-readers as
a primary means to access and interact with digital information.
While screen-readers can be somewhat reliable for accessing sequentially presented information, such as written text, they can be
inadequate for providing flexible access to dynamic and graphic information and can fall short of providing a good interaction model
to support collaborative activities between sighted and visuallyimpaired people [1]. It is therefore important to investigate alternative ways to interact with digital information that go beyond the
bounds of visual displays for the benefit of all potential users.
We have been exploring how to design for non-visual interaction with graph-base diagrams in a range of domains including engineering diagrams, subway maps, and visual programming,
and more recently sound editing and audio production, which provides the context of this paper. In the audio production industry,
visually-impaired audio engineers and production specialists rely
on screen-readers to access digital audio workstations (DAWs),
which are the primary tools for modern sound editing. However,
unlike traditional audio production tools, modern DAWs interfaces

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

are highly visual and incorporate a number of graphical representations of audio parameters to support editing and mastering, such
as waveforms and automation graphs1 , which are entirely inaccessible to users of screen-readers. In this context, we were interested in engaging end users to examine how non-visual interaction techniques can be used to design effective access to modern DAWs. Naturally, solutions to addressing accessibility issues
faced by users living with visual impairments should be designed
using non-visual modalities, such as audio, tactile and haptic displays. However, expressing design ideas that exploit these modalities is challenging. Unlike graphical designs, which can be drawn,
edited and manipulated using low cost means, such as paper prototypes, it is harder to articulate, for example, how a particular
shape or colour could be represented auditorally or haptically, or
how to interact with an auditory or a tactile object. Additionally,
involving users living with visual impairments in the design process means that visual tools that are typically used in participatory
design should be adapted or replaced to accommodate the particular needs of this population of users. We developed and applied a
user-centred approach that incorporates various techniques to help
make a participatory design process more accessible to people living with visual impairments. This paper details our participatory
design approach and reflects on the benefits and challenges that
resulted from employing it. We also describe some of the designs
that resulted from this approach, which combine auditory display,
sonification and haptic interaction.
2. BACKGROUND
2.1. Non-visual participatory design
One of the challenges that designers face when co-designing with
users living with visual impairments is that typical participatory
design tools and techniques, such as sorting cards and low-fi paper prototypes, are visual tools and so cannot be readily employed
to accommodate the needs of this population of users. A number
of researchers have attempted to use alternative methods to overcome this issue. For example, using a scenario-based approach
enabled rapid communication during workshop activities involving students and visually impaired stakeholders [2]. A detailed description of this approach is given in [3] where scenario-based textual narrative was tailored and used as a basis for design dialogue
between a sighted designer and users living with visual impairments. Evaluations of this approach highlighted the importance
1 An automation graph shows the portion of a sound to which an audio
effect such as reverb or distortion is applied and the level at which the effect
is applied, e.g. the amount of reverb or distortion.
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of including users in the design process at two levels; first in the
design of the scenarios themselves to ensure they include appropriate levels of description and use correct vocabulary that match
experience with current accessibility technology; and second when
employing those scenarios in design sessions. Other approaches
that proposed alternatives to visual design tools include the use of
a tactile paper prototype which was developed as part of the HyperBraille project [4]. In this project, a 120x60 two dimensional
pin display is used to display multiple lines of text and graphics
in combination with an audio display. But using Braille technology to display text as a design tool might exclude users who are
not Braille literate. An alternative would be to use low-fi physical
prototypes. An example of this is found in [5], which describes
the use of raised paper together with rubber bands and pins to explore how line graphs can be constructed non-visually. A workshop that ran as part of the NordiCHI conference in 2008 focused
on developing guidelines for haptic low-fi prototyping [6], many
of the suggestions made during that workshop can be used as part
of an accessible participatory design process. For example, using
lego models and technology examples together with scenarios to
help give users first hand experience of designed tools [7], or tangible models, such as cardboard mockups and plastic models, to
support early prototyping activities of accessible haptic and tactile
displays [8]. The main drawback of such tangible models are their
static nature; once produced, it is hard to alter them in response
to user feedback in real-time. Physical mockups are also naturally
only suitable to prototype tactile interaction and do not adequately
account for auditory interaction.

2.2. Design Problem Domain: Digital Audio Workstations
In the audio production industry, visually-impaired audio engineers and audio production specialists rely on screen-reader technology to access modern DAWs. But DAWs interfaces are highly
visual and incorporate a number of graphical representations of
sound to support editing and mastering, such as waveform representations, which are entirely inaccessible to screen-readers (e.g.
Figure 1). In a competitive industry, the time it takes to overcome these accessibility barriers often hinders the ability to deliver projects in a timely manner and to effectively collaborate with
sighted partners and hence can lead to the loss of business opportunities.

Figure 1: Example of a densely visual DAW interface.
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3. APPROACH
Figure 2 shows an overview of our user-centred approach to conducting participatory design with people living with visual impairments. At the core of this approach was an attempt to incorporate
accessible means for designing non-visual interaction by combining audio-tactile physical mock-ups with participatory prototyping
and audio diaries. Our approach was organised around three main
stages, an initial exploratory workshop, followed by a series of
iterative participatory prototyping workshop sessions, and a final
evaluation workshop. We describe each stage in the following sections together with the accessible techniques we employed and the
designs that resulted from this process.
3.1. Participants & Setup
We advertised a call for participation in a number of specialised
mailing lists for professionals living with visual impairments. We
called for participants who specifically come across difficulties
when engaging with sighted colleagues in their workplace due to
the inaccessibility of tools they have available to them in the audio production industry. We recruited the first 18 respondents (14
male and 4 female, mean age 47) who worked across a number of
domains as professional musicians, audio production specialists,
sound engineers, and radio producers. All participants had no or
very little sight, and all without exception used a speech or braillebased screen-reader to access information, and used a mobility aid
such as a cane or a guide dog. Workshop sessions were held at the
authors’ institution in an informal workspace and lasted between 3
to 5 hours each.
3.2. Stage 1: Initial Workshop
The first stage of our participatory design approach involved setting up an initial workshop with participants organised around
three main activities; focus group discussions, technology demonstrations, and audio-haptic mockups design activities.
Focus group discussions: The initial workshop was kick
started with a group discussion involving both designers and participants. The discussions were structured around a number of topics to achieve the following aims:
• Establishing an understanding of current best practice in participants’ various working domains and how current accessibility technology supports it.
• Establishing an understanding of the limitations of current accessibility technology.
• Building consensus around a priority list of tasks that are either difficult or impossible to accomplish using current accessibility solutions and that participants would like to be accessible. The aim was to use the list of tasks to drive the participatory design parts of this initial workshops as well as to set
the direction for follow up activities.
Together with participants we explored work practices and
current accessible solutions available to audio production specialists and musicians. As an example of best practice, participants explained that extending screen-reader functionality with specialised
scripts is the most popular approach used to improve the accessibility of ”hard-to-use” applications such as DAWS, yet they remain inadequate when accessing waveform representations, applying sound effects, or navigating a large parameter space.
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Figure 2: Overview of our approach to conducting accessible participatory design with people living with visual impairments. We employed
this approach in two domains; diagram editing and audio production

Figure 3: Some of the technology demonstrated in the initial workshop stage.

Technology demonstrations: The second part of the initial
workshop involved hands-on demonstrations of a range of accessible technology that could be used as a basis for designing better
solutions to the accessibility limitations of DAWs identified in the
focus discussions. Technology demonstrations were performed on
either a one to one basis or with pairs of participants. We demonstrated the capabilities of two haptic devices (a Phantom Omni2
and a Falcon3 ), a multi-touch tablet, motorised faders (see Figure
3), as well examples of sonification mappings and speech-based
displays of information. We deliberately demonstrated the capabilities of a given technology without any reference to an actual
application in order that the possibilities offered by the technology
are not constrained by a specific domain or context. For example,
in order to ensure an application-independent demonstration of the
Phantom Omni and Falcon haptic devices, we used a custom program that allowed us to switch between different effects that could
be simulated with these devices, such as vibration, spring effects
and viscosity. The custom program allowed us to manipulate various parameters to demonstrate the range of representations and
resolutions that could be achieved with each device in real-time.
Similarly, we demonstrated sonifications of random data sets using
a custom program that showed how manipulating different audio
parameters alters the resulting audio output.
2 http://www.dentsable.com/haptic-phantom-omni.htm
3 http://www.novint.com/index.php/novintfalcon

Figure 4: Foam paper, audio recorders, adhesive label tags and
electronic tag readers used to create low-fi audio-tactile mock-ups.

Audio-tactile physical mock-up design: We then invited participants to actively think through new designs in the last part of the
initial workshop. Having had a hands-on experience with the capabilities of new technology, participants worked in small groups,
with one to two design team members forming part of each group,
and explored the design of a new interface that could be used to address some of the problematic tasks identified in the initial discussions. Participants were encouraged to think about how such tasks
could be supported using some or all of the technology that they
experienced through the hands-on demonstrations or how these
could augment existing solutions to achieved better outcomes. To
help with this process, we attempted to use an accessible version
of physical mock-up design [9]. The material used to construct the
physical mock-ups included foam paper, basic audio recorders, label tags an electronic tag readers (see Figure 4). Foam paper could
be cut into various forms and shapes with the assistance of the
sighted group member and used to build tangible tactile structures.
Self adhesive tags could be attached to pieces of foam paper, which
could then be associated with an audio description that can be both
recorded and read using electronic tag readers. Additionally, basic
audio recorders (the circular devices shown on Figure 4), which
could record up to 20 seconds of audio, were provided to allow
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participants to record additional audio descriptions of their physical mock-ups. Thus, different pieces of auditorally labeled foam
paper forms could be organised spatially and, if combined with
the audio recording devices, could constitute physical low-fi semiinteractive audio-tactile mock-ups of an interface display or a flow
of interaction. To close the session, participants were invited to
present their physical mock-ups to the rest of the participants for
further discussion. These design ideas were then used as a basis
for driving the next stage in the design process.
3.3. Stage 2: Participatory Prototyping
The second stage in our participatory design approach involved
conducting a series of participatory prototyping workshops to engage users in an iterative design process that gradually develops
fully functional designs. We invited smaller groups of participants
(2 to 3 participants who also took part in the initial workshop) to
actively contribute to the design of basic prototype implementations that embodied the design ideas generated in the initial stage.
We wanted to elicit the help of the same participants who were involved in the initial stage to ensure continuity in terms of where
the ideas were generated from and how these are to be further developed and refined into concrete implementations.
Participatory prototyping activities in this stage (see Figure 5)
had a number of important characteristics. First, rather than being
exploratory in nature - as was the case in Stage 1 - activities at this
stage were structured around the tasks that were identified as being
problematic in the initial workshop. The aim was to expose the
participants to prototype designs that embody the ideas generated
in the initial workshop of how such tasks could be supported, and
to work closely with them to improve on the implementations of
these ideas through iterative prototype development. For example,
participants used a sonification mapping that represented the peaks
of a waveform to locate areas of interest within an audio track. The
sonification mappings were based on ideas generated in the initial
workshop, but could be manipulated programmatically in real time
in response to participants’ feedback. Secondly, as opposed to the
low-fi physical mock-ups used in the previous stage, the prototype
implementations were developed into a highly malleable digital
form. Thirdly, each set of participatory prototyping sessions were
held with the same group of participants through a collection of
three to four workshops that were one to two weeks apart. While
the design team worked on implementing participants’ feedback in
the interim periods, participants were asked to keep detailed audio
diaries of domain activities.
Highly malleable prototypes: The prototypes we developed
to embody the design ideas generated in the initial stage of this
approach were highly malleable because they supported a number
of alternatives for presenting a given information or supporting a
given task or functionality. The key to employing a highly malleable prototype in our approach is that it was easily customisable
and alternatives were quickly and easily generated in real-time.
We achieved this flexibility by developing custom control panels,
which we had available to us throughout the participatory prototyping sessions. For example, we developed a prototype DAW
controller that supports the scanning of a waveform representation
by moving a proxy in a given direction and displaying an audiohaptic effect whose main parameters are mapped to the data values
represented by the waveform (e.g. amplitude mapped to friction
and frequency mapped to texture; a haptification and sonification
of data). This design was malleable in a number of ways; the di-

Figure 5: Participatory prototyping

rection of scanning could be altered to be horizontal or vertical and
could be initiated at different starting points; the mapping used to
drive the haptification and sonification of the waveform could also
be adjusted in terms of scale and polarity; and finally, the haptic
effects themselves could be altered to display, for instance, friction, vibration or viscosity. The malleability of prototypes allowed
participants to explore different implementations of the same functionality in real-time, which in turn facilitated the contrasting of
ideas and the expression of more informed preferences and feedback. Additionally, the prototypes could also be reprogrammed
in real-time. That is, if participants wished to explore an alternative implementation of a given functionality or feature that could
not be readily customised using the control panels, we reprogram
these features on the fly as and when this was needed.
Audio diaries: Another technique that we employed in this
stage was to ask participants to record audio diaries in the interim periods that preceded each participatory prototyping session.
Specifically, we asked participants to attempt to complete similar
tasks to the ones explored during the sessions at their homes or
workplaces. We asked them to do this while using their current accessibility technology setup and encouraged them to reflect on the
process of completing these tasks in light of the particular iteration
of prototype development that they were exposed to in the preceding participatory prototyping session. Whenever participants produced an audio diary they would share it with the design team prior
to the next prototyping session. This provided the designers with
further feedback, thoughts and reflections that they could then incorporate in the next iteration of the prototypes and present to the
participants in the next round of development.
3.4. Produced Designs
Here we present examples of the audio-haptic prototypes that resulted from the first and second stages of this design process. One
of the tasks that was identified as difficult to achieve with current
accessibility tools is applying sound effects to audio tracks. On a
visual display, applying a sound effect can be achieved by drawing
an automation graph overlaying the waveform representation of an
audio track, which in turn involves editing the points that constitute the graph (e.g. Figure 6). Editing the graph is accomplished
by: i) locating an existing point or creating a new one, ii) estimating the point’s position on the X and Y axes, and iii) altering
these coordinates to reflect the desired level of effect (Y axis) at a
given time on the track timeline (X axis). The representations that
support these tasks are inaccessible to screen-readers.
3.4.1. Point Estimation in Automation Graphs
The participatory design activities that we undertook explored how
a range of alternative audio and haptic representations of automation graphs could be used to improve the accessibility of these
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Figure 6: Applying an effect to a track using an automation graph.
artefacts in DAW interfaces. Participants highlighted the importance of providing adequate feedback to indicate the positions of
automation points. However, representing the position of an automation point on the Y axis as a single tone was deemed by participants to be insufficient as they needed to know the position of a
given point in relation to other points. We thus explored a number
of alternative sonifications for conveying the position of automation points. We first designed a simple auditory interface to support
the task of editing the position of a point when creating a graph,
focussing on the part where users need to estimate the position of
a point when placing it at a desired location on an axis. The interface allows users to manipulate the position of a point using the
keyboard up and down arrow keys on an axis containing a total of
30 positions (ranging from -15 to 15, the value 0 being the middle
position in accordance with typical scales used in DAWs). We then
design different interactive sonifications to convey feedback about
the position of a point and references that mark how far it is from
an origin. Examples of these sonification have been submitted as
MP3 file together this paper).
Pitch-Only Sonification Mapping: In the first design, we
sonified the position of a point on an axis by mapping the pitch
of a sine tone to the point’s Y coordinate following a positive polarity. That is, the tone’s pitch changes in accordance with the
point’s movements on the axis; moving the point up increases the
pitch, moving it down decreases it. We used an exponential function to map the position of the point to frequencies in the range of
120Hz (for position -15 ) to 5000Hz (for position 15). The range
and mapping were chosen to fit within the human hearing range,
with the exponential distribution, subsequent frequencies differ by
a constant factor instead of a constant term and this has been found
to be superior to linear mappings [10]. Interaction with this sonification was designed such that the point moves when users press
and hold a cursor key. Pressing and holding a cursor key would
therefore trigger a continuous sonification of the point as it moves
on the axis (SonExample1.mp3).
One-Reference Sonification Mapping: In the second design,
we used the same pitch mapping described above and added one
tone to convey a reference to an origin point. In this case, the
reference tone represented the middle point on the scale (position
0 at a pitch frequency of 774Hz lasting 100 milliseconds). We
designed this such that the user hears pitch changes that correspond
to the movement of the point when they press and hold a cursor
key, and hears the reference tone with a static pitch on key release.
Comparing the two pitches (on key pressed and on key released) is
meant to provide a sense of distance between the current position
on the axis and the origin point based on pitch difference; the larger
the difference in pitch between the two points the further away
from the origin the point is located (SonExample2.mp3).
Multiple-References Sonification Mapping: In the third design, we again used the same pitch mapping as described above.
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But, instead of hearing only one reference point on key release, the
user hears multiple successive reference tones with varying pitches
that correspond to all the points between the current position and
the origin reference. Previous research has shown that the threshold for determining the order of temporally presented tones is from
20 to 100 milliseconds [11]. To create a succession of tones, our
reference tones lasted 50 milliseconds and were interleaved by a
delay also of 50 milliseconds. In this case, the position of a point
in relation to an origin can be estimated by judging both the pitch
difference at that point compared to the subsequent points, and the
length of the sum of successive tones that separate it from the origin. A longer distance yields a longer succession of tones. Points
located below the origin trigger an ascending set of tones, while
those above the origin trigger a descending set of tones. For example, on reaching position 7, users hear a descending succession of
tones made up of all the pitches of points 6, 5, 4, 3, 2, 1 and 0, the
origin (SonExample3.mp3).

Figure 7: Phantom Omni device and the virtual vertical axis used
in the audio-haptic design.

Figure 8: A free-form (1) and grid-based (2) haptifications of a
virtual axis.
Audio-Haptic Interaction: We also designed a simple user
interface that allows users to manipulate the position of a point using a Phantom Omni haptic device instead of a keyboard by using
its proxy to traverse a virtual axis with a vertical motion. The virtual axis was designed to be 16cm tall, sitting 5cm above the base
of the device and 16cm away from it (Figure 7). We used two basic haptification designs to render the vertical axis; In a free-form
haptification design, we rendered the axis as a smooth line (Figure
8 (2)). In a grid-based haptification design, we introduced a grid
like structure by highlighting each position on the line with a magnetic effect such that moving the proxy along the line feels like
snapping from one point to another. Points were positioned about
0.5cm apart (Figure 8 (2)). A quick upwards or downwards movement in this design gives a textured as opposed to a smooth haptic
sensation. In addition to these haptifications, the user movements
were constrained to the virtual axis, allowing users to feel both the
top and the bottom of the axis. Movements on the axis and reference to the origin were also sonified using the sonification designs
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described above, with the exception that a grid-based haptification rendered the sonification to be discrete rather than continuous
(SonExample4.mp3).
3.4.2. Sonification of Peak Level Meters
Another task that was identified as difficult to achieve using
screen-readers is gaining an overview of the overall shape of a
waveform and identifying areas of interest within an audio track,
for example whether the amplitude of an audio track goes past a
threshold that causes the signal to distort – also known as clipping.
The former is typically represented with a waveform representation (Figures 6 and 10), the latter with a visual indicator called
the peak level meter, which conveys audio levels in real-time by
flashing amber and red coloured signals (Figure 9).

Figure 9: Visual peak level meters.

Figure 10: Extracting peak level information to be sonified.
Participants highlighted that the sonifications we designed for
point estimation could be used to access peak level meter information. We thus explored how these sonifications could be modified
and used to monitor variations in the shape of a waveform and to
highlight clipping areas. The result was a sonification that can be
used in two modes: a continuous mode in which the peaks of a
signal from an audio track are used to modulated the frequency of
a sine wave (Figure 10, SonExample5.mp3); and a clipping mode
in which the sine wave modulation is only displayed when parts
of an audio track exceed a user specified threshold. The clipping
mode produces a short alarm beep (200 ms) each time the audio
level goes past the threshold set by the user. We also used stereo
panning to indicate whether the clipping occurs on the left or right
audio output channel (SonExample6.mp3).
3.5. Stage 3: Final Workshop & Qualitative Evaluation
In the third and final stage of our design process we invited groups
of participants (2-3 participants who also took part in stage 2) to
evaluate the final designs and provide further feedback. We asked
participants to complete semi-structured tasks based on those identified as difficult to accomplish using current accessibility solu-
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tions in the initial workshop. The choice of tasks was chosen together with the participants prior to the workshop. The aim was to
test the developed solutions using realistic scenarios that matched
participants’ actual working processes. To evaluate the sonifications of point estimation, we presented participants with audio
tracks that were unknown to them and asked them to create automation graphs to apply various audio effects at different points
on the tracks, such as panning and mixing track by inserting fadein and outs at different points. This task involved scanning through
the tracks, identifying where an audio effect should be applied, and
then creating an automation graph by inserting automation points
and estimating their positions. For the peak level meter sonification, we asked participants to examine a set of audio tracks and to
use the sonification to monitor audio signal levels and to describe
the information they could extract from the sonification and how
they would use this as part of their working process.
Feedback: We collected participants feedback through observations, think aloud protocols and informal interviews. Participants were able to use the sonifications to create automation
graphs, accurately inserting and editing audio effects to realise an
outcome that they felt satisfied with. In particular, participants
found that it was useful to combine the haptic and sonification displays as this gave their interactions an increased sense of immediacy and control. They also pointed out that, with little training ( 20
mins), they were able to edit audio effects as fast as they would
have when using their typical setup with screen-reader scripts, but
that they felt more expressive with the non-speech audio-haptic
designs. One participant commented that a speech output during
a creative process such as mixing audio effects can be unpleasant
and distracting, and that replacing the speech element with nonspoken output such as the designed sonifications made the process
more immersive and enjoyable. However, participants also pointed
out that it was sometimes difficult to know how much pressure to
apply when manipulating the haptic proxy at a given automation
point. One participant concluded that this could be because of
the vertical motion that tool enforced, highlighting that horizontal
movements, e.g. placing the device proxy on a physical flat surface, might be more intuitive. The free-form haptification seems
to have eased this difficulty since it was also received much better than the grid-based haptification. Participants highlighted that
a grid-based display allowed them to count their way through the
display when estimating point positions and distances on the vertical axis, however they found this to be too restrictive, forcing them
to work in a manner similar to using a speech display due to the
discrete nature of movement. Participants found the sonification
of peak levels to be useful in exploring waveforms. Interestingly,
the sonification designs were appropriated differently by each participants. For instance, one participant preferred the continuous
sonification of peak levels to assess whether two audio tracks’ levels are consistent after mixing them together. They highlighted
that a sonification of this kind gives them more insight than using
a speech display, which can only provide access to a single track at
a time. Another participants preferred to use the sonification in the
clipping mode, but appropriated its use by looping a portion of an
audio track while gradually reducing the clipping threshold until
this displayed a consistently continuous tone, and monitored this
consistency to judge the overall signal level of the track. Interestingly, at the end of this process, this participant described the audio
waveform using terms such as “thick” and “chunky”, i.e. meaning
that it had a low dynamic range, and thus was referring to its visual
features rather than to how it was sounding.
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3.6. Further Design Validations:
We sought to validate the produced designs in two ways. First
we ran controlled user studies to compare the different sonifications and combinations of audio-haptic displays on point estimation tasks. Second, we developed and released the peak levels
sonification as a VST plugin that can be freely downloaded and installed on modern DAWs as a way to collect more feedback from
the community of users. The plugin has so far been downloaded by
over 80 visually impaired users in the first 6 weeks of its release,
which demonstrates that the approach we used can generate research findings, and develop concrete design concepts, prototypes,
and products.
4. REFLECTIONS ON THE PROCESS
The user-centred approach presented in this paper attempts to address issues associated with the accessibility of a participatory
design process to people living with visual impairments. In particular, the approach emphasised the use of audio-haptic technology throughout the design process in order to facilitate discussions
about audio and haptic percepts and help the envisioning and capturing of non-visual design ideas. In our experience, close interaction with participants through detailed and thorough workshops
such as the ones reported in this paper, allows designers to gain
an appreciation of the issues faced by users living with visual impairments and a deeper understanding of how these could be addressed. In general, participants and designers brought different
sets of expertise to the sessions. Participants had knowledge about
the domain of their expertise but also in-depth knowledge about
the practical limitations of current accessibility solutions, while
designers brought design and technical knowledge. We consider
the three stages that constitute this approach to be complimentary
in terms of the nature and aims of the activities they encompass.
The initial stage was exploratory in nature and aimed to establish
basic understandings of practice and technology before attempting
to engage participants in generating and capturing broad design
ideas. The second stage was more focused and addressed finer details of tasks and functionality in an iterative design process. The
final stage focused on evaluation of the produced designs based on
realistic scenarios. Here, we reflect on the benefits and challenges
of the various techniques we used our approach.
Understanding context & building a common vocabulary:
The initial workshop was valuable in helping all participants (users
and designers) establish a deeper understanding of context and
possibilities. From the designers’ perspective, this included learning about the issues faced by users living with visual impairments,
as well as when and where current technology failed to address
those issues. From the users’ perspective, this included encountering and understanding the capabilities of new technology, and
hence new possibilities, as well as exchanging experiences with
fellow users. In essence, only after each party learned more about
these independent aspects (context and technological capabilities)
were they then ready to move into a shared design space where
they could effectively explore and generate design ideas together.
The technology demonstrations were thus a valuable part
of the initial stage. The benefits of demoing technology were
twofolds. First, the demonstrations helped familiarise every participant with the technology that will be used to design potential
solutions, which they may or may not have already come across.
All participants could then engage in the design process with the
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same baseline of understanding and appreciation of possibilities.
Second, the demonstrations helped in establishing a common vocabulary between designers and users that could then be used to express and communicate non-visual design ideas that later informed
parts of the workshops. This exercise was particularly important
for non-visual experiences particularly between sighted and visually impaired interlocutors, and this lack of vocabulary has previously been found to hinder design activities [12].
Communication barriers & asymmetry of participation:
Not all the techniques used in the first stage of the design process
achieved their expected outcomes and benefits. In the final part
of the initial workshop, we observed that participants attempted to
use the material provided to create audio-tactile mock-ups but, as
discussions unfolded, they drifted away from these materials and
focused on verbal exchange only. In our experience, the less material participants used the more ideas they expressed. Thus, the
process of constructing these mock-ups seems to have hindered
rather than encouraged communication. Our audio-tactile mockups have therefore had the opposite effect of their visual counterpart methods, where the use of mock-ups is often associated with
engendering imagination and conversation [13]. While it is possible that training might change the situation, in general, one of
the benefits of low-fi mock-up design activities lies in the fact that
they require minimal training while yielding significant design insights. More training is therefore not necessarily desirable in this
case. Another explanation for this is that users living with visual
impairments were not able to access the construction of a physical prototype in the same moment as it is being constructed and so
the process lacks the emergent properties and illuminating qualities that it can have when shared by sighted co-designers. That
is, the audio-tactile mock-ups no longer functioned as an immediate shared artefact, which may have contributed to decreasing the
spontaneity that the visual counterpart process has. Indeed, the use
of the physical mock-ups might also have contributed to creating
an asymmetry between the contributions of the sighted designers
– who could not only see the physical artefacts but also assist with
their construction – and those of the other participants. In this
sense, the shift away from the physical artefacts to the verbal descriptions would have contributed to balancing this asymmetry between designers and participants since all parties were then using
a modality that could be equally shared amongst everyone.
Another possible explanation for this observation is indeed the
type of users we worked with. Users living with visual impairments are perhaps used to talking about their experiences descriptively and so do not have the same need as other end user groups to
realise their design ideas in a physical form in order to be able to
listen and talk about them. Another possibility is that the tasks that
users were trying to design for were too complex to be captured using the low-fi material provided. Our observations are nonetheless
in line with previous work that found narrative scenario-based design to be a particularly effective tool of co-designing with participants living with visual impairments [2, 3]. Still, thorough comparisons of these different methods for non-visual participatory design is lacking and more studies are needed to further investigate
these issues.
The collection of workshops that we held in the second and
third stages of our process were valuable in helping us delve deeper
into the design of the developed solutions and how these fit in with
actual working scenarios. These sessions were an opportunity to
collectively scrutinise finer aspects of design and thus provided
a further joint learning space where participants learn more about
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the technology and the techniques, e.g. sonification mappings, and
designers learn about actual workflows and processes. The small
number of participants in these sessions helped achieved higher
degrees of engagement and detailed scrutiny (with sessions often
lasting up to 5 hours). The medium for facilitating participatory
prototyping in this space were the highly malleable prototypes.
Prototype malleability & Expanding reflection space: The
malleability of these digital prototypes was critical in ensuring the
success of the participatory prototyping sessions. Being able to
present participants with different alternatives and reprogram features on the fly captured an essential characteristic that is found
in, for example, paper prototyping techniques that make them an
extremely effective design tools [9]. The prototypes capacity to be
adaptable in response to changes and feedback generated from the
joint prototyping process is crucial in prototyping activities [14],
and non-visual design tools should therefore incorporate flexible
levels of adaptability for them to attain the same level of efficiency
as their visual counterparts. Thus, while this was not true in our
experience with using the physical audio-tactile mock-ups, which
hindered rather than nurtured communication and exchange of design ideas, digital implementations of highly malleable prototypes
afforded a more supportive medium of communication between
visually impaired participants and designers.
The use of audio diaries was also valuable in a number of
ways; first, they expanded the space of reflection on designs to
reach beyond the bounds of the workshop sessions themselves.
Participants were able to go back to their familiar home or workplace settings, re-experience the tasks with their own technology,
compare this to what they have experienced with the new prototypes and record these reflections on an audio diary. Secondly,
audio diaries provided the designers with an extra resource of feedback, it gave the designers access to actual in-situ experiences with
current accessibility solutions – often these were screen-reader
based technologies, and so the audio diaries captured both participants commentary and the interface interactions in speech. Users
provided running commentary, explaining rational for certain interactions, issues and potential solutions to them in light of their
experience in the initial workshop session and the participatory
prototyping sessions. Audio diaries thus gave direct access to
actual experiences with accessibility technology that would have
been harder to tap into otherwise.
5. CONCLUSION
We presented a user-centred approach for conducting participatory design with users living with visual impairments. This approach incorporates accessible means for expressing non-visual
design ideas for editing audio using digital audio workstations. It
emphasises the need to use non-visual technology throughout the
design process in order to build shared vocabularies and support
effective expression, communication and capture of auditory and
haptic design ideas. Our approach combined an initial stage involving focused discussions, application-independent technology
demonstrations and non-visual mock-up design activities; a second stage of iterative participatory prototyping sessions that rely
on highly malleable non-visual prototypes and audio diaries; and
third stage of qualitative evaluations. We presented the design of
sonifications and audio-haptic interfaces that resulted from this
process and reflected on the benefits and challenges that we experienced when applying this approach. In particular, non-visual
audio-haptic technology demonstrations allowed us to establish a
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baseline of shared understanding and to build a shared vocabulary for expressing non-visual design ideas, while low-fi physical
audio-tactile mock-ups did not encourage co-design as anticipated
and instead hindered communication. Participants switched to verbal descriptions to generate and capture design ideas instead. The
use of highly malleable non-visual digital prototypes in the second
and third stages provided an effective medium for shared design
and implementation activities, while audio diaries expanded the
users’ reflection space to reach beyond design sessions and provided designers with a further resource of feedback.
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ABSTRACT
We propose a real-time, interactive system for smile recognition and sonification using surface electromyography (EMG) signals. When a user smiles, a sound is played. The surface EMG
signal is mapped to pitch using a conventional scale. The timbre
of the sound is a synthetic sound mimicking bubbles.
In the experiment, eight participants evaluated the effects of
smile-based sonification feedback. Participants expressed smiles
in a condition that there was feedback or no feedback. We investigated what type of effects the feedback had on smiling by analyzing surface EMG signals and interviewing the subjects.
The results suggest that the sonified feedback could facilitate
the expression of spontaneous smiles. In addition, results suggested that both the attack and release of a smile were similarly
perceived using visual or auditory feedback.
1. INTRODUCTION
Smiles are one of the most basic facial expressions exhibited by
humans and are generally associated with positive emotions, such
as pleasure, amusement, and enjoyment. People smile in order to
convey a kind attitude toward others. A smile can be spontaneous
or intentional, with a wide range of underlying emotions and intentions, from pure joy or trust to sarcasm. A smile is not only a
facial expression but also a powerful social tool.
Physically, a smile is a facial gesture that involves lifting the
corners of the mouth upward. However, the manner in which one
delivers this gesture is highly dynamic, personal, and situational.
For example, a person can smile in a slow and subtle manner, or in
a fast and fluttering manner. Such a variation of muscular motion
results in a wide range of smile-based expressions.
In this study, we propose a real-time system for smile detection and sonification using surface electromyography (EMG). This

This work is licensed under Creative Commons Attribution Non Commercial 4.0 International License. The full terms of the License
are available at http://creativecommons.org/licenses/by-nc/4.0

system has the following characteristics: (1) the variety of muscular motions in smiles becomes audible, and (2) the sound is pleasant and entertaining, so that users are motivated to produce more
smiles.
The potential applications of such a system are vast, monitoring one’s own and other’s smiles is useful to represent emotions.
In this study, we sonify one’s own smile with EMG and provides
it back for self-monitoring in order to enhance or augment smile
production. However, in this paper, we focus primarily on the development of the system, as well as user evaluation of the system.
2. BACKGROUND
2.1. Emotions
Facial expressions, including smiles, convey our emotions. Sonification of facial expression could function as medium for the emotional communication. It can also augment emotional contagion.
We are particularly interested in smile sonification because we
value positive emotions represented by smiles.
There are two notable theories for the cognition of emotions,
namely the “category theory” and the “dimension theory”.
The category theory suggests that people around the world express the six basic emotions of enjoyment, anger, sadness, fear,
disgust, and surprise [1]. Furthermore, facial expressions associated with the six basic emotions are recognized regardless of nationality and cultural background. According to the category theory, smiles are generally considered as expressions of enjoyment.
The dimension theory considers emotions as a continuous
change on a coordinate axis. Russell proposed a circumplex model
of affect, which shows a position of feelings using adjectives on the
coordinate axes, where the horizontal dimension is “pleasure - displeasure” and the vertical dimension is “arousal - sleep” [2]. Fig. 1
illustrates this circumplex model of affect. The highlighted region
in Fig. 1 shows the range of affects that can result in smiling. This
wide variety of feelings underlying smiling can potentially explain
the diverse nuances in this facial expression.
In this study, we employ both of these two theories. As described in Sec. 3, we first detect smiles by classification, and within
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the smiling time-frame, we use parameter-mapping sonification.
In other words, the detection stage is analogous to the category
theory, and the parameter-mapping sonification stage is analogous
to the dimension theory.
Arousal
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The system is constructed in three modules. The first is the
signal processing module, which performs filtering for noise reduction and calculates RMS value of sEMG signals. The second is
the facial expression classification module, which consists of the
support vector machine (SVM) learning model and classifier. The
third is the sonification module, which synthesizes the sound using the RMS of sEMG signals triggered by the SVM result. The
sonification sounds are played only when the SVM detects a smile.
The signal processing and facial expression classification
modules are implemented using C#. The sonification module is
implemented using SuperCollider. The system uses Open Sound
Control (OSC) [6] to send the result of facial expression classification, and the features of sEMG signals from C# runtime environment to the SuperCollider.
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Figure 1: A circumplex model of affect (Colored area is area of
feelings which can be related to smile)
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Figure 2: Schematic of smile sonification system
2.2. EMG
We employed surface EMG (sEMG) signals to retrieve facial muscular motion. For our purposes, the sEMG signal has two advantages. First, there is little spatial limitation. Second, real-time
capacity of the sEMG signal is high.
Previously, Patil et al. [3] and Funk et al. [4] used image processing for sonification of facial expressions. Their systems used
optical flows for different parts of the face. Such image processing
schemes require a camera; moreover, the user has to stay in front of
the camera at an appropriate, fixed angle and distance, resulting in
spatial limitations imposed by the relative positions of the camera
and the face. The users are required to fix their faces and cannot
turn their heads freely, resulting in limitations of both posture and
view.
In contrast, the electrodes for measuring sEMG signals are
both small and light. They can be attached on the face without
interrupting the view. Therefore, there is more freedom for the
spatial arrangement, posture, and view. Moreover, the EMG signals can capture the earliest stages of facial expression that are not
yet visible. The subtle musculature motions that eventually grow
in magnitude to alter the facial expression can be observed with
the EMG signals. Therefore, EMG-based smile recognition is potentially faster than camera-based smile recognition. In our study,
we employed a smile recognition algorithm using sEMG signals
[5] to trigger a sound synthesis system at the starting and ending
points of a smile.
3. SYSTEM
We implemented a real-time smile sonification system. The system uses the sEMG signals measured on the forefront and sides of
the face (four channels). The system synthesizes a sound in real
time. Figure 2 shows a schematic of the system.

3.1. Signal Processing Module
In the signal processing module, the system first performs noise
reduction, and then calculates the features for machine learning
from the sEMG signals. The classification system uses Root Mean
Square (RMS) as its feature [7]. RMS is considered conveys all
necessary information about a signal’s amplitude.
For noise reduction of sEMG signals, the system uses comb
and bandpass filters. First, the system removes the power source
noise by comb filtering. Next, the system limits the frequency
spectrum to 30 - 450 (Hz) using a bandpass filter. The system performs two kinds of RMS calculations; one is for facial expression
classification and the other is for sonification.
For the facial expression classification (described in Sec. 3.2),
the RMS is calculated with a window of 150 ms. We use this RMS
for learning and classifying the facial expression, which is essentially a binary decision of smile or no-smile. For sonification, the
RMS is calculated with a time window of 50 ms. This small time
window is indicative of the extremely fast changes during facial
muscle movements, and these dynamic fluctuations are reflected
as sound in our proposed system. The frame shift is 1 ms for the
learning phase and 25 ms for the classification and sonification
phase.
When a smile is expressed, sEMG signals on the sides of
the face tend to change; however, no changes are experienced on
the forefront of face. Therefore, we analyzed the sEMG signal
changes at the side of face for the sonification of smiles.
After calculating the RMS for sonification, the data were normalized. Rm (n), which is the normalized RMS, is calculated in
Equation (1), where m is measurement part, n is the number of
samples, rm (n) is the RMS for sonification before normalization,
R0m is the average RMS for sonification at the time when a neutral face is learned (Sec. 3.2), and Rmaxm is the maximum value
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of RMS for sonification at the time when a big smile is learned
(Sec. 3.2).
Rm (n) =

rm (n) − R0m
Rmaxm − R0m

{
1
Rm (n) =
Rm (n)

(1)

sound implementation, when the RMS signal maintains the same
value, the sound is not played. Only when the RMS signal value
changes does it produce a bubble grain sound, thereby creating a
kind of rhythm according to the muscle movements. In addition,
as the pitch becomes higher, the amplitude of the sound becomes
smaller―like the sound of natural bubbles.

(Rm (n) > 1)
(otherwise)

4. EXPERIMENT

3.2. Facial Expression Classification Module

4.1. Conditions

In the facial expression classification module, a smile is classified
using a SVM, which is a two-class classifier. We use LIBSVM as
the classification and learning algorithm [8]. SVM has a strong
generalization capability against unclassified patterns and is computationally inexpensive. These features of SVM make it possible
to classify a smile in real time.
sEMG signals are highly individual and not generalizable.
These parameters vary depending on individual differences and
electrode position. Therefore, the system first conducts calibration
for each user by recording sEMG of five known facial expressions
(neutral, frown, bite, smile and big smile) for four seconds each,
and learns the user’s signal pattern and intensity. Afterwards, the
system classifies smiles based on the learned patterns and displays
the results using sound in real time.

Eight normal listeners (5 males, 3 female; aged 22 - 33) participated in the experiment. First, they received information about
the experiment and instructions on the experimental procedures.
Next, they were outfitted with the sEMG electrodes. They were
requested to sit in a chair and listen to sounds played from stereo
speakers, which were placed approximately 1.5 meters away from
them (Fig. 3). The experiment was approved by the IRB at the Faculty of Library, Information and Media Science at the University
of Tsukuba.
Electrode
Speaker
Ground

3.3. Sonification Module

Data logger

In the sonification module, the system receives RMS signals for
sonification of one side of face (two channels) and facial expression classification results. The synthesized sound is produced in
real time, but only while one is smiling. We used parameter mapping sonification (PMSon) for sonification.
We had three desiderata for sonification: understandability,
enjoyability, and pleasantness. Understandability means that users
can easily understand the movements associated with facial expressions using sound. Enjoyment means that the sound can encourage and facilitate the expression of spontaneous smiles. Pleasantness means that the sound does not make users uncomfortable
and does not disturb their spontaneous smiles.
We hypothesized that mapping to pitch using a scale would be
suitable to satisfy the criteria of understandability and enjoyment.
Value ranges of Rm (n) (Equation (1), 0 - 1) were divided by the
number of scale elements, with equal spacing. The C-major pentatonic scale was used. The timbre of the sound was a pure tone
sine wave.
We thought that this mapping would satisfy the understandability criterion because a change of pitch reflects the movement
of facial expressions. We also thought it could satisfy the enjoyment criterion because the sound reflects the movement of facial
expressions and changes frequently. However, the timbre of puretone sine waves resulted in an artificial impression. Therefore, the
timbre of pure tones did not satisfy the requirement of pleasantness.
In order to satisfy the pleasantness criterion, we therefore used
a bubble sound model. A synthetic algorithm for bubble sounds
is written in “Designing Sound” [9]. In implementing the bubble sound using SuperCollider, we referred to “Bubbles”, implemented by Dan Stowell [10] in “Designing Sound in SuperCollider” [11]. As a result, we discovered that the timbre of bubble
sounds could satisfy the pleasantness criterion. With our bubble

Figure 3: Experiment setup

4.2. Methods
After wearing the electrodes and practicing the system for a while,
participants were instructed to smile under three feedback conditions. The first condition was no-feedback, in which participants
expressed smiles without any feedback. The second condition was
“mirror”, in which participants expressed smiles with visual feedback using a mirror but without sound. The third condition was
“sound,” in which participants expressed smiles with sonificationbased auditory feedback, but without a mirror. We recorded sEMG
signals in each condition.
We asked participants to hold their smiles for approximately
two to three seconds. However, we did not specify what kind of
smile they needed to express. After the feedback experiment, we
had a questionnaire and an interview with participants.
5. ANALYSIS & DISCUSSION
5.1. sEMG analysis
5.1.1. Symmetry of a Smile
We analyzed the sEMG signals during the smile in terms of the
left and right balance. According to Rinn et al., spontaneous facial
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and the time between release and the end as the “release time.”
Finally, we analyzed the ratio of the attack and the release time
compared to the duration of a smile. Fig. 7 shows the average ratio
of “attack time” and “release time” in each experimental condition.
Decay

Amplitude

expressions are symmetric; however, deliberate facial expressions
are asymmetric [12]. Considering this, we hypothesized that if auditory feedback facilitated the expression of spontaneous smiles,
then the difference between right and left muscles involved in
forming smiles with auditory feedback should become small.
Taking this into consideration, we calculated RMS energy using a window size of 500 ms for the sEMG signals from the two
channels on the sides of the face. Then, using this RMS signal,
we integrated the difference between right and left signals for each
smile. The integral of the sEMG difference between right and left
is associated with the difference of the muscle movements for the
right and left sides of the face during the smile. The smaller the
integral, the more symmetric the smile. As shown in Fig. 4, the
integral of the sEMG difference between right and left is smallest
in the sound condition.
In the sound condition, the integral of the difference was
smaller than in the other conditions without auditory feedback.
Therefore, auditory feedback may have facilitated the expression
of spontaneous smiles. In the sound condition, five of the eight
participant’s integral of the difference was the smallest of all conditions. However, this tendency just missed being statistically significant with the Wilcoxon signed rank test (p-value = 0.078).
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Attack
Sustain

Attack time

Time

Release

Release time

Figure 5: Time envelope of ADSR model

Attack

Release

Figure 6: Example RMS of EMG signals (blue line) and its envelope (red line). Left gray area represents the attack and the right
gray area represents the release.
Figure 4: Integrated difference of right and left signals (normalized). We used the average of all integrated levels to normalize.
The integral is smallest in the sound condition.

5.1.2. Time Envelope of a Smile
We investigated the time envelope of the sEMG signals as we were
interested in the temporal aspects of smiles. Sometimes, a smile
starts very quickly and ends quickly. Alternatively, a smile can
gradually emerge, or a smile can sustain with fluctuations. Such
variations in the time envelope of smiles are analogous to that of
musical sounds, which are often modeled with the attack, decay,
sustain, release (ADSR) model (Fig. 5). We therefore analyzed the
time envelope of smiles using the ADSR model. Fig. 6 shows an
example RMS of EMG signals and its envelope. The RMS signal
shows the gradual rising and slow decay, which resembles ADSR
model.
We divided the period of a smile into ten equally spaced time
intervals. Within each interval, the maximum value of RMS signal
of the sEMG were computed, and the time-envelope was defined
as a connection of these ten maximum values. We defined the
section from the start to the first local maximum as “attack,” and
the section from the last local maximum to the end as “release.”
We then used the time between start and attack as the “attack time,”

According to Fig. 7, both the attack and release time ratios
became higher in the feedback condition (i.e., sound and mirror)
than in the no feedback condition (i.e., nothing). The higher attack
and release time ratios suggest that smiles tend to appear and disappear gradually. The visual and auditory feedback had a similar
effect on the ratio of attack and release times. For the majority of
subjects, we observed increases in attack or release ratios due to
feedback for all the experimental conditions; however, the amount
of increase only trended toward being statistically significant according to the Wilcoxon signed rank test (p-value > 0.1 for attack
time and p-value = 0.055 for release time).

(a) attack

(b) release

Figure 7: Result of time envelope analysis in attack and release
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5.2. Interview
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During the interview, we received the following comments:

[4] M. Funk et al., “Sonification of facial actions for musical expression,” in Proceedings of the 2005 Conf. NIME. National
University of Singapore, 2005, pp. 127–131.

“It was fun to have a feedback of my own moving.”
“It was interesting that I can understand how I smiled
with the pitch of sound.”
“I could smile easier when there were sounds.”

[5] Y. Takano and K. Suzuki, “Affective communication aid using wearable devices based on biosignals,” in Proc. of the
2014 Conf. Interact. Design and Children (IDC2014). New
York, NY, USA: ACM, 2014, pp. 213–216.

Overall, the participants indicated that the sonification reflected their smiles appropriately. Moreover, most of the participants commented that the system was “fun” or “interesting”. To
summarize, our interactive sonification system seems to deliver an
enjoyable and intuitive feedback experience to all participants.

[7] A. Phinyomark et al., “Feature extraction and reduction of
wavelet transform coefficients for emg pattern classification,” Elektronika ir Elektrotechnika, vol. 122, no. 6, pp. 27–
32, 2012.

[6] ”http://opensoundcontrol.org/”.

[8] ”http://www.csie.ntu.edu.tw/˜cjlin/libsvm/”.
6. CONCLUSION & FUTURE WORK
In our study, we implemented a real time smile sonification system using sEMG signals in order for people to recognize their own
smiling using auditory information, and conducted a user evaluation test.
Using parameter mapping sonification, our system sonifies a
smile from sEMG signals that was measured from the sides of the
face. The sound synthesis was designed to satisfy our target criteria (understandability, enjoyability, pleasure). Considering these
criteria, we employed a mapping in which the strength of a smile
was associated with pitch using a musical scale with the timbre of
bubble sounds.
In the user evaluation test, we evaluated the effects of feedback
on smiling. Furthermore, we analyzed the effects of feedback by
using the integral of the left-right difference and the time envelope
according to the ADSR model. The results indicated that auditory
feedback facilitated the expression of spontaneous smiles. In addition, the effects of visual and auditory feedback on the rate of
attack and release times were similar. Participants’ comments on
the enjoyment of using the system were mostly positive. However,
there was no statistically significant outcome in our analysis due
to the small number of participants.
In future work, we intend to test other types of sounds for the
system. We also plan to develop a wearable device so that people
can use the system more easily. We are interested if this system
could help or enhance the emotional communication among multiple people.

[9] A. Farnell, Designing Sound.
The MIT Press, 2010.

Cambridge, Massachusetts:

[10] ”http://www.mcld.co.uk/research/#phd”.
[11] ”http://en.wikibooks.org/wiki/Designing Sound in SuperCollider”.
[12] W. E. Rinn, “The neuropsychology of facial expression: a
review of the neurological and psychological mechanisms for
producing facial expressions.” Psychol. Bull, vol. 95, no. 1,
p. 52, 1984.
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ABSTRACT
This paper introduces compost as a rich site for creative
exploration and expression via the medium of sonification
art in the context of Composing [De]Composition, a largescale audiovisual installation/performance work to be presented at University of California Riverside’s Culver Center
for the Arts from June-October 2015.
Here, the author non-reductively describes the multiagential and poly-temporal nature of compost through detailing the evolution of an artistic praxis involving: the observation, audification, and sonification of compost temperatures;
the development new sensing methods for data-collection;
and sound-mapping strategies. The main observable driving
the project is incalescence—the heat generated by the composting process. Audification of this biological process
brings a perceivably silent activity into the tangible reach of
human hearing. The collection and real-time audification of
temperature data using a custom interface to route sensor
data to MAX/MSP enables listeners to better understand the
complex ecology of a heterogeneous mass that is simultaneously decomposing, supporting a myriad of life forms while
also enabling the bioavailability of macronutrients to the
soil. In addition, the recontexualization of temporally-based
temperature data into sound creates fertile ground for exploration in the compositional realm, as the collection of data
over time depicts inherent patterns occurring in the systems
analyzed, while the basis of music also builds upon the use
of patterns (pitch based, rhythmic) through time. Sonification of these patterns enables the composer/sound artist to
create compositions in partnership with her subject/phenomenon of study.

1.

INTRODUCTION

Citing Idhe’s material hermeneutics and defining sonification as a point of departure, “For science, or art, to be experienced, it must take into account human embodiment … if
the phenomenon lies beyond our capacity, then only by being technologically transformed can it come into our range”
[1]. The translation of data into sound is called sonification,
“which can be defined as the data-dependent generation of
sound in a way that reflects objective properties of the input
data. Sonification … research takes place [through an interdisciplinary process that includes] physics, acoustics, psychoacoustics, signal processing, statistics, computer science,
and musicology” [2].
Composing [De]Composition, is a practice-based approach toward compost and the sonification of data collected
from it as a site of creative expression. The project is a reThis work is licensed under Creative Commons Attribution
Non Commercial 4.0 International License. The full terms of the
License are available at http://creativecommons.org/licenses/by-nc/4.0/

sponse to the growing body of art/music based on environmental data, especially with regard to the issue of global
warming. While many works dealing with data sonification
engage with big data and large scale environmental issues,
the approach used for Composing [De]Composition is to
collect data from a more “ordinary” and accessible source.
The primary material for the Composing [De]Composition
is decomposing organic matter—compost—a complex, living
matrix whose elaboration permeates the installation and performance. Sonification of this biological process brings a perceivably silent activity into the tangible range of human
hearing through the collection and real-time audification of
temperature data using a custom interface to route sensor
data to MAX/MSP. A sound installation featuring two different methods of compost sensing will continually gather
and log data on the compost samples over a period of three
months. During this time, the installation space will also be
used as an active audification research lab where data from
the compost samples will be directly used in real-time audification experiments, and the performative possibilities of
using the sensor apparatus will be investigated. Visitors to
the gallery will experience the audified data thorough a spatialized, eight-point speaker array mapped to mirror the
placement of the temperature sensors inside of the on-site
compost container.
The recontexualization of data into sound also creates
fertile ground for compositional exploration, as the collection of data over time depicts inherent patterns occurring in
the systems analyzed, while the basis of music also builds
upon the use of patterns (pitch based, rhythmic) through
time. Detected patterns in the collected data sets will be used
to generate larger rhythmic, tonal, and temporal musical
structures for a score-based aspect of the work that will feature acoustic instrumentation for both Western and Indonesian pitched percussion instruments such as marimba, Javanese kenong and gongs, and triangles of varying pitches.
This composition-based facet of the project will premiere during the closing of the exhibition in October 2015 as
a live, audiovisual performance piece that integrates data,
sonic, and visual materials collected during the year-long
research and exhibition period.
The development stages of this long-term sonification art
project include:
I) Hands-on research on the aerobic composting process
and investigation of how to collect the most meaningful data
from the material;
II) Temperature sensing apparatus development and
techniques to easily collect, store, and sonify the data;
III) The design and creation of a three-month audiovisual
installation at the UC Riverside Sweeney Gallery where data
collected from compost samples originating on the UCR
campus will be audified in situ;
IV) Translation of data gathered during the exhibition into
scored notation for gamelan, Western percussion
instruments, and electronics.
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This paper discusses the following four areas of the larger
project in the context of sonification art:
1. Developing praxis for sonifying compost as a site of
creative expression;
2. The creative process involved in prototyping a
temperature and decomposition sensing apparatus;
3. Developing a robust metaphor for mapping parameters
directly for real-time audification;
4. Developing real-time sensing performative strategies.

1.

SONIFICATION ART

2.1. Prior Work
The aesthetic potential of sonification as an artistic medium
has been developed by sound artists like Andrea Polli who
made extensive use of sonification techniques in a public
sound art installation on climate change. Many artworks
based in data sonification engage with big data and issues of
global pollution, tsunami waves, war, outer space, train
schedules, DNA, etc. Projects of note include sound artist
Polli’s Atmospherics/ Weatherworks: the Sonifcation of
Meterological Data (2002) dealing with data on major
storms in the New York metropolitan area,1 Chris Chafe’s
use of Blackcloud Citizen’s Science League’s worldwide
sensor readings for carbon dioxide levels, humidity, and
concentrations of volatile organic compounds from locations
including Katmandu, Shanghai and Tokyo to influence different aspects of the musical components of his work, Smog
Music (2008) 2 [3], and Dombos and Brodwolf’s sonification
of the Tohoku earthquake off of Sendai Japan in 20113.
In contrast to the big data approach in the abovementioned works, New Orleans-based Quintronics and the Robert Rauschenberg Foundation have developed the Weather
Warlock (2014), an online-streaming, drone-based synthesizer that is driven by real-time temperature, wind, sun, and
rain data audified directly by the instrument.4 Weather Warlock listeners worldwide can tune in at any time and listen to
a site-specific, real-time climate audification via the synthesizer located at Quintronics’ New Orleans base station.

2.2. Compost as a Site of Creative Expression

Similar to the Weather Warlock, the approach of Composing
[De]Composition, is to collect data from a somewhat more
“ordinary” and accessible source. Spontaneously generated
out of something very unremarkable—lifeless vegetal
matter, our left-overs/ food waste /refuse—the biota of
compost self-organizes in any place there is a scrap of
organic (i.e. carbon-based) matter, moisture and a source of
oxygen [4]. The main observable driving the project is
incalescence—the heat generated by the composting process.
The choice of compost as a site for exploration stems
from a personal 20-year practice of daily food-waste
composting in various internationally based sites. An
eventual turn toward the deep integration of this somewhat
mundane environmental process into my artistic practice first
1. www.andreapolli.com/studio/atmospherics/
2. http://chrischafe.net/smog-music/
3. https://www.youtube.com/watch?v=3PJxUPvz9Oo
4. http://weatherfortheblind.org/
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began during a two-year residency at the Indonesian Art
Conservatory in Yogyakarta, Java where I began merging
seeds sprouting from my garden compost pile into textile
hangings and site-specific installation work. Whereas this
previous work integrated plant life borne out of personal
food refuse, Composing [De]Composition begins an
investigation into the actual process of decomposition and
harnesses its incalescent properties for the generation of
sound art.
The project establishes compost as an “actant … a
source of action that … has sufficient coherence to make a
difference” [5] in the creation of the work itself—thus
recontextualizing the product of the somewhat ‘ordinary’ act
of home composting into an artistic material, a muse, and
most
importantly
a
collaborator.
Through
its
recontextualized role, the material/textile/biota of compost is
revealed as true energetic force of creation. Working with
the biota is working at the edge of life and death—what is
produced at the end of the human food chain continues on to
support millions of smaller life forms who live, eat,
reproduce, are eaten, and die at a timescale of a few days or
a few months at most—a process transforming nearly
everything into nourishment for future plant life.

3.

BIOLOGICAL/ MULTI-AGENTIAL ASPECTS OF
COMPOST

Briefly, composting is an aerobic biological process that
occurs when insects, invertebrates and microorganisms
“digest” the carbon of the carbohydrates contained in
decomposing organic matter. The use of the term aerobic
indicates that the organisms involved in this process require
oxygen and moisture to live and reproduce. As part and
parcel of this carbon- and oxygen-rich “feeding frenzy”, the
various-sized organisms also generate heat, water vapor and
carbon dioxide during the process of respiration. The terms
“compost” and “biota” in the context of Composing
[De]Composition refer to the entire network of biota present
during the decomposition process—consisting of decaying
vegetal matter, worms, large insects, fungi, and millions of
microorganisms.
Common insects found in a compost heap include: fruit
flies, ants, earwigs, and black fly larvae, to name but a few.
These larger beings can all be seen clearly without
magnification. Microorganisms such as fungi and
actinomycetes (bacteria that resemble fungi) occur in the
outer 10-15 centimeters of a compost pile are also visible to
the naked eye. Under 200x magnification, white potworms,
and tiny insects such as springtails and mites can be seen in
action. Zooming to 400x magnification, larger bacteria—
which make up 80-90% of the microbial community found
in compost—are visible and the micro-structure of fungi can
be more closely examined.
There are two main types of composting—backyard
composting and thermophilic composting that occurs at the
industrial level. In optimized industrial situations, the life of
a compost pile is roughly a few months until the “curing
phase” when the oxygen supply is no longer available to the
ecosystem and the material becomes a market-ready mulch.
The temporal range for backyard composting on the other
hand has a much broader spectrum. Home composting most
commonly occurs on a much smaller scale and in closed
containers for efficiency and matters of public health/city
ordinances. In this type of composting, new matter is
constantly added to the larger pile/bin and decomposition
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speed completely depends on the methodology used. Turning
the pile every day is the most effective technique to make
sure oxygen is supplied to the entire biota on a regular basis,
helping to speed along the composting process [6].

4.

DECODING THE BIOLOGICAL PROCESS THAT
BEST REPRESENTS DECOMPOSITION

Using compost as compositional grist involves a revelatory
process of decoding which aspects of the heterogeneous
mass that best represent it as a whole. At the temporal and
geometric scale of human visual perception, compost
appears to be in stasis. Daily observation over the period of
weeks is required to see color and texture changes.
Microscopic study of compost shows the opposite—a hugely
dynamic, unstable ecosystem with a large amount of activity
among a complex array of life forms.
Oxygen and water must be present for decomposition to
be enabled. Monitoring changing moisture levels during
decomposition is a simple and easily available way to detect
changes in the biota. “If adequately aerated, composting
material with moisture content between 30% and 100% will
be aerobic” [7].
Obtaining accurate oxygen levels in the biota, however
would require a laboratory-like closed system to monitor the
pile for a total decrease in oxygen as the biota consumed it
and returned carbon dioxide in the respiration process.
Constructing this type of setup would be complicated and
conflict with the requirement that the biota be frequently
turned so that a constant supply of environmental oxygen is
supplied.
On the macroscopic scale, compost can be thought of as
a site of oxidation of organic compounds. Oxidation
stabilizes these compounds making them available for use as
a soil supplement for future plant propagation. Carbon in the
form of carbohydrates is one of the main ways the organisms
get energy, and the nutrients made available by the biota
most important to improving soil health include nitrogen,
phosphorus, and potassium (NPK).
Monitoring the levels of NPK that are produced by the
biota also presents its own set of drawbacks. Current
affordable soil nutrient testing is not sensor-based, rather, the
technology requires that a small sample be removed from its
context and placed in an aqueous solution—only to obtain
approximate levels (i.e. high, medium, and low)—a system
too cumbersome and inexact to be of interest here. In
addition, components such as carbon (in the form of
carbohydrates), potassium, nitrogen and phosphorus
represent inputs and outputs to and from the system and do
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not well represent the decomposition process itself.
Contrastingly, decomposition and temperature are tightly
coupled. Heat accelerates microbial functions and also acts to
change the microbial ecology. The efficiency of composting
doubles for every 50˚F increase in temperature. There are two
temperature dependent, yet distinct stages of the composting
cycle: 1) The “active” stage which itself has two phases; and
2) The curing stage. The “active” stage of composting occurs
between 32˚ and 149˚F. When the pile is at temperatures between
32-104˚, mesophilic bacteria predominate. Backyard composting
operations remain at this stage unless there is a multi-container
setup where no new vegetal material is added to one of the
containers, allowing the compost to steadily increase in
temperature. Above 104˚, the mesophiles begin to die off and
thermophilic bacteria take center stage. These heat-loving
microbes can survive in temperatures up to 155˚F. Pathogens and
seeds in the compost pile are terminated when the pile reaches
level of 131˚. Above 160˚ thermophilic bacteria dieoff begins,
and the compost becomes sterile. Temperatures decrease when
when oxygen is no longer supplied signaling the final stage of the
compost cycle.

Figure 1: A rotating barrel aerates the composting process.

5.

SENSING

5.1. Prototyping the Temperature Sensing Apparatus
As a precursor to the development of the project’s sensor
apparatus, a handwritten account of daily compost
temperatures was recorded for a period of 45 days between
December 8, 2014 and January 21, 2015. The composting
container used for the study is located outside my home on
the UC Riverside campus (Figure 1). The design of the
compost bin is a rotating, barrel-shaped ventilated plastic
container suspended on a metal stand. The light brown lids
located on the top and bottom of the barrel are removable so
more vegetal matter can be added to the composter.
Over the course of the prototyping period, the number of

Figure 2: Compost temperatures juxtaposed against daily high (black line) and low (blue line) temperatures over a period of 45
days. The temperature sensing apparatus is first used at day 28, showing multiple temperature readings.
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regions monitored for changes in temperature rose in total
from one to eight as the tools of data collection became more
refined. At first, an analog meat thermometer was used, but
it was difficult to achieve accuracy with it. Next, a four-inch
digital meat thermometer was substituted. Its improved
accuracy and relatively instantaneous speed afforded the
ability to divide the compost bin into four equal quadrants,
and record a distinct compost reading from each zone in a
relatively short time period.
The temperature data collected during the 45-day period
is visualized graphically in Figure 2 above, with the
horizontal axis representing each day of the study (1-45) and
the vertical axis as temperature in degrees Fahrenheit (0110). Each day’s temperature reading(s) is a direct reflection
of the compost temperature of that day. The lowest
temperature of the day’s reading is illustrated as the bottom
blue line, and the outside temperature at the time of the
compost readings is plotted as the strong black line. Figure 2
also illustrates the temporal trajectory in my process of
learning how to read the compost with increased accuracy.
The increasing collection of graphic information underwrites
the recognition of the mass as a dynamic homogeneity
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During this stage, the necessity of designing an array-based
temperature sensing apparatus was made absolutely clear, in
order to reflect the non-homogenous character of compost.
Conclusions reached at the end of the temperature observation
period include: 1) Given the heterogeneous character of the
compost itself, the deployment of sensors inside of it can only
detect the conditions in localized areas at a given moment in time;
2) In order to monitor the biota as more of a “whole” phenomenon
at any given moment, the sensing apparatus must be able to
measure multiple zones simultaneously. The ability to
simultaneously measure eight temperature “zones”—including
points at the compost’s edges and its core—is enough to produce a
basic profile of the pile; and 3) Temperature fluctuations
observed immediately after aerating the pile prove to be an
avenue for the instrumentalization of the biota by measuring and
audifying this phenomenon.
5.1 Sensing Decomposition
Finally, the process of working so closely with the biota also
raised the question of how to sense the process of decomposition
itself. The compostability of a silver nano-particle (Ag- NP)
circuit ink-jet printed directly onto photo paper and placed directly
inside the compost bin is being observed at the time of this writing
(Figure 3, left). As the biota degrades the ink, the Ag-NP pathway
is broken down and the resistance of the sensor goes up. Tests
show successful decomposition was achieved after only 24 hours
inside the biota. This speedy result shows promise toward the
further development of paper sensors as an added sensing
interface.

6.

PARAMETER MAPPING--SONIFICATION AS ART

Figure 3: The sensing prototype (right) and a paper Ag-NP sensor
(left) buried in the compost bin.
rather than as a fixed mass. The singular green line spanning
from day 1-27 shows one temperature reading representative
of the entire pile—a direct result of the inadequacy of the
temperature-reading tool.
At day 28, the digital thermometer is first employed.
The tool’s increased accuracy enables quick temperature
readings from multiple areas within the span of a few
minutes. With faster and more accurate temperature sensing,
it is deemed valuable to begin to monitor the biota both preand post aeration. Therefore, beginning at day 29, the mass
is monitored both before and after fully turning the pile four
to five times, yielding two different temperature readings per
day. Rapid temperature changes were recorded immediately
after turning the pile as the act of turning the compost
triggers a race toward temperature equilibrium throughout
the biota.
The increased amount of information is reflected on the
graph by inclusion of multiple points for each day. There is
no attempt to give the multiple readings an accurate temporal
value in the graph time line, instead, the points divide the
day into roughly equal segments. At day 43, it is observed
that there is a large difference in temperature at the most
extreme areas of the quadrants themselves—readings taken
at the center of the compost bin are almost consistently ten
degrees higher than readings taken at the outer edges of the
bin, thus driving the total number of temperature zone
conditions needing to be recorded to 8 (two per zone).
The 45-day compost temperature study was not only crucial
in answering questions regarding the numerical temperature range
of the compost, but the process also teased out an integral question
needing to be addressed in the design of the sensor interface.

Composing [De]Composition joins the seemingly unconnected practices of home composting and aspects of new
media art, electronic music, and sound design into a longterm artistic project. The audio-visual installation in the UCR
Sweeney Gallery will allow guests a direct window into
methodologies for the collection and audification of temperature data emitted by the biota in situ. During the exhibition, the compost will be audified on a continual basis—
rendering a non-stop, biota-driven “performance” as realtime audification of the temperature variations within the
self-organizing mass make the silent process of decomposition tangible on a human scale.
The primary challenge inherent in sonification art—this
work included—is for the artist to develop creative and
meaningful sonic metaphors to express data pertaining to
usually silent activities on the human scale. “The essence of
metaphor is understanding and experiencing one kind of
thing in terms of another,” [8] therefore it is imperative to
form a robust audible metaphor that will successfully carry
the audience into the unseen data-world [9].
Figure 2 above illustrates the temperature of the compost
during the 45-day outdoor study as ranging between 55˚ and
99.2˚F—numerical values that fall neatly into the audible
range of human hearing when directly translated into frequency. Therefore, a direct, linear mapping of the biota’s
temperature profile to frequency is an intuitive choice in the
context of Composing [De]Composition. Berger and Grond
also speak of a simple and direct mapping of temperature to
frequency or pitch [10].
I will first describe the process involved in the derivation
of the individual, temperature-based soundwaves, their projection into the gallery space, and then provide aesthetic
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justification for the direct mapping. To create the real-time
audification using MAX/MSP, a wavetable was constructed
consisting of eight partials determined by each temperature
sensor’s data. Scaling between -1 and 1 was performed in
order for the numerical data to better conform to the partials
of a complex soundwave. As a result, the lowest observed
temperature obtained during the 45-day study (50°F) equals
-1 and the highest observed compost temperature (120°Fobtained after the 45-day study) equals 1. This scaling does
not affect the resulting sound in any way. Each temperature
sensor’s wavetable is driven by a phasor~ object in
MAX/MSP which provides the wavetable a signal input/phase that cycles between 0 and 1. The temperature
value is sent as frequency through the resulting wave table
described above and amplified by its own distinct speaker in
the gallery space. In addition, a biodegradable paper sensor will
be placed near each of the eight temperature sensors in the compost bin and the changing resistance resulting in the deterioration
of the silver nanoparticle circuit will be used to control the envelope of the corresponding temperature-driven signal. Each
speaker will output a single frequency matching the temperature detected by its sister sensor from above the exhibition
space. The compost temperature apparatus / computer /
MAX/MSP setup in the gallery will also include a monitorbased visual display of the eight temperatures being audified
in the same arrangement as the temperature sensors and
speakers to help visitors understand their sonic environment
better.
Although sound surrounds us throughout our day-to-day
lives, many people probably do not have the opportunity to
imagine the sounds in our environment as possessing many
distinct frequencies. The installation is designed to enable
visitors to experience sound and data in an interesting and
analytical manner. Therefore, from a pedagogical perspective, keeping the temperatures and frequencies tightly
aligned in a direct way can help visitor/listeners understand
experiencing sonic frequencies as/in Hertz.
The purpose of mapping the biota’s temperature profile
linearly onto audio frequency in the audification is not expressly meant to enable a listener to accurately name the
temperature/frequency emitted from a single sensor, however. Although the sound of the frequency mapping of any
particular area of the biota will be more focused when listeners are positioned directly under a temperature sensor’s corresponding speaker in the gallery area, the composite eightpoint soundscape will be far too complex for the listener to
accurately analyze each of the eight distinct temperatures
singularly. Rather, the complex soundscape sonically and
aesthetically represents the real-time temperature state of the
entire biota—translating it into an eight voiced, spatialized,
drone generator.
I feel that by directly translating temperature to frequency using a linear mapping keeps the data closest to its
original form and avoids the audification from sounding
overtly musical. Human hearing is sensitive enough to detect
even a few Hertz difference between frequencies, perceived
as acoustic beating, and this mapping for the audification
turns the possibility of having two or more sensors with data
readings in a close range into a sono-textural advantage.
On the human scale, the spectrum of temperature ranges
elicited from the biota spans between slightly cold (50°F)
and those dangerous to human health (~110-120°F).
Contrastingly, when this data is directly translated to
frequency, the resulting signals fall into the mid-low
frequency range of human hearing—a sound spectrum that is
quite harmless to humans and can be roughly compared to
the range of between Ab/A1 and the second octave of a
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piano. For example, the ambient room temperature value of
70°F translated into Hertz is only a few microtones above
the piano’s Db2 (69.3 Hz) while the higher end of the
projected compost temperatures end a few microtones below
B2 (123.5 Hz).
Obviously, a direct, linear mapping of temperature to
frequency as utilized here does not immediately correlate
with the human experience of the two distinct phenomena of
temperatures and sonic frequencies found in this range.
However, I have decided to maintain this direct relationship
between temperature and frequency from the viewpoint that
use of low frequency sounds conceptually aligns with the
ideas that on the human scale: a) composting is a relatively
slow process, aligning with the slow movement of low
frequency soundwaves; and b) the audification is measuring
the biota’s terranean-based process of soil creation—an
activity that is normally silent and takes place underneath
our feet, whereas high frequency sounds are produced by
birds and larger organisms that fly above the ground and our
heads.
8. SOUNDSCAPE

Walker and Nees have established that “soundscapes—
ongoing ambient sonifications—have been employed to
promote awareness of dynamic situations. Although the
soundscape may not require a particular response at any given
time, it provides ongoing information about a situation to the
listener” [11]. Visitors to the gallery can hear what happens as
the biota is left to its own devices—as the partials slowly,
perhaps even imperceptibly change over time.
While the abovementioned 45-day temperature data
study was conducted in outdoor conditions, the main installation will be in a temperature-controlled, gallery setting.
Inside the gallery, visitors will be immersed in an eightpoint, spatialized soundscape created and controlled by the
temperature sensors. Each of the eight speakers will mirror
the placement of a corresponding temperature sensor in the
composting container, as Figure 4 below illustrates.
Each temperature/partial signal will be sent to its dedicated speaker inside the installation space placed in an eightpoint array mirroring the placement of the temperature sensors inside the biota. This allows visitors to create their own
audio “mix” by physically moving around the room underneath the speakers. In this way, the real-time frequencybased parameter mapping of temperature data to each
speaker can be very easily understood as differences in temperature/pitch by a visitor moving from one speaker to the
next inside the installation. According to Grond and
Hermann, “the tight relation between action and perception
is important for … engagement with the sound: [if] the
sound is clearly anchored to a physical cause … this closed
loop allows us to correctly interpret the information carried

Figure 4: Positioning of sensors inside the biota.
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by the impulse response in relation to impact” [12]. For
example, if the temperature in one area of the biota is higher
or lower than in another, the frequency of the partial emanating from the speaker related to that specific zone reflects that
difference, sounding higher/lower. Moreover, the spatialization of the complex waveform into its eight individual partials through eight speakers situated around the gallery space
enables the visitor to imagine herself moving around, inside
and between the different zones of the compost container.
As the indoor installation has yet to happen at the time of
this writing, I can only postulate as to the final soundscape
that will be created by the biota indoors based on my findings from the outdoor study and already established temperature research on other indoor composting setups. According
to Trautmann et. al, “The heat production [of a compost pile]
depends on the size of the pile, its moisture content, [and]
aeration … additionally, ambient (indoor or outdoor) temperature affects compost temperatures … A well-designed
indoor compost system, [greater than] 10 gallons in volume,
will heat up to 40-50°C [104-122°F] in two to three days”
[13].
Taking this information into account, the possible temperature variation of the compost will probably fall somewhere between the ambient room temperature of the gallery
space (~70°F) and the highest temperature range set out by
Trautmann for indoor composting (122°F). According to the
45-day outdoor study, it is probable that the difference in
temperature readings among the eight areas of the biota will
range between 0-20°F at any given moment.
Figure 5 below5 is a monaural recording of the sonification of temperature data logged at the center of Zone 1 in the
compost pile on days 43-45 of the outdoor study. Note: The
outdoor study occurred prior to the development of the temperature sensing apparatus, so I have created an after-the-fact
sonification to illustrate the data. Figure 6 below illustrates
the sonogram of the sonification. The example has six 10second sections, demarcated by quarter-second silences between them. Each day is represented by two temperature
readings taken at approximately 11am and 3pm each day.
The first two sound examples emulate data logged at day 43,
the second two represent day 44, and the remaining two at
day 45. Looking at the sonogram for day 43, 11am one can
see the fundamental frequency as the bottom of the sonom
and the seven resulting harmonics above it. The sonic material represented in Figure 5 is an example of the type of audification that will be sounding over time from the speaker
associated with the temperature sensor inside of the compost
bin in the gallery—although there will be no silent pauses in
between data points. Listening to each day’s audification in
series effectively illustrates the temperature changes that
occur in one area of the compost over time.

Figure 5: Sound file of compost Zone 1/ Center temperature
data sonification logged during days 43-45 of the outdoor
study.

5

If unable to hear listening examples in Figures 5 and 6
directly inside of the document, please go to
https://soundcloud.com/no-itome-sakana/sets/icad-2015-figures-5-6
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Figure 5.1: Sonogram of Zone 1/Center temperature data days 4345 mapped to frequency—showing fundamental frequency and 7
yellow partials. Frequency range depicted spans from 0 to over
700 Hz.

Figure 6: Sound file of all compost temperatures in Zones 14 during days 43-45 of the outdoor study.
Similarly, Figure 6 above is a monaural sound file
created from sonified data logged in Zones 1-4 of the biota
between Days 43-45. Unfortunately in this monaural
example, proper spatialization of each signal is not possible
as it will be in the actual gallery setting. Figure 6.1 below
represents the sonogram of sonic material in Figure 6. All
temperatures logged on days 43-45 were below 100°F and
are represented as the bottom band of each sonogram listed.
Upon closer inspection of the sonogram at day 43/11am
(Figure 7), one can see the complex textures resulting,
especially in the middle-ranged partials, due to acoustic
beating that occurs when all zones of the biota are audified
simultaneously,
Like the biota itself, the audification reveals much more
than its own basic ingredients, as the sonograms show. The
acoustic beating that occurs between closely-related temperatures create a thick, subrhythmic texture, multiplying the
interiors of the eight waves in a way that can directly refer to
the uncountable organisms that are busily at work inside the
compost.

Figure 6.1: Sonogram of Zones 1-8 temperature zone data
logged during days 43-45 of the outdoor study. Frequency
range depicted spans from 0 to over 700 Hz

Aesthetically speaking, the resulting soundscape can be
described to have a very subterranean and insect-like quality.
In fact, I have experienced naturally occurring insect soundscapes similar in texture to this audification during the
predawn hours while living on the tropical island of Bali,
Indonesia.
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Figure 7: The sonogram illustrates the biota’s day 43/ 11am
audification in closer detail. Orange and yellow colored
areas show acoustic beating.
7.

PERFORMATIVITY

The act of audifying temperature relationships within the
biota can be seen in itself as a routinized, performative, and
multi-layered process. The first layer of this process is one in
which temperature data is generated solely by the selforganized biota and directly expressed through the
temperature-to-frequency audification. This human-aided
process entails: 1) Setup of the computer/sensor interface; 2)
Don rubber gloves to avoid ingestion of pathogens; 3) Insert
temperature sensors into the eight distinct areas of the
compost container; 4) Turn up the volume of the sound
system; 5) The compost reveals its heterogeneous
temperature state via a complex waveform.
A second, human interaction-based layer to the sonification of the biota occurs in the daily opportunity for gallery
visitors to turn the compost bin and witness how the audified
sonic landscape is different before, during, and after aerating
the mass. The design of the sensing apparatus at the time of
writing necessitates its removal from the biota prior to
manually aerating the pile. Hence, a disruption in the biota’s
continual, complex drone manifests as an opportunity for
visitors to hear temperature differences between the biota,
the room temperature of the gallery, and the way aerating the
biota affects it. For example, while removing the sensors
from the biota to turn the compost bin results in the sonification of the current room temperature of the gallery, oxygenating the biota by turning it results in an arpeggiation of the
temperature partials as they race to return to equilibrium,
albeit a heterogeneous one, within the container.
A third, temporally-based layer to the sonification of the
biota manifests as a headphone-oriented interactive listening
station situated inside the installation—allowing visitors
access to past compost audifications. Here, the visitor can
listen to and compare any number of earlier temperature
states of the biota and also create virtual sonic pathways
navigating between the different temperature zones of one
audifcation via a computer mouse and LED display-based
representation of the compost pile.

9.

FUTURE DEVELOPMENTS AND CONCLUSION

Sonification art enables rich, multifaceted, entrainment practices that challenge artists, scientists and engineers in a col-
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laborative process to create practical strategies and robust
metaphors for the translation of numerical information into
an understandable, sonic form for the greater public. For
example, abstraction of the concept of “climate” and the size
of the problem of global-warming enables people to disengage personally from forming a sustainable solution. Composing [De]Composition is a sonification art project that
engages the greater community through building an public
interface—the living laboratory/installation—that serves as
a platform not only for introducing visitors to the complexities of compost, but also for highlighting to them how to
increase one’s own day-to-day sustainability efforts through
understanding and readjusting our own practices of organic
waste disposal.
Composing [De]Composition has deepened my artistic
and intellectual engagement with compost and I anticipate a
further broadening of this commitment when the project is
fully installed in the gallery. The multifarious processes
inherent in developing the project as sonification art have
resulted in a rich entrainment practice, including: a study of
the biological aspects of compost and the composting process itself; developing praxis for compost-sensing; designing
and building a sensor apparatus; computer programming and
sound design; sound installation design; and aestheticizing
compost into a gallery setting.
Future developments for the project include:
1) Continued investigation in the development of the paper-based, biodegradable sensors mentioned above;
2) Accenting a data point as it adjusts with a short (750
milliseconds) burst of amplitude in the speaker audifying the
corresponding sensor. Combined with the slowly evolving
temperature changes themselves, the resulting short flare in a
particular speaker’s amplitude will enable listeners to locate
which of the temperature sensors are changing at any given
time, resulting in a dynamically morphing audification indicating localized changes;
3) Sensing of moisture content. “Moisture content also
affects temperature change—since water has a higher specific heat than most other materials, drier compost mixtures
tend to heat up and cool off more quickly than wetter mixtures, providing adequate moisture levels for microbial
growth are maintained”... “If adequately aerated, composting
material with moisture content between 30% and 100% will
be aerobic … ideally, home compost piles should contain 40
- 60% moisture” [14]. The moisture level at any given moment in time can act as a scaling factor for the compost temperature data on the whole. For example, if the moisture
sensor reads below 30%, all frequencies in the audification
will be lowered by a factor of moisture% 0.1, (30 x 0.1)—
decreasing by a factor of three, thus suddenly and clearly
indicating—with a dramatically lowered frequency range—
the biota is at an anaerobic moisture level and should be
turned or more wet material added to supplement the oxygen
supply; similarly, if moisture rises above 60% or more, the
resulting audification will raise 6x, 7x, 8x, etc., depending on
the moisture reading, to signify that the pile is too wet and
must be aerated more regularly;
4) Consideration is currently being given to the development of eight gamelan-based one-element Earcons to represent each temperature sensor in the biota. The Earcons can
act to alert visitors in real-time both not only when but how
the localized temperature sensors experience a change in
value—as singular, directional (forward or reverse), impulsebased gamelan instrument sounds. “One-element Earcons are
the simplest type and can be used to communicate a single
parameter of information. They may be only a single pitch or
have rhythmic qualities” [15].
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Using gamelan instrument sounds as Earcons aligns with
my intention to develop sonification-based music compositions for Javanese gamelan instruments toward the end of the
exhibition. In addtion, gamelan-based Earcons can serve to
aid visitors with less frequency-sensitive hearing to also be
able to enjoy and sense the normally silent changes in the
compost.
In closing, as in developing a relationship with any new
musical instrument, compositional technique, or even composting, one must advance to the point in the learning process
of how to use the materials and processes involved successfully, and even creatively. In order to sustain the data-driven
aspect of the larger artistic project, there arose a need for developing a stable, systematic method for conducting and recording
temperature readings. This has been afforded by the development
of the temperature-sensing apparatus. As a result, the affordances
of the sensing apparatus introduced new avenues for the instrumentalization of the biota by measuring and audifying
temperature-related phenomena. Finally, the human physical
actions requisite in navigating the gallery-based temperaturedriven sound installation itself and in maintaining aeration
throughout the compost drives this compos(t)er to work toward the development of a wider repertoire of gesture-based
interactions between the public and the biota.

10.
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Andres Perez-Lopez
contact@andresperezlopez.com
ABSTRACT
The field of real time sound spatizalization is recently receiving
much attention, as suggested by the large number of proposals appeared in last years - both from software spatialization frameworks
and from hardware spatialization interfaces. However, most of the
proposed works do not take into account the existing knowledge
in Human Computer Interaction Design, which causes them to remain in a simplified approach. We propose a theoretical basis for
real-time spatialization design from a holistic perspective, based
on the Digital Musical Instruments theory, and use it to provide
a comparative review of recent proposals. Furthermore, we develop our own state-of-the-art software spatialization system, 3Dj,
which may help in the task of design and evaluation of new proposals for real-time sound spatialization in the fields of interactive
performance, data sonification or virtual environments.
1. INTRODUCTION
Spatial position is one of the perceivable sound aspects. However,
in opposition to other qualities such as frequency or amplitude,
spatial position did never become a key element of western
musical language and theory, due to different reasons.
Despite that fact, several historical proposals which used space as
a compositional element can be found. Polychoral Antiphony is
considered one of the oldest practices, which consisted of several
choirs singing simultaneously in different church locations;
Alessandro Striggios Missa sopra Ecco si beato giorno for five
choirs might be one of the most relevant pieces [1].
Spatial sound has not adopted a main role with the advent of recording and playback capabilities. The two-channel
stereophony, which might be considered as the de facto standard
speaker configuration, limits the sonic image to the line between
speakers, thus reducing drastically the spatial dimension of
sound. Therefore, spatial sound was mainly explored from the
electroacoustic composition point of view - Edgar Vareses Poéme
Electronique might be one of the most noticeable contributions.
Since the 70s, an increasing amount of spatial audio developments have appeared. Both scientific aspects, as for example
the Ambisonics theory [2], and aesthetic ones, as can be the case
of the Acousmonium, contributed to the growing interest in sound
difussion. Furthermore, the constant increase in computational
power also contributed to the widespread and adoption of spatial
sound in different fields and contexts.

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

Spatial sound is a common element in the audiovisual industry
nowadays. An example of this fact might be the importance of spatial sound in cinema productions, or the existing commercial surrond 5.1, 7.1, 10.2 reproduction systems. Along with them, main
Digital Audio Workstations allow spatial sound post-processing
through the use of plugins. In such cases, sound spatialization is
performed offline.
The usage of sound spatialization in a real-time (online)
environment is though still not fully exploited. Cannon and
Favila point that this fact might be due to the “control complexity
required to perform spatial motion” [3]. Nevertheless, in a study
carried by Peters et at., electroacoustic composers working with
spatial sound rated ”Spatial Rendering in Real-Time” as one of
the most desirable features for compositional frameworks [4].
But the possibilities of live 3D sound are not limited to electroacoustic music performace. Indeed, as the Special Theme of
ICAD 2015 suggests (”ICAD in Space: interactive spatial sonification”), real-time spatialization brings new perspectives and possibilities to a variety of fields such as exploratory data sonification,
virtual/augmented reality environments or auditory display.
2. SPATIALIZATION SYSTEMS
2.1. Abstract Representation of Spatial Sound
As mentioned earlier, two-channel stereophony (stereo) might be
the most common sound spatialization technique nowadays. In
stereo panning, the level and the phase of each channel is adjusted,
so that the perceived sound is positioned on an imaginary line between the speakers. The same technique is used in the modern
surround systems.
However, such techniques present a great drawback: for
a reliable reproduction of existing spatial sound material, the
speaker layout must be exactly the one for which the material
was produced. Additional speakers will not provide any extra
information in the playback stage, and less speakers will lead to an
information loss. Furthermore, a different speaker placement will
cause a positional distortion. Geier et al. classify such technique
as channel-based [5], and we propose in addition the related term
layout-dependent.
On the other hand, object-based paradigm present a much
more flexible scenario. In that way, each different sound source
is represented by an object, which is located in a virtual room simulator or Sound Scene [5], and contains both audio information
and position metadata (as in Figure 1). With such an abstraction
layer, it is possible to adapt the corresponding audio output to the
current speaker layout (since it is a layout-independent paradigm).
Modern spatialization software usually presents an object-based
approach due to its flexibility and conceptual easiness.
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Schacher [8] presents a very interesting hierarchical perspective on real-time sound spatialization, which borrows concepts
from 3D modelling. In his proposal, sound objects present their
own physical behavior, which may include both trajectories and
physical modelling. In fact, despite the lack of a canonical set
of dynamic behaviors, many authors have developed a variety of
proposals for predefined motions; Schmele offers a broad review
of these dynamic approaches [9, chapter 2.3].
Schacher further defines two complementary interaction
modes with the sound scene:
Top-down Users have a total direct control of the sound scene
(the most common approach).

Figure 1: Channel-based, layout-dependent (left) vs. object-based,
layout-independent (right) metaphors

2.2. Real-Time Spatialization Systems
In the object-based approach, the sound spatialization task can be
divided into two individual domains: a Scene Simulator, which
describes the spatial position of the objects, and a Spatial Render,
which actually synthesizes the corresponding sound according to
the used spatialization technique (VBAP, Ambisonics, WFS...).
We thus use the concept of Spatialization System as a system
consisting of a scene simulator and a spatial render. The schema is
represented in Figure 2.

SPATIALIZATION SYSTEM
SOUND SCENE
audio
OBJECT 1

SPATIAL
RENDER

...
OBJECT N

metadata

spatialized
audio

PLAYBACK
SYSTEM

Bottom-up Users interact from inside the sound scene; their actions behave according to the scene’s physical rules, thus
losing an absolute control of the scene.
Since sound object parameters are described by metadata, it
may be possible to think of a common, system-independent scene
description format. The SpatDIF protocol [10] is a mature proposal towards the standarization of sound scene description, storage and transmission. Such protocol may overcome the historical
lack of system interoperability [5, 10].
2.3. Comparative of Real-Time Spatialization Systems
Table 1 presents a review of the most relevant current systems for
real-time sound spatialization, and compares them with respect
to the parameters and features presented in Section 2.2. Spatialization systems are organized according to their implementation
characteristics. Systems located at the left side are standalone
applications: Zirkonium [11], Spat [12], Sound Scape Render [13]
and Sound Element Spatializer [14]. Systems on the right side are
based on existing sound processing environments: BEASTMulch
[15] (SuperCollider), Spatium [16] (Max/MSP) and OMPrisma
[17] (OpenMusic).
From the table we can extract some conclusions:

Figure 2: Spatialization System structure
As pointed by Marshall et al., sound spatialization is a multidimensional system, featuring 2D spatial position and volume parameters for each sound object in the simplest case [6]. He further
proposes the following taxonomy of spatialization system control
parameters:
• Source position: 2D / 3D spatial coordinates
• Source characteristics: Size, directivity, presence, brillance
• Environmental parameters: Room size, reverberation,
doppler effect, equalization, air absorption, distance decay
McGee and Wright [7] extend the taxonomy by including
some desirable system features. Among them, we can highlight
configurable speaker setup (layout-independent paradigm), arbitrary number of sources, and support for diverse spatialization
techniques.

• There is a general lack of dynamic behavioural features.
When implemented, the systems only provide a small subset
of predefined motions, and physical modelling is unsatisfactory in terms of appearance.
• None of the systems present a hierarchical structure of sound
objects. Therefore, they only feature the top-down interaction
mode.
• All systems are highly dependent on OSX operating systems.
In fact, the only two systems which are also compatible with
GNU/Linux presented major problems: SSR only allows 2D
spatialization, among other limitations, and SES is not available.
• I must finally highlight the importance of Free Software implementations, which is partially covered by the systems. Free
software licenses ensure the availability of code and the potential for improvement, as well as provide the basis for experimental replications; all these characteristics are considered as
fundamental for a scientific research environment.
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Table 1: Comparative of Real-Time Spatialization System Software
Standalone systems
SPE based systems
Zirkonium
Spat
SSR
SES
BEAST
Spatium
OM Prisma
Mulch
×
?
×
?
?
?
?
?
×
×
?
?
?
?
×
×
?
×
?
?

?

?

?
×
VBAP

?
×
HRTF
VBAP
HOA

×
×
HRTF
VBAP
HOA*
WFS
?
ASDF
Linux/OSX
GPL

?
OSX
BSD

×
SpatDIF
OSX
proprietary

?
?
×
?

×
×
DBAP
VBAP
HOA WFS
SpatDIF
Linux/OSX
proprietary

?
?
OSX
GPL

× (16)

?

×
VBAP
HOA*

×
VBAP
HOA
DBAM
ViMiC

?
OSX
CC

SpatDIF
OSX
LGPL

INSTRUMENT
gestures
PERFORMER
primary
feedback

GESTURAL
CONTROLLER

mapping

secondary
feedback

Figure 3: Digital Musical Instrument (by [18])
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3.3. DMI for Sound Spatialization

3.1. Concept
We commonly understand traditional Musical Instruments as devices capable to produce live music, which transform the performer gestures into sound events in real-time [19].
On the other hand, the Digital Musical Instrument (DMI) concept [18] defines a device in which the gestural interface is completely decoupled from the sound synthesis1 ; their control parameters are related through mapping strategies. Furthermore, the produced sound may be potentially any imaginable one, since it is
not restricted by the physical and acoustical constraints of conventional instruments [20].
Figure 3 schematizes the structure of a Digital Musical
Instrument, as proposed by Wanderley [18].
In words of Jordà, “performing music with ‘intelligent devices’ [Digital Musical Instruments] tends towards an interactive
dialogue between instrument and instrumentalist” [20].
Interactivity is, according to Winkler [21], a continuous quality, determined by both the amount of freedom given to the performer, and the computer’s ability to respond in an appropriate
manner. That response is represented in Figure 3 via the feedback
arrows:
• Primary feedback: Visual, tactile and/or haptic feedback provided by the input controller.
• Secondary feedback: Auditive feedback provided by the
sound generator.
It is also possible to classify feedback according to its physical
nature: passive, when it is a consequence of the physical characteristics of the instrument; or active, as if the response follows a
predefined pattern.
3.2. Design Considerations
Several aspects might be taken into account for a proper interaction
design.
Multithread - shared control When many control parameters
are available, the performer may not have the capability
of controlling every parameter simultaneously. In this scenario, multithread and shared control paradigms [22] provide the capacity of taking and leaving the control of processes at will, ensuring that their normal behaviour is continued without the user’s direct control.
Intended users The interactive experience may vary depending
on the user approach: casual users expect only enjoying
a positive experience, but trained ones might search some
kind of expressivity [19].
Number of performers Traditionally, digital musical instruments have been designed for a single trained performer.
However, in special cases, multiple performers are considered, as in the context of interactive installations.

Marshall et al. explore theoretically the problem of interactive
sound spatialization [6]. They propose a performer role classification, based on the required cognitive load.
• Performer controls only sound spatialization.
• Performer controls both sound synthesis and spatialization.
• Performer directly controls sound synthesis, and spatialization is performed indirectly or unconsciously.
3.4. Review of Spatialization DMI
Table 2 performs a comparative analysis of DMI for sound spatialization, according to the parameters commented in this section.
Selected DMI proposals are taken from recent NIME and ICMC
conferences: Bokowiec [23], Bredies [24], Cannon [3], Caramiaux [25], Carlson [26], Fohl [27], Johnson [28], Marentakis [29],
Marshall [30, 6], Nixdorf [31] and Park [32].
We can extract some common trends by analysing Table 2.
Most of the comments may be explained by the lack of background
in interaction and DMI design fields.
• Most of the proposals do not take into account the multithread/shared control paradigms; in Bokowiec [23], they are
described as unusual features. This fact is related with the
overall simple 2D position control, avoiding more complex
input modalities and parameter mappings.
• There is a general trend on relating individual performances
with potential trained users, and multi-user performances with
casual, non-expert performers.
• Visual active feedback is preferred for all the implementations. Only Carlson [26] offers haptic active feedback, in his
non-standard proposal.
• Most of the proposals did not present or mention any evaluation. This is due to various reasons, among them, the lack of a
standard evaluation methodology, and the prototype character
of most of proposals may be pointed out.
Table 3 provides a review from the same spatialization DMI
proposals, in this case compared according to the parameters of
the spatialization system used.
The following comments can be extracted from Table 3:
• First of all, there is a general lack of full periphonic (3D) support, in contrast with the capabilities of the spatialization systems. This is probably due to various reasons, which can be
the lack of 3D interfaces [3], the technical limitations (Wave
Field Synthesis), or simply the control complexity.
• The historical trend towards direct position control is followed. Even when most of the proposals also allow trajectory control, the use of high-level physical abstractions might
lead to innovative proposals, as in the case of the Caramiaux’s
particle system [25].
• Only the Sound Flinger by Carlson et al. [26] proposes a
bottom-up interaction mode, in which the user is located inside the sound scene. All other proposals follow the traditional top-down approach.

1 The existence of digital musical instruments whose control and synthesis modules might be coupled is possible. However, in that case, such
instrument could not be considered a Digital Musical Instrument.
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Table 2: Comparison of Spatialization Instruments according to DMI dessign
Multithread
Intended Number of
Rol of
Interface
Active
Shared control
User
performers
performer
feedback
trained
1
spatialization & synthesis gesture tracker
×
×
casual
1/many
spatialization
tabletop
visual
×
trained
1
spatialization & synthesis
extended
visual
×
casual
1
spatialization & synthesis gesture tracker
visual
×
both
1
spatialization
slider
visual/haptic
?
1
spatialization
gloves
×
×
casual
1/many
spatialization
tabletop
visual
×
trained
1
spatialization & synthesis
extended
×
×
trained
1
spatialization
gesture tracker
×
×
trained
1
spatialization
gesture tracker
visual
×
trained
1
spatialization
?
visual
×
both
1/many
spatialization
smartphone
visual
Table 3: Comparison of Spatialization Instruments according to spatialization system parameters
Periphonic
Control
Trajectories Hierarchies Interaction Spatialization
parameters
mode
technique
×
position & trajectories
×
top-down
?
×
position
(groups)
top-down
(SSR)
×
position & trajectories
×
top-down
FOA
×
physical model
×
top-down
WFS / VBAP
×
physical model
×
×
bottom-up
VBAP
×
position & trajectories
×
top-down
WFS
×
position
×
×
top-down
VBAP
×
position
×
×
top-down
VBAP
position & environmental
×
top-down
ViMiC
position & environmental
×
×
top-down
?
×
position
×
×
top-down
?
×
position / casual
×
×
top-down
custom

Evaluation
×
×
×
×
×
×
×
×
×

Spatialization
system
×
SSR
×
×
×
×
×
×
×
×
×
×

SPATIALIZATION INSTRUMENT

SPATIALIZATION SYSTEM

SOUND
PROCESSOR

SOUND SCENE
REPRESENTATION

USER 1
...

gestures

USER N

USER
INTERFACE

OBJECTS

BEHAVIORS
TRAJECTORIES

HIERARCHICAL
RELATIONSHIPS

PHYSICAL
MODEL

MAPPING

STORAGE /
TRANSMISSION

FORMAT

passive
feedback
ACTIVE
FEEDBACK
GENERATOR
active
feedback
auditive
feedback

Figure 4: Proposed Spatialization Instrument schema
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• Among the spatial sound techniques used, there is only one
proposal using First Order Ambisonics; none of them uses
Higher Order Ambisonics.
• It is very interesting to observe the general lack of usage of
spatialization system frameworks, with the exception of the
Bredies [24], in which a spatialization system is used (SSR,
which is in fact developed by the same authors). That situation causes the interfaces not to reuse all the capabilities
provided by the spatialization systems.
• Finally, we must remark the difficulty of replicating those
Spatialization Instruments. In the case of control interfaces,
it is clear that such replicability may be difficult or expensive,
specially when using custom hardware. However, a common
spatialization system might contribute to the Spatialization
Instrument reproducibility. That fact might help to ease the
creation and usage of standard evaluation methodologies for
Spatialization Instruments.
4. SPATIALIZATION INSTRUMENTS
As commented in Section 3.4, instrument designs for sound spatialization usually lack the knowledge of the state of the art of interaction design, adopting a narrow perspective into the problem.
In our opinion, a holistic approach is preferred and, consequently,
we present the concept of Spatialization Instruments:
A Spatialization Instrument is a Digital Musical
Instrument, which has the ability of manipulating
the spatial dimension of the produced sound,
independently of its capability of producing or
manipulating other sound dimensions2,3 .
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Figure 5: 3Dj internal structure
5.1. Design Specifications
Device independence To provide compatibility with user interface protocols, such as HID, MIDI and OSC.
Flexible mapping To allow arbitrarily complex relations between
input gestures and parameters.
Control parameters To provide a variety of potentially relevant
control parameters, as reviewed in Section 2.2.
Feedback To integrate visual feedback, and to allow other kinds
of active feedback by the user interface protocols.
Spatial render To provide the tools for using different sound spatialization techniques, such as VBAP, HOA, WFS or Binaural.
Exchange format To be compatible with scene description formats, such as SpatDIF.
Modularity The use of standard formats and protocols provide
the basis for software modularity, which might be useful
for distance or high computing load scenarios.

Figure 4 depicts a conceptual structure of the parts composing
a Spatialization Instrument. We can appreciate all separate components described in Sections 2 and 3, and also how are they linked
to each other.
We must point out that the idea of Spatialization Instruments
is a conceptual approach for the design of DMI for sound spatialization. Therefore, instruments presented in Section 3.4 may be
considered Spatialization Instruments.
5. SOFTWARE IMPLEMENTATION
Previous sections highlighted the fact that existing spatialization
systems do not provide all desired control and interactivity. Furthermore, their availability in terms of cost or multiplatform compatibility is not always ensured. This is the motivation to implement our own spatialization system, with the objective of serving
as a tool for Spatialization Instruments development. Moreover, its
adoption might help in the replication of the design and evaluation.
2 A Spatialization Instrument is a DMI in the sense that it shows the
DMI characteristics: interface/sound synthesis decoupling, and potential
to produce any kind of sound. In that case, any kind of sound refers to the
fact that the sound position might be any desired, not restricted to physical
constraints, and controlled by the user with arbitrary mappings.
3 According to the physical laws, any changes in a sound’s position
will imply temporal and spectral changes as well. We refer here only to the
capability to modify non-spatial sound dimensions, in the sense that these
other sound dimensions are control parameters of the sound synthesis unit.

Free Software The free spreading, modification and understanding of the software is a compulsory requisite for research
tools. Furthermore, multiplatform compatibility may be
useful for a wide software adoption.
5.2. Implementation: 3Dj
In order to implement the desired features, we opted for the SuperCollider environment [33]. SuperCollider is a real-time audio
processor and an object-oriented programming language. It is Free
Software and multiplatform, and embraced by a big community of
technicians and artists, both users and developers.
Therefore, our spatialization system takes the form of a
SuperCollider quark (i.e. external library), called 3Dj. The code
is available through the internal quark installation system, and in
its code repository [34].
3Dj follows a modular structure, as can be seen in Figure 5.
The main building blocks are the Sound Scene and the Spatial
Render, which are connected though a custom implementation of
SpatDIF through OSC.
The Sound Scene provides the abstraction layer for managing
the sound objects. It provides a simple acoustic room model, and a
physical model, with parameters such as gravity, medium viscosity
or wall friction; it is also possible to interact with the objects by
exerting forces to them, thus supporting the bottom-up interaction
mode.
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Nonetheless, the Auditory Display and Sonification communities may also greatly benefit from the framework. 3Dj, through
the SuperCollider scripting language, provides the means to easily perform any arbitrarily complex real-time spatialization task.
This feature might be particularly useful for virtual environments,
augmented reality or live data sonification.
In addition to that, we must take into account that SuperCollider itself is a highly optimized environment for sound processing
and synthesis. Accordingly, any desired sound aspect might be
controlled by 3Dj’s SuperCollider instance itself, reducing the
overall system complexity and interdependency.

Figure 6: 3Dj environment screenshot

Object grouping and joint management are provided by the
SuperCollider language features. Furthermore, there is a set
of predefined motions that an object can adopt: for instance,
linear, brownian, simple harmonic or orbital. A simple graphical
representation of the sound scene is generated, in order to provide
direct active feedback (Fig. 6). The sound scene state is saved
at a configurable rate, formatted into SpatDIF format, and sent
through OSC to the destination Spatial Render.
The Spatial Render receives the SpatDIF information, parses
it and synthesizes the sound accordingly. Three sound spatialization techniques are available: VBAP, HRTF Binaural, and HOA.
In the case of the latter which is provided by the AmbEnc
module, the generated audio is in intermediate Ambisonics format, which must be further processed by an Ambisonics Decoder; in our case, we provided the wrapper for AmbDec [35] for
GNU/Linux systems. Moreover, HOA provides the use of a variery of experimental sound source shapes, different from punctual
ones, such as parallel, meridian, or custom spherical surfaces.
Furthermore, the Spatial Render provides SpatDIF logger and
playback capabilities, in order to record the incoming messages,
as well as the generated ones, and replay them; this feature might
specially be of interest in the case of non-live spatialization.
5.3. Discussion
In this Section we presented our framework for real-time sound
spatialization. 3Dj is built upon the desirable features for spatialization systems, as described in Section 2. Furthermore, there is a
special focus on the application of that systems for the interactive
performance, based on the contents developed in Sections 3 and 4.
Therefore, the tool is primarily addressed to those developers working in Human-Computer Interaction Design and Spatial
Sound. In that way, they might benefit from a very flexible, customizable and open-source framework with unique features, and
center their efforts in the design tasks. The same concept might
also apply to composers, performers and artistic designers.
The Free Software distribution model of 3Dj (through the
General Public License) facilitates design and experimental
replicability, as already commented. The usage of the SpatDIF
protocol, together with its storage and playback capabilities,
contributes as well to that goal.

It is also true that 3Dj (in fact, the SuperCollider language)
may have a longer learning curve than other spatialization frameworks, specially those ones in which user interaction is based on
Graphical User Interfaces or Graphical Programming Languages.
A manual is conveniently provided for end users [34].
But the initial difficulty is greatly compensated by the arbitrary complexity of sound spatialization mappings and behaviors
that might be reached, which surpass features of other spatialization frameworks. Furthermore, the SuperCollider characteristics
provide many appealing features: native capabilities of real-time
networked remote sound synthesis, native OSC integration, or (as
already mentioned) integration with state-of-the-art sound processing, synthesis and classification capabilities.
6. CONCLUSIONS AND FUTURE WORK
This study contributes to the state of the art of real-time sound
spatialization in the following manners:
• Proposing the Spatialization Instrument concept as a way to
integrate the existing knowledge in interaction design into
real-time spatialization domain, thus analysing the problem
from a holistic approach.
• Creating a critical review of most recent spatialization systems and Spatialization Instruments.
• Developing a State-of-Art framework for live spatialization.

Regarding the future work, a variety of proposals can be carried in the context of our research:
• To develop different Spatialization Instruments, which may
be adequate for diverse use scenarios.
• To research and to develop an evaluation methodology for
spatialization instruments; use our spatialization system to
perform a case-study evaluation.
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ABSTRACT
This paper explores the design, development and evaluation
of a novel real-time auditory display system for accelerated
racing driver skills acquisition. The auditory feedback
provides concurrent sensory augmentation and performance
feedback using a novel target matching design. Real-time,
dynamic, tonal audio feedback representing lateral G-force (a
proxy for tire slip) is delivered to one ear whilst a target
lateral G-force value representing the ‘limit’ of the car, to
which the driver aims to drive, is panned to the driver’s other
ear; tonal match across both ears signifies that the ‘limit’ has
been reached. An evaluation approach was established to
measure the efficacy of the audio feedback in terms of
performance, workload and drivers’ assessment of selfefficacy. A preliminary human subject study was conducted
in a driving simulator environment. Initial results are
encouraging, indicating that there is potential for performance
gain and driver confidence enhancement based on the audio
feedback.
1.

INTRODUCTION

For competitive sports people, performance feedback is
critical to their sporting improvement [1,2]. Auditory
feedback displays have proven successful in a range of sports,
exercise and rehabilitation studies. For example, Schaffert et
al. have successfully applied sonification to achieve rhythm
improvement in elite and adaptive rowing [3,4] and, based on
models of ideal performance, error sonifications have been
shown to be beneficial for rowing technique, speed skating,
and shooting accuracy improvement [5-9].
Frequency of feedback and issues of dependency are key
factors in terms of the efficacy or success of any form of
sports-related feedback: there is a general consensus that
frequent feedback can degrade learning of simple skills but
can also accelerate learning of complex skills [5, 9-11].
Surprisingly, therefore, since the early works of Hermann,
Hunt, Stockman, and others [8, 11-13], there appears to have
been an increasing loss of focus on highly complex skills
learning in the sporting arena. Instead, much of the recent
research in auditory sports feedback has focused on more
simple or fine motor skill sports such as shooting [12],
weight lifting [14], and running [15], with little attention
being turned to tackling more complex or dynamic motor

skills [5] which present a significant research and design
challenge on account of the wide range of performance
variables upon which to potentially provide feedback.
Auditory displays and mobile technologies are
facilitating more frequent and effective feedback across a
range of sports [16], and the complex, mentally demanding
nature of motorsport presents a challenging and therefore
interesting environment in which to explore the application
of auditory feedback for performance enhancement.
Unfortunately, despite the potential benefits of auditory
feedback for complex sports-related skills performance
enhancement, a range of factors in sports can present barriers
to delivery and receipt of such feedback, and in few sports
are these more prevalent than motorsport. Many racing cars
do not have passenger seats to allow direct human
observation and real-time feedback. Although verbal
feedback (from engineer/coach to driver) is possible during
racing sessions, it either incurs a time delay (e.g., postsession discussion) or is a proven (and therefore negative and
so largely avoided) distraction to drivers when delivered over
the communication system whilst driving. Racing cars are
often heavily instrumented, thus capable of returning
significant amounts of performance data yet there are often
barriers to driver performance-based use of this data. The
data systems often require manual download and computer
access, limiting time available for analysis. Preparation for
and attendance at events is expensive and time must often be
spent optimizing mechanical aspects of a car, relegating the
priority given to reviewing driver performance.
Our research aims to address the problems associated
with effective delivery of performance enhancement
feedback for complex skills acquisition in motorsport by
designing and evaluating a real-time audio-based sensory
augmentation and performance target matching interface
based on cornering force (lateral G) values. We adopted a
user-centred design (UCD) approach to address this
challenge to ensure that driver and coach needs were closely
observed and that the resulting feedback system would
integrate within the drivers’ complex and dangerous domain.
The remainder of this paper is structured as follows. Section
2 outlines the design process, including the results of
knowledge elicitation activities, and introduces the auditory
feedback system arising from these efforts. Section 3
describes our initial evaluation of the auditory feedback
system, and Section 4 discusses the associated findings.
Section 5 concludes this paper with discussion of future
planned research.

This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/
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mind is not stimulated as this can detract from desirable
‘flow’ state of performance (see later).

DESIGN

As noted above, we adopted a user-centred design (UCD)
approach to the design of our auditory feedback system in
order to best capture driver and coach requirements and
capabilities, and thus hopefully ensure the best chance of
delivering an effective system to the motorsport arena. In
essence, UCD places the user at the centre of all design
activities and decision-making and we felt this was essential
given the complexity of, and potential danger associated with,
the motorsport domain. We directly observed coaching
sessions between professional coaches and drivers at the
iZone Driver Training Centre to establish a model of the
coaching practice and methods currently in use. The same
coaches also took part in knowledge elicitation interviews
and design sessions during which potential data channels for
feedback were shortlisted and discussed, and initial audio
designs and mappings were explored.
In overview, the coaches’ priorities broadly aligned with
Barrass’ golden principles for designing auditory displays
[17]. They stressed the importance of (a) the appropriateness
of the information and level of feedback provided and (b) a
direct mapping between feedback and action. Coaches
emphasized that any real-time audio feedback must not
distract or annoy drivers (given associated risk of injury).
Their remaining concerns aligned with Nees & Walker’s
vehicle-specific design principles [16] – namely, the
detectability of changes in performance, discriminability
from engine sounds, and identifiability of the required
adjustment. The remainder of this section outlines the detail
of what we learned by engaging with the coaches in pursuit
of an optimal and useful audio feedback design, introduces
the ultimate design, and very briefly discusses its
implementation.
2.1. Racing Driver Training
The driver coaches we observed employ various techniques
to support learning and to improve drivers’ mental skills,
performance and consistency. Professional racing driver
training centres (such as iZone) and professional racing
teams often utilize high-fidelity driving simulators for driver
development to enable greater flexibility of training
protocols whilst ensuring driver safety and minimizing costs
when learning.
While reduction in lap times and number of mistakes are
the prevalent measures of performance improvement, drivers
and coaches additionally analyze performance on the basis of
steering, brake, throttle and gear inputs, and subsequent Gforce, speed, engine revolutions per minute (RPM), car
attitude (oversteer/understeer) and time loss/gain traces.
Analysis of a driver’s performance on a given lap is typically
overlaid with data from a reference lap of equal or greater
performance, so that the driver may see where there is scope
for further improvements.
Experienced and professional drivers often focus
additionally on mental skills improvement, bringing more
advanced psychophysiological measures such as gaze
location (planning), breathing rate (exertion), heart rate, skin
conductance (stress) into play when analyzing their
performance. During coaching, experienced drivers are
rarely instructed to focus on specific data channels; instead,
they are guided to achieve goals such that the conscious

The professional coaches we worked with described the
process of improving drivers’ awareness of what they called
the ‘limit’ – an abstract performance zone relating to the
traction potential of the car’s tires. While some drivers may
not approach the limit (i.e., they are essentially under driving
relative to the car’s capacity), many drivers lose time by
driving too far over the limit (or over driving). Over driving
is typically characterized by frequent loss of traction and
speed, while under driving is typically characterized by
insufficient use of available traction, therefore requiring
slower speeds. We discovered that a key difficulty in the
coaching process is making a driver aware of the car’s ‘limit’
and how to drive closer to it or reduce misuse of it. Coaches
try to focus on sub-conscious interventions in an attempt to
elicit the elusive ‘flow’ state, where faster sub-conscious
control processes take over conscious actions and
performance typically increases. During the learning process
of a new track or car, drivers essentially search for the limit
in the same way, albeit within the constraints of their
personal level of performance.
2.2. Driver Environment
Motorsport is intrinsically a dangerous environment in which
drivers’ cognitive processing must happen fast for safe and
effective performance. Motor racing is inherently visually
demanding, especially given the speeds at which visual
attention, perception, and processing must take place.
Despite the visual demands of the environment through
which the driver is moving at high speeds, vehicle cockpits
often present drivers with a range of visual, high-frequency,
performance indicators, including speed, RPM, best lap time,
current lap time, predicted lap time, and lap time delta (best
lap minus predicted lap) which the driver has to try to attend
to in order to monitor his own (relative) performance. In
addition, the typical audio environment of a vehicle cockpit
is also ‘busy’, with associated implications for our audio
design. Although the driver’s audio sensory channel is
arguably under less pressure than his visual or tactile sensory
channels, the audio environment in which the driver is
operating is loud and harsh; for example, a Formula Ford
driver is exposed to an average 110dB during driving
sessions [18]. The audio output from racing car engines is
typically in the frequency range from 50 – 4000Hz, a similar
range also being occupied by speech (300 – 3000Hz) [19].
Not only does this indicate why real-time speech-based
feedback on performance can prove problematic, but it
illustrates the complexity of introducing non-speech audio
into the drivers’ audio ecology.
Drivers already use their auditory channel to elicit cues
as to their own performance: for example, engine frequency
indicates the engine’s RPM, wind noise provides a sensation
of speed, drivers sometimes use tire screech as an indication
of traction, and when competitively racing, drivers’
awareness of other vehicles is built, in part, on their capacity
to hear engine sounds from those other vehicles. This
indicates that drivers are already accustomed to eliciting
important cues/information via their sense of hearing which
implies that feedback delivery via this sensory channel has
potential for success but also that we need to be careful not
to impede drivers’ existing use of this input modality.
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2.3. Audio Feedback Design
In consultation with professional coaches, we chose to focus
our initial audio display design on skills acquisition by less
experienced drivers. This was because, as already mentioned,
optimization of use of data direct from the car’s
instrumentation (sensors) focuses on conscious processing as
opposed
to
the
more
advanced,
subconscious
psychophysiological measures on which very advanced
drivers focus for improvement. In essence, it was felt that
there would be considerable merit to the concept of a
continuous, target-matching sonification design associated
with an established car’s ‘limit’ but that this would require
some conscious processing which would potentially disrupt
the sub-conscious (flow) state of experienced, professional
drivers. Furthermore, it was suggested that a greater return
on investment would be possible for more novice drivers in
that there would be more scope to achieve accelerated
performance improvement in such drivers that would be
much harder to achieve for experienced racing drivers.
Design sessions with coaches led to the conclusion that
sonification of lateral G-force (indicative of tire slip) would
be most useful in terms of helping less experienced drivers
identify (find) and drive to, but not beyond, a car’s
established limit. In essence, our objective was to design a
continuous, target-matching audio display whereby the
current lateral G-force was displayed to the driver
simultaneously to the established threshold (‘limit’) force
for a given car and context, with the drivers’ goal being to
drive the car such that the audio for the former matches the
latter. A cross-ear match between target and actual audio
feedback would signify that the driver had reached and was
optimally driving to the ‘limit’ of the car.

target note

dynamic
notes

goal:
equalize
across both
ears

adjustable
kick-in
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Figure 1). The goal of drivers is then to increase the
dynamically changing representation of the actual lateral Gforce via the way in which they are driving the car until it
matches the constant target tone: cross-ear tonal match
indicates to the driver that the set ‘limit’ has been achieved.
This close mapping of audio feedback to the required motor
adjustment has been shown in other domains to be optimally
usable and to support gaze and attentional focus [19] which
is important in motor sport (i.e., via audio adjustment, we
additionally want to encourage drivers to focus their visual
attention on the corner into which they are driving). In this
context, more sophisticated audio spatialization (e.g.,
distance from the ear to indicate target progression) was
discarded because it was felt this would represent too much
additional mental demand.
Our design achieves two goals: (1) sensory augmentation
enhances drivers’ awareness of the G-force being generated
by the car relative to their driving style; and (2), performance
targets inform drivers of their progression towards, and
achievement of, benchmark targets. It is felt that the benefits
of adopting our target-matching audio design include: (1)
achieving an established target results in a rewarding
aesthetic resonance, encouraging drivers to continue to
achieve the target; (2) the cognitive distance from the
drivers’ physical movement to the audio is short, increasing
usability and learnability; (3) non-achievement of target
values is not overly negative – with statically set targets,
drivers do not necessarily expect to achieve threshold Gforce at all times and so we hope this reduces the
psychological impact of error-only sonifications (which have
the potential to distract, annoy, or reduce user confidence)
whilst maintaining a key performance target and associated
achievement perspective; and (4) external (coach) control of
performance targets may reduce the risk associated with
drivers attempting to achieve unrealistic targets.
2.4. Development

target note
dynamic
notes

Figure 1: Model of target-matching sonification design.
During iterative refinement of the design concept,
together with the professional coaches we chose to use a
continuous sine tone for the audio feedback on account of the
fact it was perceived as smoother and less distracting for the
driver. Current lateral G-force values (starting at 0.2G) are
sonified, via a sine tone oscillator, using a mapping
algorithm from 400Hz up to 800Hz, and are synthesized
along with the established performance target at fixed
amplitude. Feedback volume was set to ensure clarity
relative to ecological audio while avoiding distraction. A
‘dead zone’ up to 0.2G was included to avoid superfluous
feedback on straights, since it is largely on cornering that
lateral G-force is achieved and this is where drivers need
support to identify the car’s ‘limit’. For a given car/context, a
constant target feedback note is stereo-panned to the ear of
the driver corresponding to the direction in which the driver
is required to turn (e.g., the target audio is panned to the
driver’s left ear when executing a left turn), with actual
lateral G-force feedback panned to the opposite ear (see

Although we are focusing initially on lateral G-force, our
audio feedback system has been designed to support a range
of vehicle sensor-derived data channels, allowing coach
control over feedback. The system has been designed in Java
with an extensible architecture which has supported rapid
prototyping throughout the design process. Car performance
metric data is read from either real-time or, based on an
appropriate frequency, previously logged data files, and
compared to the selected performance target, with audio
output generated in accordance with the model described in
the previous section. Targets can be set manually by a coach
or can be extracted from a library of reference laps. In the
case of the latter, a matching algorithm is used to find the
nearest reference point to a driver’s current location, and the
target set accordingly. Output options include musical note
mapping using MIDI or a sine tone generator. The JavaOSC
package was used to send OSC messages to a PureData patch
which allows run-time configuration of audio output. The
driver simulation software used was rFactor (v.1.255C),
chosen for its high fidelity and open architecture.
3.

EVALUATION

We designed an initial evaluation protocol to allow us to
conduct a first pass comparison of the efficacy of our audio
display against standard performance review practice (as
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established during our observational studies – see Section
2.1). At its core, we established that our evaluation strategy
would need to: allow drivers to become familiar with the
audio feedback system; test drivers’ rate of learning; test for
any dependency effects; and obviously test for indicators of
performance improvement as well as impact on drivers’
subjective assessment of self-efficacy and workload. We
introduced a competitive element (a prize for the best
average lap time achieved) to incentivize drivers to maximise
their performance as would be the case in normal race
conditions.
For our initial study, we used a high-fidelity, fixed-base
simulation pod, with 180o projection screens and highfidelity force-feedback steering and pedals. The simulator
was manufactured by Motion Simulators. Drivers were
provided with Sennheiser HD202 II headphones via which
we delivered the audio feedback (where applicable).
Eleven participants with an interest in and experience of
motor racing (physical and/or virtual) were recruited from
local universities and racing clubs. All eleven participants
were male. To allow us to control as much as possible for
external influences, we used a battery of questionnaires to
investigate participants’ previous driving experience, mood,
and confidence levels. On arrival to the simulation centre,
drivers were asked to complete a consent form, Motorsport
Experience Questionnaire (MEQ), Motorsport Self-Efficacy
Questionnaire (MSEQ), State-Sport Confidence Inventory
(SSCI) [20], and Brunel Mood Scale [21]. The MSEQ was
created according to Bandura’s guidelines [22] and included
separate ratings for the individual components of driving
skill, including use of grip, braking, acceleration, cornering,
consistency, smoothness, potential for improvement and
experience of the track and car.
Session

Group A
Group C
Introduction to simulator and completion of 5
Practice
practice laps
drivers fill out NASA TLX and MSEQ questionnaires
Driver briefed on
Driver briefed on
audio feedback and
format & availability
Grouping
the format &
of post-session
availability of posttelemetry
session telemetry
10 laps with audio

10 laps without audio

2

10 laps with audio

10 laps without audio

practice session, three sessions (1-3) on rFactor’s
Northamptonshire National circuit, and 1 session on the
Orchard Lake Road Circuit; both circuits were chosen for
their simple, learnable layouts and long, medium-speed
corners which would allow for meaningful performance
target setting.
Drivers completed a 5-lap practice session; the results
from this session were used to assign them to one of the two
groups such that drivers’ skill levels were balanced across
the two groups as far as possible. At this point all drivers
were briefed on the post-session telemetry they would be
provided with and Group A drivers were additionally briefed
on the audio feedback they would be receiving during the
forthcoming sessions.
All driving sessions comprised 10 laps, after which
drivers were asked to complete NASA TLX [23] and MSEQ
questionnaires for the session and were given access to
session telemetry to review in order to improve selfperformance. Group A drivers were provided with 1.5G
target audio and associated dynamic audio feedback for
Sessions 1 and 2. In Session 3, this audio feedback was
removed to test for dependency and retention (see Table 1).
For Group A’s final session, the audio feedback was reintroduced for a new track in order to evaluate drivers’
learning approach and whether or not the audio feedback
supports better skills transfer from one track to another. It
took drivers around 90 minutes to complete the study.
4.

RESULTS

A battery of measures were recorded during the study, and at
time of writing, detailed analysis is still in progress. Here,
we outline the results of preliminary analysis of the effects of
the audio feedback on skills acquisition and driver
performance, focusing on lap time (Section 4.1), lateral Gforce (Section 4.2), and driver error (Section 4.5) since these
are key coaching benchmarks for performance improvement.
Additionally, we explore the questionnaire results in terms of
the effect of the audio feedback on drivers’ perceived selfefficacy (Section 4.4), workload (Section 4.5), and their
opinions of the audio feedback (Section 4.6). Only
descriptive statistics are used given the small number of
participants and early stage of analysis and so no statistical
significance is attributed to the findings reported below.
4.1. Average Lap Time

drivers fill out NASA TLX and MSEQ questionnaires & given
access to telemetry data to review
3
10 laps without audio
10 laps without audio
(retention)
drivers fill out NASA TLX and MSEQ questionnaires
10 laps of new circuit
10 laps of new circuit
4
in same car with
in same car without
(transfer)
audio feedback
audio feedback
drivers fill out NASA TLX, SSCI & MSEQ questionnaires &
audio feedback questionnaire (Group A only)

01:43.680

Table 1: Evaluation protocol.
A between-groups protocol was adopted (see Table 1),
with each participant assigned to either the control group (C)
or the audio feedback group (A). Group C drivers (5 in total)
were provided access to post-session telemetry to guide
personal performance (as per standard, existing coaching
practice); in addition, Group A drivers (6 in total) also
received the audio feedback as outlined in Section 2.3. All
drivers were required to complete, in the same order, a

Average Session Lap Time
(mm:ss.sss)

1

drivers fill out NASA TLX and MSEQ questionnaires & given
access to telemetry data to review
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01:35.040

Group A

Group C

01:26.400
01:17.760
01:09.120
01:00.480
00:51.840
P

1

2

3

4

Session
Group A

Group C

Figure 2: Average lap time by group and session (showing
standard error).
Average lap time represents a measure of performance (and
by association, consistency) under competitive conditions.
Laps where vehicle speed dropped below 10km/h were
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classed as loss of control (LOC) events, and were removed
from consideration here and analyzed separately. While
minor driving error may skew average lap times, the latter
remains a tried-and-tested measure of performance while
avoiding effects of LOC. The average lap times by session
and group shown in Figure 2 suggest that the audio feedback
allows drivers to gain an initial performance advantage that
takes drivers without such feedback more track time to
achieve; over time, the results suggest that performance
advantage would level out if feedback limits remain
unadjusted, but since the goal of the audio feedback is to
accelerate skills acquisition, these initial results show
promise.
We considered the performance gain both as a group and
by each participant from Practice to each of Sessions 1 – 3,
all being laps on the same track (see Figure 3).
% Reduction in Average Lap Time Across
Sessions Relative to Practice

15%

10%

5%

0%
A1

-5%

A2

A3

A4

A5

A6

C1

C2

Group A Drivers

Practice - Session 1

C3

C4

C5

Group A Group C
Avg.
Avg.

Group C Drivers

Practice - Session 2

Practice - Session 3

-10%

Participant/Group

Figure 3: Average lap time improvement.
When we first consider the performance gain by group,
we can see that Group A achieved a substantially higher
performance gain from Practice to Session 1, with
subsequent further gain in Sessions 2 and 3 starting to level
off. In comparison, Group C drivers were slower to gain
performance but ultimately surpassed Group A drivers in
terms of overall gain by Session 3 (although it would seem
that this was largely due to a spike in performance for driver
C1 and it can clearly be seen that the drivers across Group A
are more varied in skill level than those in Group C, despite
best efforts to equalize skills across both groups). Given that
Session 3 was designed to explore retention/dependency on
the audio feedback for Group A, these results would suggest
that either (a) a dependency effect is being witnessed for
which the drivers suffered when the audio was withdrawn or
(b) the threshold at which the audio feedback was set
actually ended up falsely limiting the Group A drivers, who
ended up driving in a constrained way to the learned ‘limit’
in comparison to Group C drivers who had no such
‘enforced’ limit. Looking at individual drivers, we can see
that the most improved drivers overall are in Group A
(drivers A1 and A3), suggesting that the audio feedback has
the capacity to return substantial performance improvement.
Furthermore, we can clearly see the Session 1 gain for the 3
most improved Group A drivers (A1, A3, A4) was in the
region of 10%, 13% and 11%, respectively; the equivalently
skilled/experienced Group C drivers (C2, C3, and C4,
respectively) only achieved a performance improvement of
6%, 7%, and 6%, respectively. The performance of drivers
A6 and A2 is worth specific comment, given they represent
the least and most experienced drivers in the Group A,
respectively. As can be seen, the audio feedback appeared to
hinder rather than help A6’s skills acquisition across all
sessions; in this case, it would suggest that there may be a
starting skills threshold below which drivers cannot
effectively accommodate the additional level of feedback
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whilst learning. In the case of A2, the lack of performance
gain is likely a result of the fact he was sufficiently
experienced that the performance target (which was set to be
consistent across all drivers) was too low and essentially
constrained his natural driving capacity. This highlights the
importance of personalized target setting such that drivers
are given targets that push them to their attainable limits
relative to the car’s ‘limits’. This is certainly something to
consider in future evaluation studies which we hope to run
with more professional drivers for whom starting skill levels
will be more readily measurable.
4.2. Lateral G-Force
Analyzing the amount of time each driver spent within bands
of lateral G-force can indicate where drivers are using more
of the car’s potential cornering performance. On average,
drivers in Group A reduced their use of G-forces in the range
of 0.75G-2.25G after Practice. From the data, it is not clear
whether the audio feedback directed drivers towards using
less G-force (on account of the target threshold) or whether
such drivers took less time to execute their cornering on
account of better use of the car’s ‘limits’, thus reducing the
time exposed to lateral G-force. Average minimum speed
was less while maximum speeds were greater for Group A,
which suggests that drivers provided with audio feedback
gained lap time as a result of greater corner exit speed rather
than higher cornering speed (embracing the motorsport
mantra “slow in, fast out”). Further investigation will be
necessary to explore the dependencies/causal effects here.
4.3. Driver Errors
We examined and categorized driver errors: as previously
mentioned, major mistakes represent a total loss of control
where vehicle speed dropped below 10km/h and laps where
this occurred were removed from calculations of average lap
times; minor mistakes represent a significant loss of speed
compared to a driver’s personal best, but in such instances
the driver is able to recover control and continue racing.
Focusing for now on the major errors, Group A drivers made
more major errors in Practice (losing control in over half
(56%) of the laps) but when supported by audio feedback in
Session 1, the same group reduced their major errors by 30%.
In contrast, Group C had a major error rate of 43% in both
the Practice and first session. This suggests that the
introduction of audio feedback between Practice and Session
1 played a substantial role in skills acquisition for Group A
compared to Group C. Session 2 saw an unexpected rise in
Group A’s major error rate (an increase of 14%) whilst
Group C saw a decrease in error rate of the same magnitude.
Whilst the reduction in error for Group C is likely the
consequence of continuing practice, the increased error rate
for Group A is surprising; at the level of conjecture it may be
that false confidence was achieved in Session 1 which
encouraged drivers in this group to push themselves harder,
with the consequence of more errors. Errors removed, the
drivers in this group were still returning substantial lap time
gains (see Section 4.1). When the audio feedback was
removed for Group A, we see a further increase in error rate,
whereas the control group’s error rate remains largely
constant. We have already discussed the potential for
dependency and would propose to examine this more closely
in future studies. Finally, and interestingly, when moved to a
new track, drivers in Group A saw a substantial drop in error
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rates (to 28% which was on par with their optimal error rate
performance in Session 1) whereas Group C saw a rise again
in their error rate. For this final session, when baselined
against their Practice session, Group A drivers were 30%
more consistent than Group C drivers who were only 10%
more consistent. This suggests that transferal of skill across
tracks, when supported by the audio feedback, looks
promising in terms of consistency of performance.
GPS traces were created of drivers’ racing lines – an
example of which is shown for turn 1 in Session 4 (Figure 4)
– in order to illustratively visualize the location of errors and
consistency of driving line. From these we can see that
mistakes made by drivers in Group A seemed to cluster
towards the outside of high speed corner exits due to their
apparently greater confidence to carry speed into and through
corners. In the example shown, both groups’ errors were the
result of excessive speed on the entry to the corner: while
Group A drivers’ response to such errors appears to be to
adhere to the performance target and run towards the outside
of the corner (finally losing control on the grassy run-off
area), Group C drivers tended to respond via greater steering
input, exceeding the performance limits of the car and losing
control due to oversteer (resulting in spins towards to the
inside of the corner).
(a)

(b)

Figure 4: (a) Group A and (b) Group C GPS lap traces for
turn 1, Session 4.
4.4. Driver Self-Efficacy
80

Group A

Group C

Linear (Group A)

Linear (Group C)

drop for Group A which lends further support to potential
(albeit perhaps insignificant) dependency on the audio
feedback once a driver is settled into the flow of a given track
– their confidence dropping very slightly when it was
removed. Most noticeably, however, when faced with a new
track (Session 4), the drivers in Group A saw a further rise in
subjective assessment of self-efficacy compared to a
substantial drop for drivers in Group C; this lends strong
support for the efficacy of the audio feedback in terms of
increasing drivers’ confidence when tackling an unfamiliar
track. In the field of motorsport, psychological strength is a
significant determinant of success, and so measurable
increase in drivers’ self-confidence is an important potential
gain for the Group A drivers; in this case, it is accompanied
by better average lap times in Session 4.
When considering the individual ratings for specific
MSEQ scales, we noticed in particular that Group A’s
average self-efficacy score for ‘My ability to maximize speed
during a corner’ was more than double that of Group C in
both Session 2 (representing a track with increasing
familiarity) and Session 4 (representing a new, unfamiliar
track). Group A’s average scores were also consistently
higher than Group C’s for ‘Using All Grip While Turning’
and ‘Using All Grip While Accelerating’, both of which are
core to tire slip and the facets of car performance ‘limits’
being studied. In contrast, the average ratings for Group A
for consistency-related aspects (namely, driving line, turn-in
points, and acceleration points) and knowledge of the circuit
lagged behind those of Group C until Session 4 where we
seemed to witness increased confidence on transferal to an
unfamiliar track. Overall, the linear trend lines (see Figure
5) for Groups A and C would suggest that audio feedback is
successful at accelerating and increasing drivers’ subjective
assessment of self-efficacy compared to standard
performance evaluation.
4.5. Driver Workload

60
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Figure 5: Average change in driver self-efficacy scores
relative to pre-study levels.
Driver self-efficacy assessment (a proxy for self-confidence)
was measured using the MSEQ questionnaire (see Section 3)
after each driving session. Scores range from 0 to 360, with
360 representing maximum confidence in self-efficacy.
Score deltas relative to pre-study confidence levels were
calculated in order to analyze average change in confidence
throughout the study (see Figure 5). Although Group A
drivers did start with a higher baseline (Pre-Study) level of
self-confidence (197) than Group C drivers (132), they
returned consistently higher and more substantial increases in
self-efficacy assessment from Pre-Study Practice to Session 1
(31.2) and Session 2 (54.2) than did Group C (20.4 and 31.6,
respectively). On this basis, it would appear that the audio
feedback was substantially improving drivers’ sense of selfefficacy and therefore confidence. By Session 3, the scores
for both groups had largely equalized; this represents a slight

Group C

14

1

2
Session

3

4

Figure 6: Average overall workload according to session and
group (showing standard error).
The NASA TLX scale [23] was used to measure drivers’
subjective assessment of the workload associated with each
driving session. The overall workload scores by group and
session are shown in Figure 6 and Figure 7 shows the
breakdown according to workload dimension.
Perhaps unsurprisingly, the overall workload scores for
Group A were slightly higher than those reported by Group
C (see Figure 6) – that is, for all sessions other than Session
4, where the situation switched and Group A’s average
overall workload ratings dropped to their lowest since
practice (largely influenced by comparatively low ratings for
performance, effort and frustration) in contrast to Group C,
which saw a further rise in their ratings, session upon
session. This would, at least superficially, suggest that the
audio feedback reduced the perception of workload when
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drivers were faced with a new track, having become
accustomed to the training aid on another track beforehand.
This would seem to tie in with the confidence ratings
discussed previously, indicating that the feedback really
starts to show its value over time in terms of skills transferal,
leaving drivers better equipped to move between tracks with
confidence.
Mental Demand
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Average Mental
Demand Rating
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4.6. Driver Feedback
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would be a spike here) and Session 4 where the effort was
noticeably lower than for Group C at transition to an
unfamiliar track. Finally, frustration was less for drivers in
Group A when initially supported by the audio feedback; this
evened out for Session 2 and inverted for Session 3 when the
audio feedback was removed, returning to a level
considerably lower than that of Group C at transition to the
unfamiliar track on which Group A performed better.
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Figure 7: Average workload ratings per workload dimension
according to session and group (showing standard error).
Surprisingly, given the additional feedback being
processed by the drivers in Group A, they didn’t report a
substantive difference in mental demand compared to those
in Group C (see Figure 7), suggesting that the audio feedback
did not negatively impact drivers’ cognitive load. There is
evidence that the drivers in Group A found the sessions
marginally more physically demanding. It is possible that,
with audio feedback, drivers in Group A made more fine
motor adjustments to their steering, with resultant fatigue
likely explaining the greater physical effort ratings. As
Group A drivers became more familiar with the track in
Sessions 1 and 2, their temporal demand ratings showed
more separation from their counterparts in Group C. At the
same time, however, these drivers were more positive about
their self-efficacy, so perhaps this is again reflecting
heightened self-awareness. When provided with audio
feedback, Group A drivers (after practice) appeared to be
more satisfied with their own performance (tying in with
self-efficacy again) and this only saw a reversal for Session 3
where confidence slipped when the audio feedback was
removed. Interestingly, effort was largely consistent across
both groups other than for Session 2 where Group A reported
a higher level of effort (we are not entirely sure why there

When asked their opinion about the audio feedback, drivers’
comments were mixed: in general, inexperienced drivers
responded more favorably, while the more experienced
drivers reported greater distraction. Based on all other
findings, together with our first-hand observation of driver
performance, we believe this is most likely due to the fact
that the target performance level was set too low for the more
experienced drivers, as discussed previously. Some drivers
reported “choosing” when to listen but, on the whole, most
drivers found the audio feedback easy to use and useful.
When asked to describe how they used the audio to
influence their driving style, responses included “I used the
pitch to infer when I might get oversteer and loss [of]
control/grip”, “helps to negotiate corners on an unknown
track”, and “gave me an idea of speed and how much speed I
can carry through the corner”. These clearly indicate the
audio was being perceived as conveying the information we
had intended.
When asked how they felt the audio impacted their
performance, several drivers indicated they felt it had
improved their performance, with one driver interestingly
noting that he felt the audio feedback had improved his
performance, “but only noticeable once audio was removed”.
We asked drivers how (if at all) they might like to use the
audio design in the future. Responses ranged from “to learn
a new track and explore limitations of corners” to “to help
improve racing lap times”, with one driver suggesting an
enhancement whereby audio was used to indicate when the
rear of the car was losing traction. Overall, we are pleased
with the positive response to the audio feedback, and
encouraged that drivers interpreted its value as we had
intended.
5.

CONCLUSIONS

This paper has presented a real-time target matching auditory
display, designed using user-centred design approaches, for
the purpose of performance feedback for enhanced skills
acquisition in racing drivers. A comprehensive testing
approach was developed, and 11 novice drivers with a range
of driving experience took part in a simulator-based
comparative study to explore the efficacy of our system
compared to status quo with no audio feedback. Based on our
initial analysis we have shown auditory target matching and
sensory augmentation to be effective during the learning and
familiarization of new cars and tracks, especially in transferal
of skills from familiar to unfamiliar tracks. The audio
feedback has also shown great promise in terms of driver
confidence enhancement. In the wider context, we have
demonstrated that high-pressure, high-workload, safety
critical, and sensory-demanding domains such as motorsport
can benefit from auditory displays related to performance
enhancement.
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Whilst the results of our evaluation study are
enlightening and encouraging, we recognize that there are
limitations to our protocol. One such key limitation is the
low performance target that was applied across all drivers,
irrespective of skill level. This was done to avoid making
erroneous judgments about skill levels and to avoid having to
assume the role of coach for each driver, a role we were not
equipped to fulfil. We had anticipated that the more
experienced drivers would benefit in terms of confidence due
to increased levels of positive feedback (i.e., they would
achieve the target tone match more regularly). Although this
does appear to have been the case, there is evidence that the
low target performance level may have annoyed and
constrained the more experienced drivers in Group A; with
hindsight, we feel that had we deployed bespoke target levels
per driver on the basis of skill (and skill improvement over
the sessions), we would have seen more substantial
improvement for the more experienced drivers as well as the
less experienced drivers. This is encouraging for our future
work, as we have implemented the capacity for such bespoke
settings and are currently planning another series of
evaluation studies which will incorporate coach control of
individualized feedback.
In terms of future work, we plan to further analyze our
data to look for more nuanced trends and correlations in
driver performance. We plan to further evaluate alternative
(vehicle-based) data channels for more experienced drivers.
We are also currently planning, as already mentioned, a
further evaluation study in which professional coaches will
work with drivers, both with and without our audio feedback,
to look for impact across carefully skills-matched pairs of
professional drivers.
6.
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ABSTRACT
This paper presents a sonification listening model built from
models of embodied cognitive meaning-making faculties.
The aim of such a model is to aid in understanding how
meaning is applied to auditory stimuli at the cognitive
level.this in trun can aid auditory display designers in
creating more effective auditory displays. The concept of
‘scale’ in sonification is considered in relation to the faculties
described in the model. An experiment that explores how
embodied auditory cognition, as described by the model,
understands and interprets sonifications is then presented.
This examining two speciffic kinds of ‘scale models’
listeners employ to interpret a sonification. The results
obtained from this experiment are particularly convincing
showing that a listeners knowledge of the data-set being
sonified will determine how they interpret changes in the
auditory stimuli in a sonification. The existence of these scale
models, the impact of a listeners knowledge on their
perception of a sonification and the implications imposed by
the embodied nature of auditory cognition suggest a new
avenue for auditory display researchers interested in
devloping meaningful sonifications that explit the embodied
nature of auditory cognition.
1.

INTRODUCTION

There is a strong precedent in cognitive musicology and
perceptual studies towards embodied cognitive models for
auditory and musical cognition [1], [2], [3], [4]. These
approaches treat auditory cognition as an embodied
phenomenon that relies heavily on functions and processes
determined by emergent parameters of lived bodily
experience. The embodied approach suggested here differs
from the standard approaches to auditory cognition in a
number of important ways. The idea that auditory cognition
is about the interception and computation of sonic symbols is
flatly rejected. The listener is not a computer; the listener an
embodied and environmentally bound organism. Auditory
cognition is about making the chaos of raw auditoy
perception meaningful enough to enable the listener to
operate effectively in their environment [5],[6],[7],[8],[9].
That environment is richer than the one presented in
ecological psychacoustics as it encompasses social, cultural
and political levels beyond the merely physical habitat.
Auditory stimuli are not subjective impressions of an objetive
mind independent reality, nor are they purely mental
abstractions divorced from extra-mental causal factors. They
emerge in the dynamic bodily-mediated relationship between
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

subjective impression and objective motivation. That bodily
mediation is the key factor to understanding auditory
cognition as it provides the experiential grounding for mental
content that is required for an auditory stimuli to have any
meaning to a listener at all[1],[2],[3],[4],[5],[6],[7],[8],[9],
[10],[11]. A designer cannot hope to create a truly effective
Auditory Display without a thorough understanding of how
auditory cognition assigns meaning to stimuli. Embodied
cognition does not refer to some special case of cognitive
processing that becomes active when a human engages in
physical activity. This is a misuse of the term that betrays a
serious underestimation of the topic at hand. There is much
more to embodied cognition than novel movement based
interfaces for human computer interaction. Embodied
cognition is defined by how it answers the age old mind-body
problem, the question of how the human mind relates to
physical matter. Embodied cognition says that the body, as
mediator between mind and world, grounds all mental
content in perceptual and sensorimotor experience. That
means all thoughts, words, and imaginative acts are
structured, constrained, motivated, and made both intelligible
and meaningful only in relation to perceptual and
sensorimotor experience. Embodied cognition bridges the
Cartesian divide and offers a truly cohesive account of
auditory meaning-making. Though there are many different
theories on auditory meaning making, it is becoming
increasingly hard to compete against the results of the 30
years of empirically grounded neuroscientific research
behind the embodied approach[6]. The real value of
Embodied Cognition to AD is that it describes how auditory
stimuli become meaningful for a listener, a crucial point for
the AD designer. This paper aims to start taking those results
seriosuly by exploring the contributions that an embodied
model of sonification listening can make to the field.
2.

EMBODIED COGNITION

Before presenting the Embodied Sonification Listening
Model some of the embodied cognitive faculties upon which
it is built must first be presented and discussed. The cognitive
faculties described here are embodied at both the neural and
phenomenal level. They have evolved out of earlier
sensorimotor and perceptual faculties and make use of the
those sensorimotor and perceptual faculties. They are
embodied meaning-making faculties in that they make
perceptual, conceptual and imaginative domains of
experience meaninguful through the addition of structure and
content derived from perceptual and sensorimotor expereince
[6],[7],[8],[9].
2.1. Embodied Schemata
Embodied schemata, sometimes referred to as image
schemata, are the basic elements of human cognition that
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provide the crucial bridge between embodied experience, and
cognitive meaning-making. They are pre-linguistic models of
the common patterns encountered across the multiple modes
of perceptual and sensorimotor experience that emerge from
having a human body constrained by physical and biological
necessity. They are cross-culturally universal and develop at
an early age to structure both auditory perception and
auditory imagery. They provide the basic rules that govern
logic, reasoning and meaning-making and are imaginatively
extended to ground abstract domains of experience in
familiar domains, further facilitating understanding,
reasoning and meaning-making. All of this is carried out
using the same neural circuitry that drives sensorimotor and
perceptual activity [6][7][8][9].
They often reflect the simple logical structure that describes
the interactions between landmarks and trajectors. This
generality means they can apply to a broad range of
experiences.
For example, the PATH schema consists of three
components. There are two landmarks (LMs) - the “source”
and the “goal”. The source is where the path begins and the
goal is where it ends. The third component is the path
between source and goal. The behaviour of a trajector (TR) is
constrained by specific logical entailments of the LMs.
The SCALE schema is an extension of the PATH schema
that includes cumulativity, normativity and fixed
directionality in the trajectory component. A TR traveling
the path from source to goal in the SCALE schema is
increasing in value. Progress along the path will have a
valence being either a positive or a negative thing. The path
between source and goal is set in place and the further a TR
moves along the scale the greater the intensity [7]. Embodied
schemata exhibit a bi-polar structure where one pole tends to
have a positive, and its opposite a negative valence. This
valence is transferred onto any structure to which the image
schema is mapped.
2.2. Domains
Domain is a term used loosely across EC research to describe,
not a cognitive faculty, but any coherent area of human
experience sensorimotor, conceptual or otherwise. In essence
they are collections of embodied schemata, concepts,
metaphors and blends relating to a specific topic. It is a basic
structure of knowledge. Sensorimotor domains are those
domains of embodied experience uncovered through
perceptual and bodily action. For example when one uses the
word ‘running’ to reference their experiences of running,
they are referencing a sensorimotor domain. Conceptual
domains are abstract. They revolve around a specific topic of
knowledge and contain concepts and relationship roles
relevant to the understanding of that topic. For example when
one says ‘running’ to refer to the abstract idea of bi-pedal
locomotion, and all that goes with it, they are referencing a
conceptual domain. All conceptual domains, including the
fantastical, are ultimately grounded in sensorimotor domains.
Domains are sometimes described in terms of Fillmore’s
(1976) Frame Theory [8]. For example, the fishing domain
would include elements like, fish, fishing-rod, river, casting
out and reeling in and also the relationships between these
elements. Conceptualising a domain as a frame encourages a
focus on the relationships between elements of the domain.
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2.3. Cross Domain Mapping
Cross-domain mapping is one of the simplest and yet most
important cognitive faculties discussed here. It also forms an
integral part of the other two faculties, metaphor and
blending, discussed shortly. Cross-domain mapping maps
elements from a source domain onto elements of a target
domain to add an additional level of meaning to the target
domain [8]. For example when one says ‘The TV is too loud’
they are mapping the concept ‘loud’ from the ‘sound’ domain
into the ‘TV’ domain. This is a cross-domain mapping at the
conceptual level, but this faculty spreads far beyond
conceptual and linguistic domains. Cross-domain mapping
structures and binds ones basic perception of reality by
weaving together the chaotic strands of embodied multimodal perception and integrating them with conceptual
reality to create a cohesive and meaningful world.
When one percieves the sound of a roaring engine as
emanating from under the hood of a car to which they are
attending visually a cross-domain mapping from the auditory
to the visual domain is taking place. When one percieves the
smell of baking bread, and sound of a roaring fire as
emenating from bakers oven, to which they are attending
visually, a cross-domain mapping is taking place between
olfactory, auditory and visual domains. The critical
importance of cross-domain mapping to both perceptual and
conceptual experience cannot be stressed enough. The
process is also integral to the perception and interpretation of
sonification. For example, when auditory icons are presented
alongside visual messages in a human computer interaction
context the listener unconsciously performs a cross domain
mapping that relates the auditory stiumlus to the visual
message.
2.4. Conceptual Metaphor
Conceptual metaphor is a specific kind of cross-domain
mapping where elements of a source domain are used to
reframe a target domain [7],[8]. They can make an abstract
and unfamiliar conceptual domain meaningful by presenting
it in terms of a more familiar source domain. The classic
example is highlighted in the phrase ‘Love is a Journey’ [8].
In that phrase the abstract conceptual domain of love receives
a structure that is mapped from the familiar domain of
journeys. One can then reason, make inferences, about ‘love’
as though it were a journey. One might infer, for example,
that love has a beginning, middle and end and is typified by
forward motion along that arc. The embodied schema that
lends a journey its structure, the SOURCE-PATH-GOAL
schema, is extended in this way to structure ones concept of
love. Like standard cross-domain mappings metaphorical
mappings also structure one’s perceptual experiences framing
one perceptual or sensorimotor domain in terms of another
perceptual, sensorimotor or conceptual domain. For example
the desktop metaphor in human computer interaction (HCI)
frames what would otherwise be an unfamiliar and abstract
virtual space in terms of an office desk space. This structures
how a user understands, reasons about and interacts with the
virtual space. Conceptual metaphor is one of the cognitive
faculties underlying sonification. For example, in a
Parameter Mapping Sonification (PMSon) of stock market
data, the conceptual domain of whatever ‘stocks’ is being
used, is mapped onto the perceptual domain of the sound
stimuli [8]. This results in a listener interpreting the sound as
a representation of the data and reasoning about the sound on
the basis of any knowledge they may have about the data.
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Although these kinds of mappings are automatically
happening at a cognitive level on the side of the listener, it is
imperative that sonification designers take them into account
if they wish to understand how auditory stimuli in a
sonification become meaningful. The sonification mapping
strategy then should support the innate cross-domain
mapping strategies that listeners employ if they are to be
meaningful.
2.5. Mental Space
Like domains, mental spaces are not cognitive faculties but
structures of knowledge. They are not static but come into
existence as one thinks and talks, by grouping together
numerous conceptual domains, and elements of local context,
and framing them under a common embodied schemata. As
such they are larger and more general than the individual
cocneptual domains that they contain. They are general
mental models that act to aid in thinking and reasoning and
disband once the task for which they were assembled is
complete [9]. At the neural level they are activated sets of
neurons. The concept is key to the idea of a conceptual
integration network.
2.6. Conceptual Blending
A conceptual integration network (CIN) is a dynamic mental
model that structures thought and reason and generates
meaning and understanding. Conceptual integration is a
process of cross-domain mapping between input mental
spaces resulting in the emergence of new conceptual content
and relations in a blended space [9]. Where cross-domain
mappings alone bind domains together, and conceptual
metaphors frame one domain in terms of another, CINs
integrate multiple input spaces through processes referred to
as composition, completion and elaboration. Composition
juxtaposes elements of the input spaces in relation to one
another. Completion rounds out this composition to frame it
in terms of a familiar embodied schemata while elaboration
runs the blended space through an imaginative mimetic
simulation on the basis of the principles and logic of the
blended space. CINs also contain a generic space, which
unites the content of the input spaces. Meaning arises in the
blend as a function of the entire network as a whole. Like the
other cognitive faculties described here it is an imaginative
process that extends concepts, domains embodied schemata
to create meaning. CINs are thought to account for auditory
meaning-making in electroacoustic music [10] [4], and in
harmonic music [1] [11]. The minotaur, a mythological
creature of ancient greek descent, provides a simple example
of a blend. In the concept of the minotaur the input space of
man and bull are mapped into the blend space of a CIN to
give rise to a new element the minotaur. The sonification
model described in this paper is a further example of a
conceptual integration network.
3.

SONIFICATION LISTENING

The perception of sonification is like a strange mixture of
disjointed elements from Chion’s “Casual Listening” [12]
and Smalley’s “Source Bonding” [13]. One listens to a
sonification to gain insight into a data-set rather than a sound
source, and rely on innate paramaters of auditory cognition
and perception rather than semantic abstraction. Sonification
listening is a categorically different type of listening
experience, and the cognitive processes that underlie it reflect
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this difference. Sonification listening can be modelled and
considered as a CIN. There are no less than four mental
spaces in a CIN where a cross domain mapping from a ‘data
space’ to a ‘sound space’ motivates an emergent blended
space to facilitate interpretation and understanding.
3.1. Sound Space
The sound space contains our actual perception of sonic
parameters like pitch, timbre and tempo. The wider sonic
space contains broader associations which might be made
between sonic parameters and extra-auditory parameters in
the form of concepts, domains, schemata and metaphors.
For example, if a violin timbre is used it may evoke
associations to the concept of a musical instrument, the
domain of orchestral string instruments, common schematic
transformations
(patterns
of
physical
activity,
harmonic/melodic structures) familiar to violin-based music
of a certain era, and metaphors for movement (e.g. tremolo
passages reflecting speedy movement).
3.2. Data Space
The Data space does not contain the actual data itself, rather
it contains what is known about the data and any broader
associations that might be made between that knowledge and
other relevant background knowledge in the shape of
concepts, domains, other mental spaces, category mappings,
schemata and metaphors.
For example, when dealing with unemployment data, and
associated spaces of economics and social issues, the
domains of work and money, and metaphors such as loss
may be involved. Any previous knowledge or expectations
we have about the unemployment rate during the years in
question will also come into play. It is important to
remember that the actual objective data record itself does not
come into play.
Critical to the data spaces are data concepts. The data space
can contain at least one of at least two categories of data
domain. These are the Amount data domain, and the
Attribute data domain. Amount data is data where each data
point is a measure of some amount of objects. Attribute data
is data where each point is a measure of the value of some
property of either (a) a single object, or (b) a single
commonly shared property across multiple objects.
3.3. Sonification Listening Metaphor
The Sonification Listening Metaphor (SLM) is what sets
sonification apart from other aural practices like music or
conversational listening. Embodied metaphors make sense of
abstract domains by framing them in terms of familiar
domains. The SLM frames the sound space in terms of the
data space. As a result, the listener interprets changes in the
sonic stimuli as changes in the data. For the listener, at both
the cognitive and phenomenal level, the sonic stimulus is
understood as if it were the data itself. The knowledge that
defines the listener’s understanding of changes in the data
now defines the listener’s interpretation of changes in the
sonic stimulus. The sonification does not become meaningful
until attended to in this way.
3.4. The Sonification Blend
When a listener listens to a sonification in order to
understand the data they are reframing the sonic stimuli in
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terms of the data space. This creates a new level of meaning
for the listener in the form of a scalar model. Changes in the
sonic stimuli are understood as changes in the data changes
along a speciffic scale. Scale emerges as a result of the
structure that the SLM imposes on the listener's sonification
experience. This is the point where all of the spaces have
integrated into a seamless whole in the listener’s experience,
and the sonification is a meaningful spectrum of data changes
expressed along a sonic scale.
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and high pitches reprinting high values. This type of mapping
is grounded in subjects’ physical experiences of MORE and
LESS.
When more objects are put into some container the overall
physical level of the object(s) within the container rises [15].
This provides the basis for multiple metaphorical mappings
where AMOUNT is interpreted in terms of VERTICALITY
and MORE is interpreted in terms of HEIGHT [16]. In
PMSon, this mental processing is applied to the pitch domain
to create a basic Amount scale.
The Amount scale can also be designed into a mapping
strategy by mapping an increase in rhythmic repetition
(tempo) of some note to an increase in the data. This can be
explained as a very direct cross-domain mapping that
interprets notes in terms of amount so that more notes means
more numbers in accordance with the MORE-LESS schema
[7].
4.4. Attribute Scales in Sonification.

Figure 1: The Embodied Sonification Listening Model.
4.

SONIFICATION SCALES

4.1. Scale in Sonification Listening
The projection of a SCALE schema [7] onto auditory
parameters is crucial to sonification. Changes in auditory
parameters can only be meaningfully interpreted as changes
in the data because of the emergence of a SCALE schema in
the blended sonification space. For example, in standard
pitch mapping the SCALE schema structures the mapping of
the pitch parameter so that changes in pitch are interpreted as
changes in the data. Pitch becomes a scale along which data
is expressed.

When a sonification is supposed to represent attribute data,
i.e. a qualitatively different kind of data, these scales can be
confusing to a listener. Increases in attribute on a level
observable in human experience do not necessarily relate to
increases in height, or in the amount of objects presented in a
certain time frame. Increases in Attribute values are often
questions of increasing intensity and degree within some
property of an individual object, rather than increases in
amount across a group of objects. Additionally, increases in
attribute properties often manifest differently in the spatial
domain. For example, in the concept of WEIGHT, MORE
weight causes an object to move DOWN in the spatial
domain and LESS weight causes an object to move UP. For
WEIGHT, DOWN maps to MORE and LESS maps to UP.
This is based in experiential knowledge of heavier objects
exerting more downwards force than lighter objects. So while
an increase in weight maps to an increase in value [16] it also
maps to a decrease in verticality. This is the exact opposite of
the Amount scale where an increase in amount maps to an
increase in verticality.

4.2. Types of Cognitive Scale

5.

EXPERIMENTAL INVESTIGATION

Two specific types of scale, “Amount” and “Attribute”, have
been identified as objects of interest for this paper.
Amount scales are used to comprehend collections of discrete
entities, and Attribute scales to comprehend the values of
properties within a single entity. An Amount scale occurs
when the SCALE schema [7] is projected onto a
COLLECTION schema [14] so that elements of the
COLLECTION can be quantified (counted) in terms of the
SCALE. Amount scales are used to make sense of data that
deals with collections of discrete entities e.g. population data.
An Attribute scale occurs when the SCALE schema is
projected onto an ATTRIBUTE schema [15] so that degrees
of an ATTRIBUTE can be quantified (valuated) in terms of
the SCALE. Attribute scales make sense of data that deals
with the proprietary attributes native to one specific entity
e.g. measurements of thickness.

The Embodied Sonification Listening Model predicts that a
listener’s interpretaion of a sonic stimuli will change based
on their understanding of the data represented by represented
in the sonificaiton. It also suggests that there are at least two
kinds of scale employed by a listener in the interpretation of
a sonification. Amount scales are applied to interpret sonic
stimuli when the listener believes the data values represented
are vallues of amounts. Attribute scales are applied to
intepret sonic stimuli when the listener belives the data
represents values of specific attributes of objects. Amount
scales map increases in data value to increases along auditory
dimensions, e.g. pitch or tempo, while Attribute scales are
more likely to map increases in data value to decreases along
those dimensions. The following experiment is intended to
test that hypothesis.

4.3. Amount Scales in Sonification.

5.1. Participants

The Amount scale is often designed into PMSon mapping
strategies by way of vertical pitch mapping where pitch is
treated as a scale, with low pitches representing low values

Participants were recruited from a large international pool via
online
crowdsourcing
platform
Crowdflower.com.
Experimental materials were hosted on Survey Gizmo:
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http://www.surveygizmo.com/.
Participants
were
compensated for their participation. There were a total of 112
participants, 83 male and 29 female. The age ranges break
down as follows:
Under 18 = 2; 18-24 = 2; 25-34 = 38; 35-54 = 38; 55+ = 4.
5.2. Experimental Procedure

Stimuli

5.3. Audio Specifications

A

C

D

E
F
Tempo
A
B
C

Twelve individual stimuli of 30 seconds length each are used
in the experiment. 6 stimuli show linear variation in the
frequency of a sine tone over time and the other 6 show
linear variations in the tempo of a sine tone of 440hz
frequency over time.
3 of the pitch stimuli begin at 440hz and rise to 1760Hz over
the course of the clip. The other 3 begin at 1760hz and fall to
440hz. Tempo is modulated by an amplitude envelope.
3 of the tempo stimuli begin at 120bpm and rise to 600bpm.
The other 3 begin at 600bpm and fall to 120bpm.

RESULTS

These results were analysed with a McNemar test on the
twelve pairs of stimuli (6 rhythm and 6 pitch), comparing
perceptions of positive and negative valence for indications
of Amount type data vs. indications of Attribute type data.
6.1. Dissimilarity Testing
For pitch stimuli B, quite a significant effect was recorded.
(X² (1, N = 112) =19.1, p = 0.001, ϕ = 1.80, the odds ratio is
3.75). This strongly suggests that acceleration is interpreted
using the Amount scale, and although thickness is interpreted
primarily using the Amount scale, a statistically significant
amount of listeners interpret it using the Attribute scale.
For pitch stimuli C, a significant effect was recorded. (X² (1,
N = 112) =7.4, p = 0.01, ϕ = .70, the odds ratio is 2.54). This
strongly suggests that temperture is interpreted using the
Amount scale, and although volume is interpreted primarily
using the Amount scale, a statistically significant amount of
listeners interpret it using the Attribute scale.

Data-Type

Amount
scale

Attribute
scale

Pitch

B

Participants take part in a short training exercise to
familiarize themselves with the procedure before beginning.
They are instructed to listen to the sounds as many times as
needed to before answering a question. Listeners are
presented with a stimulus and told that it represents a
speciffic data-set e.g. depth of a body of water, population of
a town. After listening they are asked to determine whether
the values in the data are increasing or decreasing over the
course of the clip. Each stimulus is presented twice and
listeners are told that the stimulus represents a different type
of data on each presentation.
Listeners are said to have categorised a stimulus using an
amount scale when they identified an increase in pitch or
tempo as an increase in data value or a decrease in pitch or
tempo as a decrease data value.
Listeners are said to have categorised a stimulus using an
attribute scale when they identified an increase in pitch or
tempo as a decrease in data value or a decrease in pitch or
tempo as an increase in data value.

6.
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D
E
F

Amount of
Students
Surface
Area
Thickness
Acceleratio
n
Volume
Temperatur
e
Empty
Space
Amount of
Ants
Concentrati
on
RPM
Mass
Population
Strength
Stiffness
Depth
Absorbency
ProductionRate
Angle
Hardness
Stock Count
Yield
Tension
Size
Speed

75.9%

24.1%

68.8%

31.2%

51.8%

48.2%

81.3%

18.7%

67.9%

32.1%

83%

17%

60.7%

39.3%

82.1%

17.9%

83%

17%

87.5%
65.2%
79.5%

12.5%
34.8%
20.5%

65.2%
61.6%
49.1%
83%

34.8%
38.4%
50.9%
17%

59.8%

40.2%

63.4%
64.3%
82.1%
58.9%
81.3%
70.5%
71.4%

36.6%
35.7%
17.9%
41.1%
18.7%
29.5%
28.6%

Table 1: Experimental Results.
For pitch stimuli D a significant effect was recorded (X² (1,
N = 112) =16.94, p = 0.001, ϕ = 1.60, the odds ratio is .17).
This suggests that amount of ants is strongly interpreted
using the Amount scale, and empty-space although is
interpreted primarily using the Amount scale, a statistically
significant number of listeners interpret it using the Attribute
scale.
For pitch stimuli F, a significant effect was recorded. (X² (1,
N = 112) =7.11, p = 0.01, ϕ = 0.67, the odds ratio is
.38). This suggests that amount is population interpreted
using the Amount scale, and although mass is interpreted
primarily using the Amount scale, a statistically significant
number of listeners interpret it using the Attribute scale.
For tempo stimulus B, quite a significant effect was recorded.
(X² (1, N = 112) =26.74, p = 0.001, ϕ = 2.52, the odds ratio is
5.75). This strongly suggests that depth is interpreted using
an Attribute scale, while absorbency is interpreted using the
Amount scale.
For tempo stimuli D, a significant effect was recorded (X² (1,
N = 112) =9.52, p = 0.01, ϕ = .89, the odds ratio is .35). This
strongly suggests that hardness is interpreted using an
Attribute scale, while stock is interpreted using the Amount
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scale. This suggests that stock is strongly interpreted using
the Amount scale, and although hardness is interpreted
primarily using the Amount scale, a statistically significant
number of listeners interpret it using the Attribute scale.
For tempo stimuli E, a significant effect was recorded (X² (1,
N = 112) =15.24, p = 0.001, ϕ = 1.44, the odds ratio is
4.12). This suggests that tension is strongly interpreted using
the Amount scale, and although yield is interpreted primarily
using the Amount scale, a statistically significant number of
listeners interpret it using the Attribute scale.
6.2. Similarity Testing
Pitch stimuli A and E, and rhythm stimuli A, C and F showed
no significant effect. This means that the results for Attribute
and Amount tests were quite similar.
For Pitch stimuli A, testing compared amount with surface
area to examine their similarity (X² (1, N = 112) =1.6, p =
0.2, ϕ = .15, the odds ratio is .66). This indicates that both
stimuli were being interpreted in the same manner. This
would imply that surface-area tends to be interpreted with a
Amount scale and not an Attribute scale.
The results for Pitch stimuli E showed no significant
difference between Concentration and RPM and rated
towards the criteria that suggest a Amount scale (X² (1, N =
112) =1.31, p = 0.25, ϕ = .12, the odds ratio is 1.71). This
indicates that listeners rate Concentration using the same
kind of scale with which they rate RPM, a vertical Amount
scale where high means more and low means less.
Rhythm stimuli A compared two attribute values to one
another - Strength to Stiffness. It showed a no significant
difference in interpretation of with 39 of 112 interpreting
Strength with an Attribute scale, and 43 interpreting Stiffness
with an Attribute scale. (X² (1, N = 112) =.38, p = 0.25, ϕ =
.03, the odds ratio is .82). This indicates that listeners rate
Strength using the same kind of scale with which they rate
Stiffness, when interpreting the rhythm dimension. This is
primarily a vertical Amount scale where high means more,
and low means less, but also a vertical Attribute scale where
high means less and low means more.
The results for Rhythm stimuli C also showed no significant
difference between Production Rate and Angle and weighted
towards the criteria that suggest an Attribute scale (X² (1, N
= 112) =1.31, p = 0.25, ϕ = .12, the odds ratio is 1.71). This
indicates that listeners rate Production Rate using the same
kind of scale with which they rate Angle, primarily a vertical
Amount scale where high means more, and low means less,
but also a vertical Attribute scale where high means less and
low means more.
The results for Rhythm stimuli F also showed no significant
difference between Size and Speed and weighted towards the
criteria that suggest an Attribute scale. (X² (1, N = 112) =3, p
= 0.05, ϕ = .28, the odds ratio is .33). This indicates that
listeners rate Size using the same kind of Rhythm scale with
which they rate Speed, when interpreting the rhythm
dimension. This is primarily a vertical Amount scale where
high means more, and low means less, but also a vertical
Attribute scale where high means less and low means more.
7.

DISCUSSION

The results show that whether people think they are listening
to an Attribute value of some entity, or an Amount value of a
number of entities will impact their perception of a
sonification. This happens in a predictable manner. An
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Amount value usually has a direct vertical mapping where
increase in parameter is interpreted as an increase in data
value. An Attribute value tends to be more ambiguous, with a
significant tendency towards an inverted mapping where an
increase in parameter is interpreted as a decrease in data
value.
These differences in interpretation between Amount values
and Attribute values speak to the value of taking the
embodied cognitive aspects of sonification design (and
specifically the SCALE schema) into account when
deisgning mapping strategies. The study highlights the need
for congruence between cognitive mappings and data-tosound mappings and also lays out some key advice for the
mapping of Amount and Attribute data in a sonification.
The variances in interpretation across the two types of scale
discussed above suggest that the processes of embodied
cognition described in this paper are active in sonification
listening. Metaphorical cross-domain mappings from the data
space to the sound space are framed in terms of a sonification
listening strategy sufficiently conditioning the emergence of
the blended space which the listener experiences as the
sonification. A scalar model emerges in this blended
sonification space as a result of cognitive processes of
composition, completion and elaboration. It is this scalar
model, which makes a sonification what it is - a scalar
auditory representation of some data set or other.
The experiment offers some interesting insights into the
cognitive mapping strategies employed in sonification
listening. For example, one might presume that a significant
amount of people would interpret SIZE using an Attribute
scale because SIZE is listed as a basic Attribute schema by
both Lakoff [17] and Johnson [7]. 29.5% of listeners
interpreted size on the attribute scale. This suggests that there
is a tendency for listeners towards the attribute scale for size.
However, this result is not as strong as one would expect
based on both the literature and the other results presented
here, which tended to be higher than 29.5%. This implies that
the scale for speed (the concept against which size was
contrasted) also has a tendency towards the Attribute scale
with 26.5% of listeners interpreting it that way. 24.1%
interpreted the number of students using an Attribute scale.
Though this was not a strong result, it was also an
unexpected one as the number of students satisfies the
description of a Amount type data concept. Concentration
and Angle also showed a very strong tendency towards the
Amount type, which was also unexpected as both satisfy the
conditions of an Attribute data type. Strength and Stiffness
were both expected to show a significant trend towards the
Attribute scale. They did, with 34.8% and 38.4% respectively
choosing the answer that co-related to an Attribute scale. The
strongest attribute results came for data concepts like
Thickness: 48.2%, Production Rate: 40.2%, Depth: 50.9%
Crop Yield: 41.1%, Free Space: 60.7%. Most of these data
concepts share a spatial component. This may suggest that
the attribute scale works best with spatial concepts or that
there is a spatial component to attribute schema.
8.

CONCLUSIONS

This paper opens with a discussion of the need for a serious
account of Embodied Cognition as it relates to sonification
listening. It then discusses the embodied cognitive faculties
that are employed by a listener in auditory cognition. An
Embodied Sonification Listening Model which explains
sonification listening in terms of these cognitive faculties is
then presented. This is followed by a discussion on the
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importance of scale in sonification and an account of the two
models of scale, the amount scale and attribute, suggested by
the sonifcation model to account for a listeners experience of
scalar data changes in a sonification. Some persuasive
experimental evidence for the existence of these scales is
then presented before a discussion of their relevance. The
two scalar models are the amount scale and the attribute scale.
Listeners apply an amount scale to interpret data values that
represent amounts of objects. This scale interprets increases
in auditory paramaters, pitch and tempo, as increases in data
values and decreases in those parameters as decreases in the
data. Listeners apply an attribute scale to interpret data values
that represent the values of specific attributes of an object(s).
The attribute scale interprets increases in auditory paramaters,
pitch and tempo, as decreases in data values and decreases in
those parameters as inscreases in the data.
These results are of critical importance to the design of
effective sonification mapping strategies as they highlight an
underlying bias that exists in a listener, as a result of the
embodied nature of their auditory cognitive faculties, towards
interpreting and reasoning about a sonification differently in
terms of their knowledge and beliefs about that sonification.
Furthermore the results show that this process of filtering a
sonification stimulus through previous embodied knowledge
is not random but highly systematic and can be predicted by
the application of the Embodied Sonification Listening
Model. This opens a promising new avenue for AD
practitioners who wish to develop richly communicative
sonifcations that are designed to fit with a listener’s innate
meaning-making faculties.
9.
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ABSTRACT

Frontend:

We introduce SysSon, a platform for the development and application of sonification. SysSon aims to be an integrative system that
serves different types of users, from domain scientists to sonification researchers to composers and sound artists. It therefore has
an open nature capable of addressing different usage scenarios.
We have used SysSon both in workshops with climatologists and
sonification researchers and as the engine to run a real-time sound
installation based on climate data. The paper outlines the architecture and design decisions made, showing how a sonification system
can be conceived as a collection of specialised abstractions that
sit atop a general computer music environment. We report on our
experience with SysSon so far and make suggestions about future
improvements.

1 https://github.com/iem-projects/sysson

This work is licensed under Creative Commons Attribution Ð
Non Commercial 4.0 International License. The full terms of the License
are available at http://creativecommons.org/licenses/by-nc/4.0
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NetCDF-Java
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1. INTRODUCTION
The SysSon platform has been developed for the past two years as
part of the eponymous research project [1] funded by the Austrian
Science Fund (FWF), P 24159. It is an open source software1 that
provides both an application programming interface (API) and a
standalone desktop application. Fig. 1 is a schematic view of its
components and the types of users and activities it supports.
The current design is the result of an incremental refactoring
that departed from the initial requirements of the research project,
namely to be able to open and preprocess data files to become
suitable for real-time sound synthesis based on ScalaCollider, a
client for the SuperCollider server [2].
Another objective was to enable climatologists to integrate
sonification with their typical workflows. Originally coupling to
existing plotting software such as Ncview and building a simple
domain specific language (DSL) for text-based interaction, the
platform gradually acquired the shape of a full-fledged desktop
application.
As the system became more complex, new requirements for
higher-level resource management, caching, and a persistent description of sonification models emerged, and we repositioned the
project on the foundation of Sound Processes, a computer music
framework [3]. The platform was fully “infected” by the dataflow model of this framework, and the specific abstractions used

Graphical User Interface

ScalaCollider
SoundProcesses

LucreMatrix
Mellite

Figure 1: SysSon architecture

for sonification were reimplemented within the object model of
Sound Processes.
This shift was reinforced by the planning of a sound installation, where sonifications would be interactively composed. Consequently, as a last step, the GUI was integrated with the computer
music front-end Mellite. What we arrived at is a perspective in
which sonification becomes a particular methodology of computer
music. What we hope for is that, as composers get acquainted with
Mellite, they will discover and explore the possibility of sonified
data as a new material element in their work. Of course, many composers and sound artists have utilised sonification processes (e.g.
[4], [5], [6]), but there exists no general platform for the systematic
experimentation with sonification that equally satisfies the needs
of researchers and artists and lets them directly share their ideas.
In the following, we give an overview of our system. It is still
a young project and not without obstacles, and we will conclude
by summarising the experience with its usage so far.
2. HOST ENVIRONMENT
Sound Processes is a frameork that is the result of research into
the observation of the compositional process. It provides data
structures that trace the evolution of computer based composition
over time, making these traces available for later inspection or for
incorporation into the process itself. But it can also be transparently
used as a foundation to build computer music systems.
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2.1. Common Objects
Sound Processes provides two core functionalities. First of all,
it defines a protocol for reactive (data-flow like) objects, and it
contains a number of useful objects, such as:
• atomic types: integer and floating point numbers, boolean
expressions, strings, . . .
• folders: they are containers for other objects and similar to a
sub-patcher in Max or Open Music.
• artifacts and artifact locations: artifacts are logical references
to external file resources. Artifacts are resolved through locations, and when a workspace is transported to a different
computer, locations can be adjusted to resynchronise with
external resources.
• audio-files: they are a specific type of artifact.
• proc (or sound process): a description of a sounding object.
It encapsulates a DSP graph in the ScalaCollider language,
which is a dialect of SuperCollider. It also contains ports
(called scans) to connect to other processes.
The object protocol is extensible, and SysSon uses it to add its
sonification abstractions.
The second functionality is sound synthesis. Model objects, such as an audio-file, a proc, an ensemble (group of objects) or a timeline may have corresponding aural representations.
Sound Processes integrates a transactional memory model with the
sound synthesis system and provides high level abstractions for
dealing with graph topology and resources such as audio-buses and
buffers.
2.2. Workspace
Mellite provides a graphical user interface for Sound Processes and
defines the workspace as the basic organisational unit. A workspace in most cases is simply a root folder that can be thought of
as the main “patcher”. The creation and modification of objects
inside this patcher are automatically synchronised with an underlying database. We thus ensure that the user can come back to the
workspace at any later point and will find everything in its previous state, including for example the parametrisation of sonification
models or plot objects. To preserve state, one can either duplicate
objects or use an automatically versioned workspace that traces the
evolution of all parameters over time.
The GUI uses metaphors of a standard desktop application
such as point-and-click, drag-and-drop, and undo-redo. Fig. 2
shows an example workspace containing two locations, a folder
with data-sources, a folder with sonification models, an audio-file
and a plot. Except for locations and audio-file, these are objects
introduced by the SysSon platform.
3. SYSSON ABSTRACTIONS
We now describe the main abstractions provided by SysSon.
3.1. Data-Sources
Data sets for sonification can become very large, and domain sciences have come up with file formats to store them. SysSon supports NetCDF (Network Common Data Form) [7], a format frequently used in atmospheric research. NetCDF files can easily

Figure 2: Workspace view
grow to several hundreds of megabytes, and they are therefore
not copied but merely linked to workspaces as external references
through handles called data-sources.
When a data-source object is created, its skeleton structure
consisting of a number of variable descriptors (matrices) is stored
with the workspace, allowing to operate even when the underlying
NetCDF file is offline. A data-source is associated with an artifact
which can be updated when a workspace is moved to a different
computer.
Adding different types of data-sources in a future version
should be simple. For example, at the moment a CSV file would
have to be converted to a NetCDF or audio-file first, but there is no
reason one could not add direct support.
3.2. Matrix Structure
A matrix is a regular one- or multi-dimensional structure of floating
point cells. Dimensions are simply represented by other matrices.
For example, a matrix of precipitation data may have dimensions
lon (longitudes), lat (latitudes), time (time-series). Each of these
dimensions then is another one-dimensional matrix (or vector) that
stores the dimension’s values, such as the series of latitudes with
unit ‘degrees-north’.
Matrices are composed and transformed through a data-flow
graph. They usually originate from a data-source object. To be
editable in the user interface, a variable placeholder is used that
stores the current data-flow graph. Transformations then become
new nodes in this graph. The most common transformation is a
reduction of the matrix’s size using a reduce object. The reduce
object takes an input matrix, a dimension-selector and a reductionoperator. For example, to produce a time slice of the aforementioned precipitation matrix, the dimension-selector would indicate
the time dimension and the reduction-operator is an index into the
time dimension. The output matrix thus has a rank of one less than
the input matrix. Each of the objects related to the reduction is
again made editable through data-flow variables holding the dimension’s name and the index integer position. This is illustrated in
Fig. 3, where the resulting matrix expression at the very bottom
could be a parameter of a sonification model.
Other operators take slices (ranges) of a dimension or perform
sub-sampling by skipping samples using a stride parameter. Future versions shall include other commonly used operators such as
dimensional reduction through scanning and sub-sampling using
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Figure 3: Composed matrix graph. Dotted trays represent variable
(mutable) data-flow cells.
averaging or interpolation, as well as binary operations such as taking the element-wise differences between two matrices. Currently,
those operations can only be carried out eagerly, producing new
matrix files.
3.3. Plot Objects
Plot objects encompass a matrix, a mapping from dimensions to
axes, and visual parameters such as colour palette and scaling.
Fig. 4 shows an example plot of a time slice of precipitation data.

source ‘data’ with which a matrix ‘pr‘ has been associated. This
matrix has been reduced, the underlying graph corresponding with
Fig. 3. The model also defines two logical dimensions ‘time‘ and
‘pan‘ which are associated with the matrix’s own ‘time‘ and ‘lat‘
dimensions. Using this dictionary-based decoupling, sonification
models can be flexibly tested with different data inputs.
The sonification researcher or sound designer can open an integrated code editor within the workspace to develop the sound
models. This is depicted in Fig. 6. Regular ScalaCollider expressions are augmented with user interface elements such as the
‘user-value’ object responsible for the ‘controls’ section of the
sonification editor, and data specific elements such as matrix and
dimension keys. Within the DSP graph, matrices and vectors may
appear as scalar values or dynamic time-changing signals. When a
sonification object is made audible, the system translates the matrix
expressions into a cache of audio files which can then be streamed
on the SuperCollider server. We exploit its multi-channel expansion feature and provide pseudo-UGens to easily align the matrix
data with related data such as the axis dimensions.

3.4. Sonification Objects

4. EXPERIENCE

Sonification instances are encapsulated by a dedicated object type.
This object is composed of
• a proc (sound process) object that describes the sound production in terms of a synthesis function.
• a dictionary of sources where a logical name in the sonification
model is associated with a tuple of a matrix and a dimensional
dictionary. The dimensional dictionary provides logical dimensions for the sound model that may want to use them for
unrolling the matrix in time or to drive specific sound aspects
such as timbre or spatialisation.
• a dictionary of controls which are user adjustable scalar parameters of the sound model. For example, a typical control
would be the speed at which a sonification traverses a time
series.
The user interface for a sonification object is shown in Fig. 5.
The section labeled ‘Mapping’ shows that the model uses a single

The platform has been used in multiple user tests, a workshop and
for the creation of a sound installation.
4.1. As a Research Tool
Preliminary results show that both climatologists and computer
music researchers had no problems navigating and configuring existing sonification models. During the workshop, it became clear
that mastering the programming of sound models requires a longer
learning process, as users need to gain an understanding of the
nature of the data at hand, the architecture of SysSon and its model
of data processing, as well as the sound synthesis language and the
way it connects to the data inputs. The current focus on a graphical
user interface without a direct equivalent in the interactive text
console was seen as disadvantageous by some participants. Furthermore, experienced computer musicians felt the restriction of
having one compound sound synthesis process limiting compared
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Figure 5: Sonification editor
to a more flexible client-side timing model provided for instance
by SuperCollider’s pattern sequences.
4.2. Sound Installation
Using the platform in a real-time interactive sound installation was
another stress test and rewarding experience. The piece Turbulence.
A climate sound portrait was developed in collaboration with a
group of visual artists for exhibition at the Forum Stadtpark, Graz
in November 2014 [8]. The system is coupled to 42 speakers
and 12 acceleration sensors that influence the selection of sound
situations and the modulation of the exhibition space that is filled
with a topography of threads and paper (see Fig. 7).
Embedding the sonification objects in a temporal form that
changes according to compositional constraints and the signals of
the sensors was an interesting challenge that especially led to the
question of whether all structures should be composed inside Mellite or outside of it, using a conventional development environment.
In favour of the former was the ability to directly evolve sound objects as the installation was running, in favour of the latter was the
more mature editor and the ability to describe the interconnection
of processes as text commands, something that is still cumbersome,
as proc atoms must be instrumented with code fragments of actions
that are triggered at points in time, revealing the limitations of
the graphical user interface to represent relationships between the
workspace objects.
In the end a hybrid approach was used to combine both advantages, where the layers of the composition were prototyped directly
inside the environment but finally written back to regular class files.
The seamless transition and interweaving in the sound composition
from sonification based elements to purely musical macro form
supported the perspective of sonification as one possible rendering
among others in the repertoire of computer music.

Figure 6: Synth Graph code editor
5. OUTLOOK
The future development of Mellite will have to focus on improving the possible oscillations between writing code fragments and
connecting and arranging materials in the workspace, making this
hybrid form more compelling to work with.
The SysSon platform will benefit from an expansion of the
reactive matrix layer. Not only do we need more transformations—
especially resampling—but ideally all matrix operations will be
supported inside the definition of sound synthesis functions itself.
For example, the sound designer should be capable of specifying
a dimensional reduction of an input matrix or the calculation of
anomalies, freeing the domain scientist from tedious preparations
of the input data and yielding one unified API. Another iteration
of the development could also focus on a more user-friendly DSL
as a thin layer on top of the existing API to allow easier text-based
access to the entire platform.
While SysSon has been validated within climate research, an
interesting future task will be the application in other scientific
areas. Here it will be seen if it can establish itself as a compelling alternative to other existing sonification solutions. From our
perspective, its advantage over plain numerical computing environments such as MATLAB or Octave is the use of a well established
sound synthesis system based on SuperCollider with a seamless
transition to computer music paradigms and its potential for real-
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Figure 7: View of the sound installation Turbulence
time control. More advanced numerical computing packages can
be easily linked to the system, and the Scala language is establishing itself firmly in the “data science” community. The advantage
over customised Max/MSP or Pure Data patches is the dynamic
nature of the workspace, the sound models and the handling of
data-sources (e.g. channel abstraction), something that is cumbersome if not impossible to achieve in static systems. Furthermore,
we believe the dual perspective of visual front-end with desktop
metaphors and the power of text-based API make our approach
superior to patchers.
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used to characterize pedaling technique.

ABSTRACT
The Wattbike is an air-brake cycling ergometer that provides
pedal stroke information as visual feedback, allowing the
user to adjust and correct their pedal stroke technique during
training. This paper proposes that sonifying the pedal stroke
data can provide another effective means of feedback about
pedal stroke efficiency and introduces a system for sonifying
data from the Wattbike. The goal is to provide acoustic
feedback during cycling to make cyclists aware of their
pedaling technique and to keep them concentrated on its
correct execution.
We outline how it is possible to sonify the Wattbike
pedal stroke and present a pilot study on early findings.
Sonifying the Wattbike further opens the door for interesting
analysis and comparisons of auditory and visual feedback.
1.

INTRODUCTION

Cycling is a sporting activity that corresponds to a
succession of periodically repeated motor sequences at
relatively regular intervals. It is a popular activity not only
for competitive cyclists, but also for recreational and health
enthusiasts as well as for rehabilitation programmes. An
issue therewith is individual cycling endurance performance,
which is important to maximize efficiency. Research in
cycling has identified and analyzed numerous factors that
influence cycling performance (i.e. physiological,
biomechanical, mechanical, and environmental factors) [1].
One factor was identified that contribute to efficiency is the
pedaling technique (the way of the forces produced by the
cyclist’s muscles are transferred to the crank) [2].
Existing evidence is conflicting in terms of the
relationship between performance in cycling and pedal force
effectiveness [3]. Investigations in sports science suggest that
improved pedal force effectiveness yields to reduced
economy/efficiency (the ratio between mechanical energy
produced and physiological energy demand) [4],[5].
However, according to Bini et al. [3], in the cyclist
community, it is advocated that better force effectiveness can
be translated to higher economy/efficiency [6]. Thus, cyclists
still aim to improve pedaling technique by improving pedal
force effectiveness. One way to develop this is to improve
the coordination and synchronization of the muscles used in
cycling. That can be accomplished by practicing correct
pedaling technique. Good pedaling technique becomes even
more important over long durations such as the 180 km
Ironman ride. The forces applied to the pedals are commonly
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

1.1. Characterization of the pedal stroke cycle
The pedal stroke cycle is divided into a power and a recovery
phase. Owing to the forces applied on the pedal, its circular
motion is commonly viewed as a clock face in which the
motion of cycling is simply broken down into four distinct
parts, sectors, or quadrants: top dead center, power phase,
bottom dead center and the recovery phase. It is important to
notice, that during each sector, different muscles work and
that a tradeoff happens between these muscles as the pedals
are turned.
The first sector, the downstroke (also power phase),
begins as the foot and pedal move from 0 to 180 degrees (12
o'clock to 6 o'clock), with the more propulsive section
between 45 and 135 degrees (or generally the down-tube to
about 5 o'clock). The backstroke (also follow-through phase)
is the sector immediately following the downstroke in which
the transition from the downstroke ends on one side and
begins on the other. The backstroke overlaps with the
downstroke and the third sector, the upstroke (also pulling
phase), and is characterized by pulling backward and upward
from approximately 120 to 220 degrees (4 to 8 o'clock).
While in this sector, the opposite foot and pedal are entering
the downstroke. The emphasis during the upstroke is on
pulling upward from 270 to 360 degrees. The overstroke as
the fourth sector is the last transitional movement (also
preparation phase) and precedes the downstroke by pressing
forward over the top from about 320 to 20 degrees.
Figure 1 illustrates the four sectors of the pedal stroke cycle
and the muscles activity.

Figure 1: The four sectors during the pedal stroke cycle and
the activity of the involved muscles during each sector.
Elite cyclists apply force using the correct leg muscles
with optimum physiological effort. In contrast, novice
cyclists push the vast majority of the force down as the pedal
goes down instead of pulling the foot back and around in a
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circle. A common ‘mistake’ in the movement is a pause in
the stroke after the push-down phase and before the start of
pulling-back and up.

the Wattbike Expert Software. The Wattbike samples data
100 times a second and is recording data for each pedal
revolution. It also measures and, in the software, records 39
different cycling parameters.

1.2. Feedback training in cycling

Typical of most standard bike monitors cadence is
displayed in rotations per minute as well as distance, time
and other factors such as heart rate. The Wattbike also
displays power output, both in terms of average power
during that pedal stroke as well as a Polar view of the
wattage over the course of the most recent pedal stroke. The
data including the polar graph of the output is updated once
per pedal revolution. The Wattbike also indicates left and
right leg symmetry, although it is worth noting that the
Wattbike attributes all generated wattage to the pedal that is
currently in the down or ‘power’ phase of the stroke, i.e.,
pulling up on the pedals versus pushing down on the pedals
is not differentiated. The Wattbike provides accuracy on par
with other top cycling ergometers [13].

To control the cyclists pedaling technique, biomechanical
feedback can be used, commonly by visualizing how the
force is applied in the pedal stroke on a display. Research
found, that augmented biomechanical feedback of pedal
forces supports the development of a new pedaling pattern
and can improve pedal force effectiveness within a training
session and after multiple sessions for trained cyclists [7] and
recreational cyclists [8] at aerobic power output. The results
showed that cyclists could change their technique by actively
pulling up during the recovery phase. However, doing so
impaired their mechanical efficiency [5]. Only Mornieux and
Stapelfeldt [9] have tested effects of longer training using
visual force feedback.
A major drawback of visual information perception is
that it is attention-consuming to concentrate on keeping the
eyes permanently focused on the display. In contrast,
acoustic information offers the advantage of parallel
perceiving several sensory stimuli without perceptual
overload [10] and is beneficial for timing in motor skills
because it can improve temporal precision and reduce
variability [11]. To date the only acoustic feedback was
provided for cadence control via an audio metronome [12].
Because of its cyclic nature, the pedal stroke is well
suited for an acoustic mapping. Sonification of the forces
applied on the pedal throughout the cycle can draw the
cyclists’ attention to asymmetries in pedal forces throughout
the cycle as well as on leg differences. This paper aims at
describing an application of interactive sonification to create
coherence between action and reaction for the forces applied
on the pedals during the cycling motion on an ergometer in
addition to visual feedback. The sonification was pilot-tested
with recreational cyclists to assess their impression.
2.

Figure 3: The Wattbike Polar View displayed in the
perspective of the right pedal. The simulated red line is the
wattage during each instance of the pedal stroke through a
full revolution. The left pedal stroke is 180 degrees out of
sync.
Wattbike suggests a few key measures to be used to
assess your pedaling technique:
• Left and right leg symmetry (50%/50% balance)
• Left and right leg angle to peak force (the same angle for
each leg) – when using Wattbike Expert software
• Overall shape of the Polar graph

METHODS

Cycling ergometers allow for measuring a constant workload
in laboratory controlled conditions and provide an ideal
experimental situation.

Wattbike’s research indicates that cyclists who have
refined their pedaling technique report the ability to produce
more power and higher cadence for the same physiological
effort. Wattbike outlines three progressions through pedal
stroke efficiency, beginner, good and elite as illustrated in
Figure 4.

Figure 2: The Wattbike console with polar graph of pedal
stroke.
2.1. Measuring system – The Wattbike cycle ergometer
The air-braked Wattbike cycle ergometer (Wattbike Ltd,
Nottingham, UK) calculates power output by measuring the
chain tension over a load cell (sampled at 100 Hz) and the
angular velocity of the crank arms (twice per revolution).
The data is updated in a display either on the bike console
(Figure 2) or transferred via USB to a PC and displayed in

Figure 4: The progression of cycling pedal stroke efficiency.
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2.2. Sonifying the Wattbike
While the Wattbike tracks many different cycling stroke
metrics, the most interesting is the real-time wattage used to
produce the polar graph of the pedal stroke. Herman et al.
[14] proposed that sonifying the intermediate effects of
actions, especially those produced from repeating actions,
allows a user to systematically relate to sound changes and
make revisions over a number of repetitions. In each of the
cycling pedal stroke progressions outlined in Figure 4, the
data takes on a cyclic characteristic. Schaffert et al. [15]
sonified the acceleration time trace of a rowing boat, which
enhances the users’ ability to perceive the slowing down of
the boat during the glide phase of the movement. Godbout et
al. [16] synchronized various running models against incoming acceleration data from the running movement
allowing the sonification to differ based on which
classification of running movement was being detected a
situation similar to the pedal stroke classification.
Wattbike provides an application programming interface
(API) allowing developers to access summary information
about a single cycling stride. Examples of the summary
information that developers may access once per pedal
revolution include:
•
Cadence, Distance, Speed, Heart rate
•
Left and right percent of power generated
•
Left and right time to force peak
Unfortunately, Wattbike does not provide access to the
real-time wattage information that is used to create the polar
graph. It is onerous but possible to access this information by
comparing raw bytes of data leaving the Wattbike against
processed data in the Wattbike Expert software. Figure 5
shows how manual pattern matching helped determine that
the data used to form the polar graph (blue) is formed from
the raw data exiting the Wattbike (green).

Figure 5: Post hoc comparison of raw data (green and red)
versus Watt Bike wattage. The blue data (exported post hoc
from the Wattbike Expert Software) is determined as being
generated from the raw green data.
2.3. Sonification Methods
In this preliminary assessment of sonifying the Wattbike
data, we provide a number of sonification methods. The first
sonification option is parameter mapping the incoming
wattage values from the Wattbike to pitch. This is a standard
sonification, the rhythmic nature of the wattage from the
pedal strokes produces rhythmic changes to the pitch of a
sinetone. The pitch is normalized to fall between 200 Hz and
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

July 8-10,
2015,
Graz,
Austria
July
8–10,
2015,
Graz, Austria

400 Hz. We experiment with parameter mapping watts to
other sound characteristics such as the playback speed of a
song and a combination of pitch and duration between short
ticks. Ultimately, we decide the parameter mapping between
watts and pitch produces output that can be easily
interpreted. We test the parameter mapping from wattage to
pitch as outlined below.
As a basis for further sonifications we first build a model
set of pedal strokes. We then sychronize the incoming
wattage with each of the model strokes. While we follow the
same process as in Godbout et al. [16] we have an advantage
in that the Wattbike allows us to determine each time a new
pedal stroke begins. This solves the problem of left/right
differentiation which was previously not possible due to the
symmetry in the data. This also optimizes the correlation
because we can normalize the lengths of each of the model
pedal stroke and incoming pedal stroke.
A successful sychronization will produce two outputs: 1)
the pedal stroke model that the user is most closely matching
(Figure 8, Peanut or Sausage ) and 2) the phase of the pedal
stroke. Now we build a sonification that is driven by the
phase output from our synchronization. When the phase
ramp crosses certain thresholds we then parameter map the
wattage to sound output just as before. Depending on how
closely we place the thresholds the sound takes on a less
continuous nature.
Because the elite cyclist produces a sausage shape, the
parameter mapping of wattage to pitch starts to mimic a
continuous unchanging sinetone and while it is easy for a
cyclist to hear the rhythmic nature of the beginner.
3.

TESTING

Pilot tests were undertaken with four recreational cyclists
(two males and two females, 35.3±0.9 years old) with
experiences in cycling to prove the applicability/usefulness
of the sonification. Tests were executed in laboratorycontrolled trials at aerobic level of workload (submaximal
cycling) to avoid influences of fatigue and to keep the
participant’s attention on executing a correct pedaling
technique. They were instructed to concentrate on
eliminating dead spots throughout the pedal stroke and were
told to focus on two key points: (1) at the bottom of the pedal
stroke, they should imagine of wiping something off their
shoe to engage the muscles on the back of the leg, (2) at the
top of the pedal stroke, they should think about pushing their
knee toward the handlebar to get the power on early.
The sonification was provided via earplugs during
cycling and the participants’ impression of the sound as well
as the idea of providing acoustic feedback during cycling
was requested in free response. The questions addressed the
sound’s comprehensibility, its correspondence with the pedal
stroke cycle and forces applied, as well as the sounds
attention-guidance effectiveness for specific sections
throughout the cycle.
The results of the request revealed that the sonification
audibly represents the forces applied on the pedals
throughout the stroke cycle. Changes in tone pitch were
perceived particularly during the downstroke sector, where
the pedal goes down and most of the force was applied. Also
the lowering of the sound after the push-down phase and
before the start of pulling-back and up was mentioned. The
sound provided an imagination of ‘mistakes’ in movement
execution. Participants reported a more sensitized selfawareness for their pedaling technique. The sound provided a
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stable reference for the cycling movement and was perceived
as functional and supportive. Consequently, they became
aware of the characteristics in the pedal stroke cycle.
Comments included the following: “I noticed details of
which I wasn’t aware before.” …“The feeling for the
pulling-back and up during the recovery phase is
improved.” … “It is easier to actively pull on the pedal when
performing with the sound.” The question “did sonification
help to work on leg symmetry?” was totally agreed from all
participants. “It is instantly noticeable if the forces between
the legs were different.” The results indicated that further
investigations into the sonification of pedal stoke to be a
valuable procedure. The Wattbike has a couple of nice
features - it already has visual output allowing for 1)
interesting tests concerning validation and comparison
between visual and auditory feedback, 2) Wattbike has
already outlined a purpose for its output (namely the
corrections in cycling stride).
4.
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DISCUSSION AND CONCLUSIONS

The paper introduces a system for sonifying data from a
Wattbike cycling ergometer. The goal is to provide acoustic
feedback during cycling to make cyclists aware of their
pedaling technique and to keep them concentrated on its
correct execution. By an acoustic presentation of the force
applied throughout the pedal stroke cycle, the information
contained in the captured-data is provided directly and
intuitively to the cyclist. Periodic recurrence of characteristic
sections within the stroke cycle represents the rhythm of the
pedal cycle and can sensitize for details in the sequence
without further explanations needed. Sound can help to alter
the pedal stroke by providing an instant auditory
representation of the forces applied on the pedals, which give
support to maintain the smoothness and fluidity of the
pedaling motion during the training session.
The results of the request were motivating and lead to the
conclusion, that the sonification can be regarded as a helpful
training tool. However, since no research has been conducted
to quantify the relationship between symmetry in pedal
forces and performance [3], further studies are needed to
elucidate this relationship.
The noises made by the Wattbike itself (due to its airbrake system) could have been a limiting factor for providing
real-time acoustic feedback as they could mask the
sonification. Since the participants have not mentioned them
as disturbing or interfering with the sound, it seems not to be
a problem for further investigations. Possibly because the
sonification was provided via earplugs, which partly mask
the surrounding sounds.
Working with the Wattbike itself presented a challenge
as the differences in minimum time-delay required for
effective visual versus effective auditory feedback differ
significantly. The Wattbike as designed only provides easy
access to once-per-pedal stroke summary information.
Gaining access to the real-time information was a significant
undertaking. After gaining this access the Wattbike provides
a nice tool moving forward to assess the effectiveness of
acoustic feedback and comparing against visual feedback.
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ABSTRACT
The following paper describes several transformations of ultrasonic data into musical material for hemispheric loudspeaker
setup. This data comes from a medical prototype for the purpose
of early breast cancer detection via 3D multimodal imaging. The
data is acquired in a semi-ellipsoid mesh of thousands of ultrasonic emitters and receivers surrounding the measurement object
with water as medium. A hemispheric loudspeaker array can reflect this aperture design and offers the possibility of projecting
this data in a direct fashion for auditory display. The ultrasounds
in the megahertz range are inaudible and need to be transformed
into the audible range. We here describe our investigations and
methods to transfer medical ultrasound data in an artistic context
and report on our insights using different sonification strategies to
gain audible, musical material.
1. INTRODUCTION
This work describes different musical approaches to sonifying
large datasets of ultrasonic measurements in real-time. We use
the arrangement of the ultrasonic transducers in a semi-ellipsoid
mesh to map the sonification of the measured signals in a 1-to1 spatial correspondence, exploiting spatial patterns and appearances that emerge from said data. Because this work is of artistic
nature, generating musical material is the main focus on each of
these methods. Hence, the discussion centers around sonification
for artistic purposes and spatial composition practices.
Ultrasounds, by definition, are sounds composed frequencies
above the hearing range limit, which includes any sound above
20 kHz [1]. In the case of 3D USCT (3D Ultrasound Computer Tomography) around the center frequency of 2.5MHz with
a 3dB bandwidth of approximately 1MHz [2]. Because of their
small wavelengths and special properties, ultrasound based methods have a wide range of applications, including industrial cleaning, welding, geometry acquisition or even acoustic levitation.
Particularly in the field of medicine, they are quite popular, as devices using ultrasounds for imaging and intervention applications
are a viable, safe and cheap alternative to methods subjecting the

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

patients to radiation, unpleasant procedures and more bulky and
expensive devices.
The musical nature of an ultrasonic measurement is a dualistic one, as the signal itself was an actual sound wave travelling
through a physical medium, which contains abstract information
that represents real life objects. In this project, we want to look
behind the data and reflect on its ontology, the constitutive elements of the pure signal and their sonic qualities and, in turn, what
the signal itself represents, i.e. the interpretation and deduction of
knowledge.
Sonifying any kind of data for musical purposes is a search
for patterns contained in said data. Alexander et. al. [3] found
that our auditory sense is able to better recognize patterns and thus
irregularities, as compared to our sense of vision, promoting sonification as a valuable method for data analysis. Because the data
is extracted and shaped with algorithms and directly turned into
audible sounds, one may speak of this approach as a subset of algorithmic composition [4][5]. It may be said that a composer of
algorithmic music leaves detailed compositional decisions to the
algorithm or data, but the composer may equally argue that an algorithm or the data is not (yet) self-conscious and hence is not able
to make any decisions at all, nor map itself to musical material.
The composer instead seeks to intervene in the musical creation
on higher, more abstract levels, with the algorithm adding a deterministic layer that transforms his compositional decisions into a
(partly unexpected) sounding outcome. That said, in sonification
for musical purposes, we do not seek to use algorithms as tools for
musical creation, but we seek ways of making those algorithms
audible themselves, alongside the data they use as input.
The outcome of these investigations may serve both aesthetic
and scientific purposes. The techniques described here can lead
to insights into the nature of the acquired data, thus leading to
deeper scientific understanding of itself and its representation. Examples of artistic sonifications that are motivated by artistic merit
but try to stay as close and true to the data for possible analytic
usability can be found in [6][7][8][9][10][11][12][13]. For their
database of musical works in sonification, Schoon and Dombois
[14] used three criteria for inclusion: the transformation of the inaudible into audible signals, the acquisition of knowledge through
listening and the development of listening techniques for scientific
investigations. Using this list as a guideline, we will discuss our
artistic approach as well as possible scientific applications in this
paper.
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2. SONIFICATION OF SPATIAL DATA
Spatial data, after the classification of Nasir and Roberts [15], is
data that has a spatial component, usually the location, attached to
it. The advantage of having a spatial dataset is the intuitive mapping of the spatial layout to the auditive panorama. In a meta-study
on scientific publications related to sonification Dubus et. al. [16]
identified 30 intermediate-level conceptual dimensions in the auditory domain grouped into 6 high-level categories. Most of the
studies that wanted to convey location information used spatialisation in some form. The majority of these used the stereo space
to position audio material between two loudspeakers, while full
3D audio, like Ambisonics [17] or Vector Base Amplitude Panning (VBAP) [18], are still relatively unexplored. In particular,
the study in [16] shows that vertical location information is rather
sonified with pitch or loudness than with spatialisation. Nasir and
Roberts [15] also comment on the fact that spatial information has
not yet been fully exploited, with sonification dimensions such as
the Doppler and other time effects to convey distance being rarely
used.
An example of artistic multi-channel sonification can be found
in the publication by composer Andrea Polli who presented his
composition Atmospherics/Weather Works in [6]. The method
involved sonifying meteorological data across the whole eastern
part of the USA through a 15 speaker setup, scaling a large phenomenon beyond the human grasp into a concert hall. He reports
that the scaling and unpredictable rhythms and melodies generated through the sonification allowed the audience to gain insight
into the complexities of nature. Similarly, Childs and Pulkki [19]
further argue how 3D sound spatialization plays an important factor when sonifying spatially distributed data. In their study, they
also sonify meteorological data. They argue that the human auditory sense is able to perceive simultaneous streams of information
more so than the visual one, especially when distributing this information in sound across the listening space. Conversely, Katz
et. al. [20] found no statistical significance in their study concerned with interactive data exploration, comparing spatialised to
non-spatialised sonification methods. Still, they argue that with
increased complexity of the tasks to be done, spatialisation would
become a more important factor.
In medical applications, sonification can play a large role in
the monitoring, analysis and diagnosis of various signals. One of
the most widely known sonification techniques that has become a
audible icon for the whole field of medicine itself is the heart rate
monitor, with its characteristic ”bleep” on every heartbeat alongside the emotional weight of the sound of a flat constant sine tone
indicating the death of a human being – a widely recognized audible symbol. Apart from its cultural significance, it remains an
effective and widely used sonification tool in medicine today.
In recent studies, sonification is being investigated for all fields
of medical treatment. In respect to tremor diagnosis Pirr et. al.
[21] have shown that even with preliminary sonification methods,
a diagnosis would be very well possible and doctors could distinguish between different tremor types. Another study on the sonification of electromyographic (EMG) data [22] argues that not only
does the transformation of data signals to audio free the eyes of the
physiotherapist, or doctor in general, but the patient is also able to
hear the signal and, in the case of EMG sonification, is able to
match his or her to the target sound of a health person. Because
of the cocktail party effect [1], we are very well able to steer, focus or broaden our auditory attention, having multiple streams of
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auditory information around us. Spatial hearing plays a large role
in this ability, since the effect is destroyed when the same complex auditory scene is played back through a single loudspeaker in
mono.
Apart from the few examples, most research in medical sonification seems to be centered around brain activity sonification. This
is most likely due to the complexity of the brain activity and the
little we still yet know of the entire mechanism. Sonification of
brain data seems to be so attractive, because, for one, as explained
above, that our hearing can decipher many streams of information
simultaneously. In a study reviewing real-time electroencephalogram (EEG) sonification methods [23], the authors state that ”[...]
sound can readily represent the complexity and fast temporal dynamics of brain signals.” The EEG signal is a time series signal
that can be relatively effortlessly converted into audio, giving researchers and artists direct inspiration to investigate the possibilities of sonification, which they have been doing since the 1930s
[23]. Studies that research into the temporal patterns of EEG signals and propose sonification for EEG signal analysis can be found
in [24][25][26][27]. More specialized studies, e.g. targeting the diagnosis of epilepsy are [28][29] or the diagnosis of alzheimers in
[30]. Apart from EEG signal analysis, sonification can be used to
audify the direct activity of single neurons [12] or the blood flow
detecting functional Magnetic Resonance Imaging (fMRI) analysis [8][13], which is said to be directly correlated to neural activity.
The fMRI signal has a dense spatial volumetric resolution resulting
in several thousand signals for every point in the brain. The artistic
study presented in [8] makes use of this spatially distributed data
with a periphonic loudspeaker system to create spatial correspondence of the sonified brain activity around the audience.
Sonifications with a spatial correspondence can also be done
with EEG data, as each EEG probe has a fixed position on the scalp
measuring the electrical activity in that surrounding area. Studies
using multichannel or binaural sound distributions can be found in
[31][32]. For Baier et. al. [31] multichannel audible space is an
important sonification parameter to represent the spatial dynamics
of brain activity. Their argument is based solely on the general
analysis of the EEG by separating streams of information through
spatial distribution. Exact and correct location of spatial dynamics is not an important issue or consideration in their study. This
short review given on spatial and medical data sonification is by no
means exhaustive. Nevertheless, we could not find a study outlining experiments with the sonification of medical ultrasound data,
or any sort of ultrasound measurements in general, let alone spatial
ultrasound data. The study is related in the sense that it uses a large
dataset of spatial data in the medical field, but lies outside of what
has been considered by sonification researchers so far. Hence, we
believe that these investigations are particularly novel, in that they
discuss the audification of previously disregarded datastreams.
3. 3D USCT II AND ULTRASONIC DATA ACQUISITION
The prototype 3D USCT II (3D Ultrasound Computer Tomography) was developed at the Institute for Data Processing and Electronics at the KIT [2]. It is developed as a better imaging method
for non-invasive and early breast cancer detection. The 3D USCT
II has an aperture in form of a semi-ellipsoid which holds the ultrasonic transducers uniformly distributed following a 3D point
spread function pattern (figure 1). This aperture has 628 emitters
and 1413 receivers. It generates an approximate spherical wave
front from a single emitter at a center frequency of approx. 2.4

ICAD 2015 - 198

The 21st International Conference on Auditory Display (ICAD–2015)
(ICAD 2015)

July 8–10,
8-10, 2015, Graz, Austria
July

MHz with a 3dB bandwidth of approx. 1MHz. Through a mechanical rotation system, up to 23 further virtual positions of sources
and receivers can be created to achieve a more accurate spatial resolution [2].
As described by Ruiter et. al.[33]:
The data acquisition is carried out with an FPGA
based system which can store up to 40 GB of Ascans. The digitization is performed by 480 parallel
channels (12 Bit @ 20 MHz), enabling data acquisition of one aperture position in approx. ten seconds.
After digitization, the parallel data streams are processed by the FPGAs of the data acquisition hardware. The data streams are band pass filtered (1.67
to 3.33 MHz @ (-60 dB)) and the data rate is reduced
by factor 6, performing a band pass undersampling.
The reduced data is then stored in the internal 40 GB
memory buffer. Using this approach it is possible to
store up to 23 aperture positions in one data acquisition process.

Top view

For internal use, we define a TAS (Transducer A-Scan) element with 9 receivers and 4 emitters, evenly distributed at the moment, but for future versions the receivers and emitters will be also
scattered over the TAS element surface to avoid harmonic resonances.
The USCT II was designed as a noninvasive breast cancer
imaging method, as opposed to computer tomography (CT) imaging. It should provide medical doctors with 3D images for early
diagnosis of breast cancer. Advantages of the device compared to
other methods such as CT or MRI (magnetic resonance imaging)
are affordability and reliability, also providing computational tissue pre-analysis. The first in vivo results can be found in [2] and
research to improve the device continues at the KIT.
4. ITS PERIPHONIC SOUND SYSTEM
The 3D sound experiments were carried out on the ITS (Interaktive Tonsphre) periphonic sound system of the Institute of Musicology and Music Informatics (IMWI) at the University of Music
in Karlsruhe (HfM), Germany. The speaker system consists of 63
speakers arranged on a theoretic sphere plus a subwoofer channel, using every channel of a Multichannel Audio Digital Interface
(MADI)1 . The room in which this system was built is relatively
small with around 56 cubic meters. Its main purpose is the study
of spatial parameters and periphonic channel agnostic audio [34]
in electronic music composition, as well as the perception of such
musical parameters on both physiological and psychological levels.
Because the room was not specifically designed for such a system, the following trade-offs had to be made. Most importantly, it
was impossible to install speakers beneath the listener, forcing us
to remove the bottom third of the sphere. Additionally, the design
had to take into account other objects and experiments, e.g. an experimental Wavefield Synthesis system, making it difficult to place
speakers exactly where desired. To calculate the speaker positions,
we used the 3LD Matlab library [35]. Instead of choosing a platonic solid or geodesic sphere and mutilating it to fit our purposes,
we took the approach to modify the algorithms for the minimal
1 Details on the MADI specifications can be found on the AES10-1991
paper (revision 2003): http://www.iis.ee.ethz.ch/ felber/DataSheets/AESEBU/aes10-2003.pdf (last accessed 26.02.2015)

Side view
Figure 1: Rendering of all TAS elements in the USCT with all
rotations considered.
energy configuration calculation with the additional constraints to
find the best of the suboptimal solutions. The minimal energy configuration simulates a distribution of electrons on a sphere until
they reach an equilibrium after a certain number of iterations. In
our version, instead of having an initial state of random positions,
we start with a small area of positions on the top of the sphere and
have the points arrange themselves towards the bottom. By doing
so, we can create a mirrored second instance the process and join
the two theoretical spheres at the exact slice where we removed
the lower third. On each iteration, as the points from each side
approach this threshold where the sliced spheres were joined, the
points from the lower sphere prevent those from the upper one to
move beyond the threshold. A verification step may restart the
whole process if the condition for each point has not been met,
after reaching a steady state. This way we can guarantee a minimal configuration in the considered two-third sphere with the exact
amount of speakers we want.
The room resonances were accounted for by measuring each
speaker in its final position using a 20 Hz to 20 kHz 6s sweep
and computing FIR filters using the DRC-FIR digital room correction toolkit2 . The resulting system is by no means regular, but
2 Details
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the speakers were uniformly distributed. Using the IDHOA [36]3
python scripts for calculating ambisonics coefficients for irregular
speaker arrays up to 5th order, resulted in very uniform energy and
intensity distributions, apart from the bottom third, which has been
excluded.
There are quite a few implementations for both VBAP [18] and
Ambisonics [17] in several programming languages that are actually incapable of handling 63 channels. We have settled to using
the ICST Ambisonic Tool for Max/MSP [37] for Ambisonics up
to 5th order and the recently revised version of the VBAP implementation in SuperCollider4 . Although, we are aiming to produce
a complete implementation of a spatialisation server in SuperCollider for a distributed approach using OSC over ethernet and audio
over MADI in the future.
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Top view

Angled view

Figure 2: Matching the USCT receiver position (red) to the speakers in the ITS periphonic speaker system (blue). Lines denote the
respective error within a match.

5. SONIFICATION AND REAL-TIME INTERACTION
The delivered data was in Matlab format and had to be rendered
to audio files for further processing in SuperCollider. The measurements are grouped by TAS elements. With a total of 628 emitters, 1413 emitters and 23 rotations per scanned object at 2.4 MHz
sampling rate, the volume of the data is quite big for dealing with
it in real-time. For this purpose, we decided to work with reduced
sets of data and took different approaches to review its musical
application. The data set for some of these experiments consists
of 63 discrete signals taken from 63 individual receivers. The receivers were chosen based on the coordinates correlating with the
coordinates of the loudspeakers of our ITS system, when also taking all possible rotations into account. This is not necessarily a
trivial task, since the difference of scaling between two systems
is at a level of magnitudes. For the best comparison, we normalized the distances of each TAS element and speaker with respect to
their center and placed the two systems into one another so that the
mean distance to all speakers and TAS elements is minimal. Also,
we placed the 3D USCT II virtually on its head since the quasihemispheric designs of both the ITS speaker system and 3D USCT
II semi-ellipsoid are rotated 180 degrees against each other. This
is equivalent to the listener putting his or her head upside down
into the 3D USCT II prototype. The matching result is shown in
figure 2 showing the relative error of each pair of loudspeaker (circles) with matched receivers (crosses) with connecting lines. The
higher error towards on the top of the hemisphere results from the
lower coverage of ultrasonic receivers, as can be seen in figure 1.
The receiver selection above is efficient but rigid. As an alternative, we also matched 64 receivers equally spaced across the
whole semi-ellipsoid. With the recorded receiver positions as
meta-data, we could then position the extracted audio stream (as
described below) via VBAP across the whole listening area, maintaining the relative distance to each other. Sonically and spatially,
the results were very similar. With all the methods described below, one could perceive the same immersive sensation and spatial
elongation along all dimensions in the audio signal. The advantage of this method lies both in flexibility, as this setup is channelagnostic and can theoretically be played over any periphonic loudfir.sourceforge.net/doc/drc.html (last accessed 26.02.2015)
3 The
open source IDHOA scripts can be found at
https://github.com/BarcelonaMedia-Audio/idhoa
(last
accessed
26.02.2015)
4 Details on the open source music programming language SuperCollider can be found at http://supercollider.sourceforge.net/ (last accessed
26.02.2015)

speaker system and the modes of interactivity are increased, being
able to rotate the whole construction in both azimuth and elevation, as well as experiment with rearrangements of the signals in
space. Downsides to this approach is a slightly lesser precision
in the placement of the sound sources. For example, the degradation in spatial resolution over several iterations of spatializing a
3d audio scene over VBAP can be found in [38]. Also, running
64 VBAP spatializations can can be quite heavy on a single computer. This can be avoided when outsourcing the spatialization
algorithms to a separate machine. Nevertheless, due to its high
speaker resolution, we chose to do the following experiments internally with the matched 63 weighing the options outlined above.
5.1. Direct Mapping and Process Sonification
Our first approach was the direct playback of these 63 chosen signals from the receivers to the corresponding loudspeakers. The
responses for each emitter were concatenated one after another,
creating a waveform of 1407000 samples for each receiver. These
could then be played at different sampling rates, changing the pitch
and duration of the sound. To provide examples we choose only
two signals (left and right) to make the data and sonification process hearable and enjoyable on loudspeakers and headphones5 .
Other examples mixdown the 63 channels into a stereo field in
order to hear the sonification process (i.e. controlling the amplitude of 63 harmonics) but the spatial dimension of the original
data is discarded. Nevertheless, the experience in the ITS with 63
channels not only gives an immersive impression of the ultrasound
scanning process, but also brings forth an enclosed space as all 63
are very similar in timbre, but mainly differ by spatially distributed
time delays.
Since the original sampling frequency was about 3.33Mhz and
we rendered the samples to an audio file at different audible sampling rates. For example, playing these audio files back at 10kHz
the original chirps were still perceivable and the timing and rhythmic structure of the reflections were also more interesting to us
than the 48kHz version. Though, of course, the signal loses in
high frequency content is more drastic, as compared to 48kHz.
Playing the samples back at higher sampling rates creates high
pitched chirps with a fast rhythmic structure. Interestingly, in this
first test, using the original, raw signals without any processing
5 These
examples
can
be
https://soundcloud.com/3dultrasoundsonification
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other than adjusting the playback speed to a hearable range, we
can hear strong differences between the reflections of every emitter. The rhythms, slightly shifting and deviating over time create
very interesting raw musical material. Also the rotating process is
still very well hearable. Concatenating the signals in order of each
emitter, of course, yields the original course of the experiment.
With all received signals per emitter playing simultaneously in 3D
one can perceive the path the signal took through the measured object. Theoretically, the actual object could, hence, be perceivable.
The main goal in this project, though, is the emergence of musical,
i.e. sonically interesting material.
5.2. Frequency Downshifting
Somewhat surprisingly, merely shifting the frequencies into the
audible range did not fulfil our expectations. The idea was inspired by the approach taken in [9], where buoy data was upshifted
from a 1Hz sampling rate. Instead, we wanted to see what results
we would get if we shifted the signal downward from a 3.33MHz
sampling rate. For this, we used ring modulation to shift the signal
into the audible range (see figure 3). Afterwards, the signal had to
be low-pass filtered and resampled by a factor of nearly 70 to be
playable through a regular audio system. The results were disappointing, with the relatively short signal of 0.1884s consisting of
nearly only noise. The problem lies in the short chip in the megahertz range, where a similarly short sample in the audible range
does not yield useful information. Elongating the shifted signal
in time and reinterpreting the original sampling rate only yielded
similar results.
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might require more fine-tuning and processing to make the sounds
more interesting for a possible composition. A second version of
this parameter mapping technique corrected the raw signals by reversing their bandlimiting and applying the match filter to obtain
an approximation of the measured impulse response, which we
rather used as a convolution filter (see section 5.5) instead of a
parameter mapping.
5.4. Onset Detection
In this approach, we used a real-time onset detection algorithm in
SuperCollider (Onsets.kr [39]) in order to change parameters during the playback and explore the rhythmic structures and quality
of the reflections in the signal. We could use these onsets for different purposes (i.e. as impulse for a filter or as a trigger). The
onsets were purified by detecting peaks in an envelope covering
the original signal (see figure 4). We used the onsets as a trigger for sinusoidal envelopes of 100ms to sine waves of the same
frequency and later to a harmonic spectrum. The main difference
between the onset detection and the amplitude following method
we used, is that the triggers give us a more detailed and discrete
timing of the reflections. By changing the threshold we can filter
out irrelevant changes in the signal or make the rhythmic structure
more dense while the amplitude following was more imprecise and
flat. The interesting effect from this method, is that changing the
playback speed of the original signal keeps the timing of the onsets, while the amplitude following slows the overall attack and
decay times of the controlled signal. After the onset detection we
have the freedom to use these as trigger signals, and map them
to different frequencies, either a multichannel harmonic spectrum,
randomly oscillating signals or even scales and notes mapped to
the loudspeakers. This last try revealed some musical patterns
which were easier to identify than the harmonics or the random
notes. There were some repetitions that could be heard because of
the musicality, rhythm, and also the spatial distribution.

Figure 3: Shifting the inaudible frequencies into the audible range
using ring modulation.
Figure 4: A match filtered signal and it envelope curve.
5.3. Parameter Mapping
A further approach was to use the signals as control parameters for
different purposes. For a basic test we mapped the amplitude of the
signal to the amplitude of sine waves. At first we played 1000Hz
sine waves from every loudspeaker and controlled the amplitude
of these with the scan signal. The overall rhythmic structure remains the same as in the original signal, but now we can compose
a harmonic spectrum in space and map this rhythmic and spatial
structure of the data to the harmonics of a single sound or several
different sources. With frequency modulation and other parameters the results were similar (rhythm and space preserved) but it

5.5. Convolution Filter
Instead of directly playing back the data as signal, one can use the
estimated room impulses from the match filtering process and interpret it as a small space measured at high frequencies. If used
without downsampling, the measurements would result in convolved signals, at least as an approach to an impulse-response
method. Once downsampled, these impulse responses would react less as room responses and more like filters, drawing an input
source out long and slightly shifting frequencies in different locations around the listener, giving a warped perception of the sound
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around him, changing constantly as the impulse responses are interpolated though each rotation. Using these FIR filter kernels gave
us a spatial set up for each emitter that we could change live by
crossfading between kernels, which affected the spectrum of the
source but worked as a spatial setup, depending on the scanned
object and the chosen emitter. An artifact which may be distracting and not musically desired is the comb filtering as a result from
the time stretched FIR filters. In future work on this project, we
would like to find a method of merely using found peaks in the impulse response for the FIR filter. The idea would be, that stretching
those peaks in time by simply shifting their position in the signal,
one can avoid comb filter effects since the filtered signal will not
result in two close copies of itself, which causes the comb filter.
5.6. ISIS Downsampling
Up to this point, the data was merely downsampled, which forces
a trade-off between the length of the signal and the amount of lowpass filtering as a result of lengthening the signal in time, or shifted
in frequency, which did not yield satisfying results aesthetically.
Also, a signal resulting downsampled to cover the whole audible
frequency range would result in merely 62.5 ms of time. At least
in an artistic context, compositions are a bit longer in length, so
any composer would need to come up with ideas to either concatenate or further lengthen the signal in time. Merely lengthening the
signal though will result in a constant downward frequency shift,
which is not a desired effect at all times.
One solution is the use of an upsampling technique known as
”Intra-Samplar Interpolating Sinusoids” (ISIS) devised and developed by the composer Clarence Barlow [40]. ISIS stems from the
perspective that white noise can viewed as a signal rapidly changing its frequency at every sample. As such, ISIS regards every
sample in a signal as pitch information, which is used to devise a
sinusoid that may fit in-between the samples. This means that a
sinusoidal signal is fitted into the original signal at twice the sampling rate, where between each pair of successive samples in the
original sound file, a wave emerges from the preceding sample,
touches the maximum and the minimum amplitude and finishes in
the successive sample. For our first tests, we used the current available implementation in SuperCollider. Timestretching the signal
using this method will yield new sinusoidal components, creating
an orchestra of similar melodies when played through a spherical
loudspeaker system. The effect remains subtle throughout most of
the audio. Mainly the transients create a burst of subtle melodies.
For future work, the authors would like to implement a version
of Barlow’s method in Matlab to apply it at the original 3.33MHz
sampling rate and also tinker with the written algorithm to tailor
the results to their liking.
6. CONCLUSIONS
The data from the ultrasonic scans taken with the 3D USCT II
have proven to have rich spatial information that we can use for
compositions and installations. Given the similar setups of both
the parabolic 3D USTC II and the hemispheric ITS system, we
could correlate the positions of the scanned signals to the spatial
arrangement of the virtual audio sources, which could be used for
educational purposes, possibly giving patients and doctors insights
about the device and the ultrasound scanning process. Future studies using these sonification methods should focus on the didactic
purpose of this specific spatial sonification.
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We intend to give this data and scripts to students at the IMWI
and KIT for further experiments and musical transformation. Future work would include further processing techniques, such as
extracting the timings of reflections and use them for composing
instrumental or electronic music, or different concatenation types
of the original scans. Also the usage of different objects for the
scans or real data from a patient would be another way to explore
musical and sonification methods that might even yield relevant
auditory display information that could be used in the medicine
field.
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[8] T. Schmele and I. Gómez, “Three dimensional sonificaton
of fmri brain data in the musical composition neurospaces,”
in The 9th Conference on Interdisciplinary Musicology –
CIM14, Berlin, Germany, 2014.
[9] B. L. Sturm, “Surf music: Sonification of ocean buoy spectral data,” in Proceedings of the 2002 International Conference on Auditory Display, Kyoto, Japan, 2002.
[10] R. J. Winton, T. M. Gable, J. Schuett, and B. N. Walker, “A
sonification of kepler space telescope star data,” in Proceedings of the 18th International Conference on Auditory Display, Atlanta, GA, 2012.
[11] L. Kessous, C. Jacquemin, and J. Filatriau, “Real-time sonification of physiological data in an artistic performance context,” in Proceedings of the 14th International Conference
on Auditory Display (ICAD 2008). Paris, France. CD-ROM.
Citeseer, 2008.
[12] M. Chang, G. Wang, and J. Berger, “Sonification and visualization of neural data,” in Proceedings of the international
conference on auditory display, 2010, pp. 9–15.
[13] J. Thompson, J. Kuchera-Morin, M. Novak, D. Overholt,
L. Putnam, G. Wakefield, and W. Smith, “The allobrain:
An interactive, stereographic, 3d audio, immersive virtual
world,” International Journal of Human-Computer Studies,
vol. 67, no. 11, pp. 934–946, 2009.

ICAD 2015 - 202

The 21st International Conference on Auditory Display (ICAD–2015)
(ICAD 2015)

July 8–10,
8-10, 2015, Graz, Austria
July

[14] A. Schoon and F. Dombois, “Sonification in music,” in Proceedings of the 15th In ternational Conference on Auditory
Display, Copenhagen, 18 to 22 May, 2009.

[29] G. Baier, T. Hermann, S. Sahle, and U. Stephani, “Sonified epileptic rhythms,” in Proceedings of 12th International,
2006.

[15] T. Nasir, J. C. Roberts, et al., “Sonification of spatial data,”
in The 13th International Conference on Auditory Display
(ICAD 2007). ICAD, 2007, pp. 112–119.
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ABSTRACT
In this paper we propose a method to customize a spherical head
model for binaural sound rendering based on the listener’s anthropometry. Interaural level difference (ILD) information from
a HRTF database is used to subjectively tune the radius parameter of the spherical model so as to best fit individual measures.
Multiple linear regression on anthropometric data is performed,
yielding a closed formula relating the three head dimensions to the
ILD-optimized radius. The effectiveness of the proposed radius
estimation method in predicting the correct ILD with a spherical
model is compared to that of alternative methods from the literature. Results show that the average spectral distortion between
experimental and predicted ILDs with our method is significantly
lower than with other estimation methods for lateral source locations. The proposed customization approach provides substance
towards the development and evaluation of personal auditory displays for binaural virtual acoustics.
1. INTRODUCTION
At the beginning of the last century, Lord Rayleigh’s studies on
the scattering of sound waves by obstacles gave birth to the field
of 3-D sound. In particular, he derived an analytical formulation
of diffraction of sound waves around a spherical head [1] which
provided a first glance of the so-called head-related transfer function (HRTF). The HRTF is the Laplace transform of the free-field
compensated impulse response relative to the path of the sound
wave from the source to the eardrum, i.e. the head-related impulse
response (HRIR), and contains all of the information relative to
sound transformations caused by the human body, in particular by
the head, external ears, torso and shoulders. Such characterization allows virtual positioning of sound sources in the surrounding
space: consistently with its relative position to the listener’s head,
the emitted signal can be filtered through the corresponding pair of
HRTFs creating left and right ear signals to be delivered by headphones [2]. In this way, three-dimensional sound fields with a high
immersion sense can be simulated and integrated into a great variety of contexts.

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0. This work was
supported by the research project Personal Auditory Displays for Virtual
Acoustics, University of Padova, under grant no. CPDA135702.

Unfortunately, acoustically obtaining individual HRTFs of
a specific listener requires specific facilities, expensive equipment, and lengthy measurement sessions. For these reasons nonindividual HRTFs, e.g. measured on dummy heads, are used in
most applications. However, individual anthropometric features
of the human body have a key role in HRTF-based playback: listening to non-individual spatially rendered sources typically increases the absolute localization error, the front-back reversal rate,
and inside-the-head localization [3, 4, 5]. This is the reason why
in the last few decades many researchers in the field of binaural
audio spent their efforts towards efficient modeling of HRTFs.
The HRTF is a function of four variables: three spatial coordinates (distance, azimuth and elevation) and frequency. Despite the
three coordinates being represented by localization cues mainly
associated to a specific body part - i.e. azimuth and distance cues
to the head; high-frequency elevation cues to the pinnae; lowfrequency elevation cue to the torso - previous research failed its
attempts at factoring the HRTF into an azimuth-, elevation-, or
distance-dependent component. As a consequence, researchers
have applied various filter design and/or machine learning techniques in the attempt to fit multiparameter models to experimental
data (see e.g. [6, 7]). Unfortunately, real-time HRTF rendering requires fast computations which typically cannot undergo the complexity of the resulting filter coefficients/weights, that are themselves rather complicated functions of both azimuth and elevation,
and a sufficiently accurate fit to anthropometry can only be obtained through multiple regression on long anthropometric vectors.
Structural modeling [8] ultimately represents an attractive solution to all of these shortcomings. In structural models the contributions of the listener’s head, pinnae, shoulders and torso to
the HRTF are isolated and arranged in different subcomponents
each accounting for some well-defined physical phenomenon.
The linearity of these contributions allows reconstruction of the
global HRTF from a proper combination of all the considered effects [9]. Relating each subcomponent’s temporal and/or spectral features in the form of low-order digital filter parameters to a
subset of anthropometric quantities yields a cheap and customizable HRTF model. Following such an approach, a first-order filter model of source distance in the near field [10] and a loworder model of elevation-dependent pinna reflection patterns in
the frontal median plane [11] with the coefficients related to individual pinna contours were recently proposed by the authors.
The effectiveness of the two models in individually rendering distance and elevation, whose respective spatial cues are known to be
roughly decoupled [12], was subsequently verified through listening tests [13, 14].
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In this paper we focus instead on the remaining spatial dimension, azimuth, and on how to relate a spherical head model to individual anthropometry in order to minimize spectral differences between individual and modeled localization cues. Section 2 reports
the motivations and background lying behind this study. Section 3
describes an optimization procedure designed with the aim of tuning the radius of the head model onto measured HRTFs of a public
database, and Section 4 reports the derivation and objective analysis of a regression formula relating the three main head dimensions
to the sphere radius. Section 5 concludes the paper and traces future developments of the presented research.
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is the most used model of the head in the literature, and provides
an excellent approximation to the magnitude of a pinnaless HRTF.
Mokhtari et al. [20] highlighted that there is roughly no difference between the numerically simulated responses of an unmodified KEMAR head and of a head shape morphed towards a sphere
in the median plane.
In the spherical head model each considered spatial location
of the sound source is specified through two coordinates: the incidence angle α, i.e. the angle between rays connecting the center of
the sphere to the source and the observation point, and the distance
r between the source and the center of the sphere. Having defined
normalized frequency as

2. RESEARCH BACKGROUND

µ=f

Back in 1907, Lord Rayleigh studied the means through which a
listener is able to discriminate the horizontal direction of an incoming sound wave. Following his well-known Duplex Theory of
Localization [15], azimuth cues can be reduced to two interaural
quantities, i.e.
• Interaural Time Difference (ITD), defined as the temporal delay between sound waves at the two ears;
• Interaural Level Difference (ILD), defined as the ratio between the instantaneous amplitudes of the same two sounds.
ITD is known to be frequency-independent below 500 Hz and
above 3 kHz, with a theoretical ratio of low-frequency ITD versus high-frequency ITD of 3/2, and slightly variable at middle
range frequencies [16]. Conversely, frequency-dependent shadowing and diffraction effects introduced by the human head cause
ILD to greatly depend on frequency.
Consider a low-frequency sinusoidal signal (up to 1.5 kHz).
Since its wavelength is greater than any head dimension, ITD is
reduced to a phase lag ∆ϕ < 2π between the signals arriving at
the ears [17]. For this reason ITD is seen as a robust cue for horizontal perception in the low-frequency range. Conversely, ILD is
not a robust cue because low frequency components trespass the
head without causing significant attenuation on the opposite side
with respect to the source. Specularly, a high-frequency sinusoidal
signal (above 1.5 kHz) yields an ITD that is greater than a period.
Being the human ear phase-sensitive only, ITD turns out to be useless in the high-frequency range, apart from detection of sound
onsets. Nevertheless, the considerable shielding effect of the human head on high-frequency waves makes ILD the most relevant
cue in such spectral range.
Still, the information provided by ITD and ILD can be ambiguous. If one assumes a spherical geometry of the human head,
sound sources located at all possible points of a conic surface
pointing towards the ear produce the same ITD and ILD values.
These surfaces are known as cones of confusion and represent a
potential hump for accurate perception of sound direction. In practice, ITD and ILD will not be identical at these two azimuth angles
because
1. the human head is clearly not spherical;
2. all subjects exhibit slight asymmetries with respect to the
median plane;
3. ear canals lie below and behind the horizontal axis [18].
Nonetheless their values will be very similar, and front-back confusion is in fact often observed experimentally [19]. Indeed, despite its rough and simplistic geometry, the spherical head model

2πa
,
c

(1)

where c is the speed of sound1 and a is the sphere radius, and
normalized distance as
r
ρ= ,
(2)
a
the theoretical transfer function of the sphere between source and
observation point (which we refer to as spherical transfer function,
STF) can be described as follows, for each ρ > 1 [21]:
∞
X
hm(µρ)
ρ
ST F (µ, α, ρ) = − e−iµρ
, (3)
(2m+1)Pm(cos α) ′
µ
hm(µ)
m=0

where Pm and hm represent, respectively, the Legendre polynomial of degree m and the mth-order spherical Hankel function. Despite the infinite sum in Eq. (3) and the high computational costs
of Hankel functions and Legendre polynomials, an approximation
algorithm was proposed [22] where both functions are computed
iteratively, allowing a relatively fast evaluation. A first-order filter
approximation of the STF for r = ∞ was proposed by Brown and
Duda [8].
Typically, in a spherical head model the two observation points
(i.e. the ear canals) are assumed to be diametrically opposed, such
that a linear correspondence between incidence angles (α(l) and
α(r) for the right and left ears, respectively) and the azimuth angle θ exists in the horizontal plane. However, if a more realistic
geometry is considered in which the ear canal points are displaced
backwards and downwards by a certain offset, the model provides
a better approximation to elevation-dependent patterns both in the
frequency and time domains [18]. Also, notice that the STF is a
function of the head radius a, the only parameter that can be tuned
on the listener. In [23], a procedure was proposed for selecting the
optimal sphere radius defined as the one that minimizes ITD differences in a least-square sense with respect to individual anthropometric measures. The optimal radius aitd is a linear combination
of head width wh , height hh , and depth dh :
aitd = 0.26wh + 0.01hh + 0.09dh + 3.2 cm.

(4)

This result highlights how head height is a relatively weak parameter in ITD definition with respect to head width and depth.
However, in the literature there is evidence that the spherical head model is not accurate in predicting ITD, being the latter variable by as much as 18% of the maximum interaural delay
on a cone of confusion [24]. Such an evidence led researchers
to consider ellipsoidal head models accounting for such ITD variation, even though not providing any analytical solution for the
1 Considering
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Figure 1: Mean experimental ILDs of CIPIC Subject 021.

Figure 2: ILDs of a spherical head with radius a0 = 10 cm.

ellipsoid-related transfer function. Consequently, the spherical
model should only be used as a filtering element decoupled from
ITD, which can in turn be modeled separately as a delay line.

for each available θ, where HRT Fr and HRT Fl are the right
and left smoothed HRTFs of subject Si , respectively, and Nφ is
the number of different elevation values (in our case Nφ = 50).
These are plotted in Fig. 1 for a representative subject (Subject
021, KEMAR mannequin with small pinnae).
Spherical ILDs for the same azimuth values and the same frequency points as in experimental ILDs are then evaluated through
Eq. (3) for different sphere radii (a ∈ [0.05, 0.15] m) as

3. ILD-BASED RADIUS OPTIMIZATION
Since modeling the correct individual ILD has been reported to be
critical for horizontal localization accuracy, and in particular for
resolving front/back reversals [25], we now propose an alternative
method to estimate the radius of a spherical head model from individual anthropometric measurements based on ILD, rather than
ITD, information. Our reference data set is provided by the
CIPIC HRTF database [26], which includes a spatially dense set
of HRTFs2 of 45 subjects measured at r = 1 m and a wide range
of anthropometric measurements for 37 of them. The following
analysis is performed on the HRTFs of these 37 subjects.
Experimental ILDs for each subject and each spatial location
(θ, φ) are computed in the range f ∈ [1.5, 10] kHz as the difference between the log magnitudes of the right and left HRTFs
smoothed with a constant-Q Gaussian filter with Q = 5. The
choice of the above frequency range is due to the perceptual irrelevance of the ILD cue below 1.5 kHz, as previously discussed,
and to its complex behaviour above 10 kHz due to pinna reflections. Auditory filtering guarantees that the overall ILD envelope
is preserved while high-frequency spectral details - irrelevant for
ILD perception because of the restricted resolution of the auditory system in the high-frequency region - are smoothed out. Subsequently, in order to discard major elevation-dependent spectral
cues, experimental ILDs are averaged on each cone of confusion,
i.e. across spatial locations sharing the same azimuth value θ. The
resulting average experimental ILDs are formally defined as
ILDexp (f, θ, Si ) =

1 X |HRT Fr (f, θ, φ)|
Nφ
|HRT Fl (f, θ, φ)|

(5)

φ

2 Taking as reference an interaural polar coordinate system, azimuth is
sampled at −80◦ , −65◦ , −55◦ , from −45◦ to 45◦ in steps of 5◦ , at
55◦ , 65◦ , and 80◦ , with positive azimuth values indicating the right hemisphere. Elevation uniformly ranges between −45◦ and 230.625◦ in steps
of 5.625◦ , with positive elevation values indicating sources above the horizontal plane.

ILDsph (f, θ, a) =

, αr , a1 )|
|ST F (f 2πa
c
,
2πa
|ST F (f c , αl , a1 )|

(6)

assuming the ears to lie on the interaural diameter at θ = 90◦
(right ear) and θ = −90◦ (left ear) so that azimuth θ uniquely
defines the α values for the right and left ears as αr = |90◦ − θ|
and αl = | − 90◦ − θ|. Figure 2 reports spherical ILDs for a
representative radius, a0 = 10 cm.
If we compare Figs. 1 and 2 we can identify common behaviours of experimental and spherical ILDs, such as increasing
direction-dependent differences at high frequencies with respect to
low frequencies and a rippled trend in ILDs for lateral angles. In
contrast to the perfect left/right symmetry of the spherical ILDs,
systematical asymmetries between the left and right hemisphere
are observed in most experimental ILDs, see e.g. the nonzero ILD
for θ = 0◦ in Fig. 1. These are mainly caused by the asymmetry of the human head itself, and especially of the component that
has the greatest impact on HRTF measurements, i.e., the pinna.
However, asymmetries were also observed in a set of HRTFs of
a pinnaless KEMAR mannequin measured with the same apparatus and procedure as the CIPIC database [27]. Thus, measurement
noise possibly due to a non-ideal alignment of the measurement
system or different positionings of the binaural microphones also
has an impact on the found asymmetries. In order to cope with
this limitation, that was found to highly influence the subsequent
radius optimization step (differences on the order of centimeters
were found between optimal radii for left and right directions in
several subjects), we define the asymmetry index of subject Si as
γ(Si ) =
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Figure 3: Average spectral distortion [dB] between experimental
ILDs and spherical ILDs with individual ILD-optimized radius.

the average SD is less than 4 dB in 77.5% of them. Considering
the previously discussed left/right asymmetries which produce individual asymmetry indices as large as γ(Si ) = 3 dB, this result
denotes a close correspondence between experimental and spherical ILDs.
4. RADIUS ESTIMATION FROM ANTHROPOMETRY
When individual HRTFs are not available, so that the ILD of the
listener is unknown, a method to estimate the individual head radius from anthropometry is required. Previous literature suggests
taking an average head radius aavg = 8.75 cm [29], or half the head
width [30], or a weighted sum of the three head dimensions [23].
Since this data is available for the 37 analyzed CIPIC subjects, the
ILD-optimized radii can be related to anthropometric parameters
through an empirical regression formula derived using the statistics of the population. Multiple linear regression between the three
head dimensions and the ILD-optimized radii of all of them was
performed, yielding the following regression equation:
aild = 0.41wh − 0.15hh + 0.2dh + 4.2 cm.

where Nf is the number of frequency bins in the [1.5, 10] kHz
frequency range (in our case Nf = 40) and Nθ is the number of
different azimuth values (in our case Nθ = 25), and use it as a constant normalization factor on the experimental ILDs themselves:
d exp (f, θ, Si ) = ILDexp (f, θ, Si ) .
ILD
γ(Si )
10 20

(8)

Now, given a subject Si and a fixed azimuth θ, we solve the
following optimization problem (spectral distortion minimization)
for radius a:
v
!2
u
u 1 X
d exp (f, θ, Si )
ILD
t
min
20 log10
,
(9)
a
Nf
ILDsph (f, θ, a)
f

giving the optimal value â(θ, Si ). Since different optimal values
result for different θ values, we choose to take the average of the
optimal values for the two most lateral azimuth angles, θ = −80◦
and θ = 80◦ , as the ILD-optimized radius of subject Si :
aopt (Si ) =

â(−80, Si ) + â(80, Si )
.
2

(10)

This choice is due to the facts that (1) the largest individual ILD
variations are observed for lateral angles, and (2) as the source
approaches the median plane spherical ILDs for different radius
values become undistinguishable.
Figure 3 reports the spectral distortion (SD) between experimental ILDs and spherical ILDs with individual ILD-optimized
radius for all source positions, averaged on the 37 considered subjects. Along azimuth the SD grows as the source drifts away from
the median plane, as expected. Along elevation the SD is generally lower for sources above the head and greater for sources
below and behind; this can be attributed to the lack of pinna cues
(peaks and notches) in HRTFs for the above locations as opposed
to a rich spectral structure when the source is below the horizontal
plane [28]. Furthermore, the head’s scattering behaviour is most
similar to that a sphere when the sound source is above, as the
front wave reaching the ears does not encounter facial features or
shoulders/torso. Nevertheless, if we consider all source locations,

(11)

Notice the similarity between this regression equation and the previous Eq. (4) obtained from ITD-optimized radii by Algazi et
al. [23]. Even though the sign of hh is negative due to interactions
among variables (a linear model with hh only as regressor would
have yielded a coefficient close to zero), in both cases width wh
has the highest coefficient denoting its prominence amongst head
dimensions, and a large constant term appears. Indeed, individual
radii of the 37 CIPIC subjects estimated through the two different
equations show a Pearson correlation coefficient of 0.93. However, Eq.(11) yields radii that are on average 2 cm larger than those
predicted through Eq. (4).
Figure 4 provides a deeper insight into different anthropometric radius estimation methods. These include aild (estimated from
Eq. (11)), aitd (estimated from Eq. (4)), the head half-width (i.e.
unitary weight to the interaural axis) awid = wh /2, and the average of half-head dimensions (i.e. equal weight to the three head
axes)
1 hh
1 dh
1 wh
+
+
.
(12)
aeqx =
3 2
3 2
3 2
The four estimation methods are compared to the average head
radius value aavg and to the ILD-optimized values aopt of the 37
CIPIC subjects ordered by increasing head width. From this plot
we can notice that
• aild always has the highest value, comparable on average to
aopt because of the previous regression step;
• aitd and aeqx have intermediate values, comparable to the average head radius aavg ;
• awid always has the lowest value.
Also notice that aopt scores three particularly high values for subjects 22, 29, and 36. This result indicates that these three subjects
present particularly high lateral ILDs, despite their anthropometric
measures being not significantly different from those of other subjects in the database. Other factors may have contributed to such a
high ILD, e.g. the presence of hair or measurement errors. Since
these remain unknown, we chose to act conservatively by keeping
these subjects in the regression analysis rather than considering
them as outliers.
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tion methods become negligible, and asymmetries of experimental measurements emerge. A within-subjects one-way analysis of
variance3 with radius estimation method as factor was performed
on the SD data for each azimuth angle separately, confirming that
there is no statistical difference between aild and aopt for any angle,
and that aild scores significantly lower SD values than any of the
other estimation methods in the azimuth ranges [−80◦ , −45◦ ] and
[45◦ , 80◦ ].
In particular, the average SD of the other estimation methods
at these lateral locations is between 15% and 35% higher than that
of aild , with awid scoring a remarkable relative SD increase lying
between 60% and 100% for the most lateral azimuth angles. The
bad results associated to radius awid are in accordance with a previous remark by Katz [30], stating that a sphere with the same interaural distance (i.e., width) as the head is a worse approximation of
its acoustical behaviour than a larger sphere with the same volume
as the head. Our results on the ILD-optimized sphere, which has
in general the largest radius amongst all others, further support his
findings.

Azimuth [deg]

5. CONCLUSIONS AND PERSPECTIVES
Figure 5: Top panel: average spectral distortion [dB] between experimental ILDs and spherical ILDs with six different radii. Bottom panel: relative SD increase with respect to radius aild .

In order to quantitatively assess the effectiveness of our estimation method with respect to the others, Fig. 5 provides the average SD between the 37 subjects’ experimental and customized
ILDs on each cone of confusion for the six defined radii (top
panel) and the relative SD increase between radius aild and each
of the other four direct estimation methods (aavg , aitd , awid , and
aeqx , bottom panel). Here we can see that the average SD provided by aild ranges between 3 dB for the most lateral locations
and 1.5 dB for medial locations, and is almost identical to that provided by aopt , attesting the success of our regression. Furthermore,
the other four estimation methods score a higher SD for all azimuth angles except for some points near the median plane, where
differences among spherical ILDs and thus among radius estima-

Summing up, we obtained a closed formula relating the three most
straightforward anthropometric parameters of the head to the radius of a spherical head model, starting from an analysis of a set of
ILDs derived from a public HRTF database. The model does not
rely on the use of measured HRTFs, thus allowing a fully synthetic
rendering through a low-order filter structure [8], but does not account for the correct ITD. If coupled with an ITD model based on
a delay line, the design of an all-pass section counterbalancing the
effect that the head filter’s phase response has on ITD is necessary.
The proposed estimation method objectively offers better ILD
estimations than previous methods proposed in the literature. Although further research is needed in order to assess the effective3 Homoscedasticity of the data set was verified through Levene’s test.
Mauchly’s test was instead used to check data sphericity; in all cases where
this test indicated a violation of sphericity, degrees of freedom were adjusted using a Greenhouse-Gasser epsilon correction. The significance
level for the data analysis was set to 0.05.
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ness of the customized spherical model in rendering the azimuth
of a virtual sound source through subjective tests or auditory modeling, the found results already provide substance towards the development and evaluation of structural HRTF models for binaural
virtual acoustics.
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ABSTRACT
In this paper, we describe a sonification system that delivers instantaneous heart rate information to an athlete. The sonification
system uses a textitPolar H7 heart rate sensor to monitor the heart
rate of the user. We describe the techniques used for the processing
of the captured heart rate data, its sonification and the relevance of
the feedback methods via both a subjective and objective analysis.
Our tests prove the strength of having a method for the sonification of instantaneous heart rate. Our testing procedure also serves
as a pointer for evaluation of the efficacy of sonification methods
in general.
1. INTRODUCTION
Instantaneous feedback to an athlete has been proven to improve
training and performance throughput [1]. One such feedback is
the heart rate monitor which measures the exertion of an athlete’s
heart. Since the introduction of wireless heart rate monitors, professional and amateur athletes alike have used them with great
success to optimize their training regimen. A heart rate monitor
provides real-time information to athletes, which, if evaluated and
used correctly, may be helpful in fine tuning aspects of a workout, such as training intensity, training time, recovery time, etc.
Furthermore, the resting heart rate of an athlete may be used as
a measure of fitness and efficacy of training. Thus, having such
a real-time heart rate information as a feedback may help an athlete to train better, ensuring lesser injuries, better performance and
shorter recovery times. Burke in his work [2], talks about the
advantages of using heart rate monitoring in sports training using scientific methods. To develop efficient heart rate monitoring
sonification systems, it is crucial to know the applications and the
limitations of such systems.
Most of the professional quality real-time heart rate sensors
can monitor the instantaneous heart rate of a user and transmit the
information to an app on a smartphone or a watch. The phone or
watch can be used as a visual aid for understanding the heart rate
information. One of the features in most of these applications is
a real-time visual feedback to the user. Such a feedback allows
an athlete to either increase the intensity of training or reduce the
effort, in order to stay in ”exercise zones”. A major disadvantage
of such visual feedback is that the main sensory input of vision is

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

occupied (as in sports such as running, biking), thus preventing an
athlete from frequently looking at his visual feedback display.
A useful mode of giving feedback to the athlete in such a scenario is using sonification of the heart rate [3]. This way, an athlete listens to the sonified feedback, thus freeing his cognitive load
of having to visually monitor the feedback periodically. Another
aspect of sonification for feedback is to intelligently sonify other
aspects of training such as training intensity, trend of the heart rate,
duration of a particular stage of training etc. Thus, multiple dimensions of a training session could be sonified in a single stream. We
decided to design a sonification of instantaneous heart rate with
various add ons to test the efficacy of training in a particular zone.
Sonification has been used in various sports and physical activities to give feedback to the user about their state of body or
performance levels. Wärnegård describes a sonification method
using libpd for Android OS to create auditory warning clues in
real-time to aid athletes when their heart rates exceed or fall below
certain limits [4]. Godbout et al. [5] used a rhythmic sonification and audio feedback method to co-ordinate an athlete’s movements. Their proposed use of phase triggered sound events to
sonify rhythmic events may have a lot of potential in sports such
as rowing, running etc. This method was created as a prototype
for the Armour39 challenge of 2013. Schaffert et al. [6] describe
a sonification method for synchronized rowing to aid a team of
rowers to row faster. The acceleration time trace is sonified and
given as an acoustic feedback to rowers, enabling in an increase in
mean velocity of the boat. This method was tested on professional
rowers from the German Rowing Association.
In this paper we propose a sonification feedback method for
athletes using heart rate monitors for exercising. Section 2 describes the hardware used, software developed and the overall
setup used for the feedback system. In Section 3 we describe the
two sonification models proposed in this paper. Section 4 describes
the experimental setup, the mode of testing our algorithm and the
participant demographics. We analyze the results in Section 5 and
conclude the paper with some insights and directions for future
work in Section 6.
2. SONIFICATION FOR REAL-TIME HEART RATE
MONITORING
Although current heart rate monitoring systems exist which give
auditory feedback to the user using discrete time auditory clues,
they give continuous feedback only visually [4]. As previously
mentioned, this visual feedback is not useful when an athlete is
running or biking.
In this paper we propose a continuous sonification of heart
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rate in order to provide the user with instantaneous feedback on
their heart rate, performance level and effort required to reach a
target heart rate and maintain it for a sustained period of time.
We also intend to use this method as a platform to propose future
sonifications which may indicate trends, deviation from a target
heart rate and allow the user to follow a performance curve etc.
2.1. System Description
The block diagram of our system is shown in Fig. 1. The athlete straps on a heart rate sensor to his chest and starts his activity.
The sensor has a wireless connection to a smartphone or tablet.
The analysis of the heart rate information and sonification is performed in the tablet. The athlete gets auditory feedback about his
instantaneous heart rate through headphones and visual feedback
via the tablet display. The athlete may use the sonified feedback
to control his athletic effort. The whole system can be considered
a control loop where the athlete generates the data, i.e the heart
rate, and gets auditory and visual feedback and controls his effort
accordingly.

Figure 2: Polar H7 sensor
2.3. Data Description
Our aim is to sonify heart rates for athletes to use as feedback
during training. In order to estimate an athlete’s target heart rate,
we have to determine the ”target zone” which measures the training intensity in terms of heart rate. This can be estimated using
an individual’s maximum heart rate (HRmax ), resting heart rate
(HRmin ) and age (A) [4].
To determine an athlete’s resting heart rate, his heart rate is
measured for a short duration of time when the athlete is in a resting position and an average value is calculated. This is denoted
as HRmin . The maximum heart rate an athlete can achieve is the
heart rate achieved at 100% training intensity. This is best estimated during a stress test, but such an effort is beyond the scope
of this project and hence we turn to studies which estimate the
HRmax as a function of the athlete’s age. The formula for maximum heart rate is given as [7],

Figure 1: Block diagram for the proposed system

2.2. Hardware and Software Description
For our work, we used the Polar H7 real-time heart rate sensor
shown in Fig. 2. The sensor has a strap that fits around a user’s
chest. To this strap, the sensor snaps on with 2 buttons. The sensor uses the Bluetooth Low Energy protocol to communicate with
other devices whose hardware and drivers support the Bluetooth
4.0 standard. The sensor sends filtered R-R interval information
(an integer heart rate value in BPM)) once every 997ms.
We used an Apple iPad for processing and displaying the heart
rate information. The entire app for the heart rate monitoring system was programmed using Objective-C. We used the processing
power of the tablet to synthesize the sounds used in the sonification scheme with Csound as our platform. Csound is a popular
language for algorithmic synthesis tasks and is easy to interface
with other programming languages such as C. Thus, the app uses
Objective-C to monitor the heart rate and based on the instantaneous heart rate, communicates with Csound using the Csound
iOS API and outputs sonified audio. We used Monster iSport Victory sports earphones for delivering the sound to an athlete as he
exercised on a sports bike. More details about the testing modalities are described in Section 4.

HRmax = 205.8 − 0.685 · A

(1)

HRR = HRmax − HRmin

(2)

The target heart rate (HRtarget ) is the heart rate at which an
athlete should exercise for a certain training mode (such as aerobic,
anaerobic, interval endurance training etc.). It is thus a function of
the training mode and thus changes with time. There are several
methods to compute the target heart rate. We discuss two methods here namely, Karvonen method and %HRmax method. In the
Karvonen method [8], we define a quantity called the ”heart rate
reserve” (HRR) as,

Now the target heart rate is defined as a quantity which scales between the HRmin and HRmax based on training intensity T (in
%) as,
HRtarget = HRmin + HRR · T .
(3)

In the %HRmax method [9], the target heart rate is calculated as
a percentage of the HRmax without taking the resting heart rate
into consideration as,
HRtarget = HRmax · T .

(4)

As given in Table 1, training at various intensities has differing
benefits. The table also gives the durations for which the training
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is usually carried out and the heart rate to be maintained (in per
cent of HRmax ) in order to experience their benefits. We have
chosen to use the Karvonen method for our analysis, as explained
in Section 4.3 with a training intensity of 0.5.
Target zone
Maximum

% HRmax
90-100

Duration
<5 mins

Hard

80-90

2-10 mins

Moderate

70-80

10-40 mins

Light

60-70

40-80 mins

Very Light

50-60

20-40 mins

Benefits
Maximal effort for
breathing and muscles.
Increased ability to
sustain high
speed endurance.
Enhances general
training pace,
improves efficiency.
Improves general
base fitness,
improves recovery
and boosts
metabolism.
Helps warm up
and cool down and
assists recovery.

Table 1: Sporting zones, as obtained from the Polar sensor website.

3. SONIFICATION MODELS
In our system we try to find a balance between continuous and
discrete auditory feedback in order not to overload the athlete’s
auditory sense while being pleasant and intuitive. We adopt a parameter mapping approach which continuously maps the instantaneous heart rate to a sonification parameter. Our goal is to create a sonification method that maps the range between an athlete’s
resting heart rate and maximum heart rate to an auditory parameter and enables the athlete to determine their instantaneous heart
rate (H(t), where t is the time parameter. t is omitted from the
equations involving H(t) for ease of reading) and the percentage
intensity at which they are exercising. For this purpose we chose
to experiment with three parameters to map the heart rate to,
• Pitch - The heart rate can be mapped to a pitch range with a
low anchor frequency representing the HRmin and the high
anchor frequency representing HRmax . To achieve a musically linear pitch mapping, the heart rate is mapped to an
exponential frequency range.
• Time - The time duration of a periodically repeating note can
be used a parameter. The percentage of the time interval
which is filled with the note can be used as an indicator of
the athlete’s heart rate.
The two approaches above allow us to map H to a pitch or duty
cycle, but in order to create a constant anchor of HRtarget for
the athlete, we would need to create a second auditory stream. As
a modification, we created an approach that maps the difference
between H and HRtarget in an intuitive way.
• Temporal/Spectral completeness - The fundamental idea here
is to create a sound stream that is ”incomplete” or distorted
when the athlete’s heart rate differs from his target heart rate.
Once the athlete reaches his target heart rate, the sound stream
becomes complete.
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Apart from the parameter mapping, the R-R intervals that are
also transmitted by the sensor are useful for event based sonification, whereby we could create a sound event for each heart beat.
In the course of developing the sonification approaches, we found
that the difference between the H and the HRtarget is more important for perception than displaying the heart rate in the range
between the HRmin and HRmax . Taking into account these
aspects, we designed two sonifications which use the above discussed ideas. One point to note in the following discussion is that
all sonification parameters we chose were subjectively decided using data rate and pleasantness of sounds. We chose certain parameters such as onset times, offset times, base frequencies etc using
simple psychoacoustical principles and musical knowledge.
3.1. Pitch mapping
We tried several approaches to map an athlete’s heart rate to a
pitch value. All the methods have, as a common factor, that a note
or group of notes are used to represent the most recent heart rate
value. Our first approach was to display the H between HRmin
and HRmax . Thus, we played a group of three notes, one followed by another, where the first note represented the resting heart
rate, the middle note represented the instantaneous heart rate and
the third note represented the maximum heart rate. But in this
approach there is a lot of redundancy since the anchor notes correponding to HRmin and HRmax do not change for a user. We attempted to remedy this by playing the anchor notes once every four
cycles. This became even more confusing for users who confused
the anchor notes for events in the heart rate sonification stream.
This led to the idea of playing only two notes periodically,
the first corresponding to H and the second corresponding to
HRtarget . Thus, the athlete has to adjust the first note to match
the second note and then he would be exercising at his target heart
rate. This method too had a small problem that small changes in
pitch were difficult to distinguish for most people. Thus, we quantized the pitches so that an athlete could clearly hear whether he
the first note was lower or higher than the anchor pitch. We used
simple sinusoidal tones for the sonification purpose. The sonification is schematically represented in the Fig. 3. As seen, the signal
is periodic with a period of 2650ms.

Figure 3: Schematic diagram of the pitch mapping sonification
method
The audio signal can be expressed as,

x(t, H)

=

0.3 · (t) · sin(2π · f1 (H) · t) +
0.3 · (t − 325ms) · sin(2π · f2 (H) · t), (5)

where (t) is an envelope function defined as an ASR (Attack Sustain Release) signal and f1 (H), f2 (H) are frequencies dependent
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on the current heart rate. The envelope function is defined as,

t
,0<t≤τ
 rand(20ms,40ms)
(6)
(t) =
1
, τ < t ≤ 275ms
 13
t
−
,
275ms
<
t
≤
325ms,
2
50ms

where L is a low-pass operation with a second order resonant IIR
filter of cutoff frequency of 200Hz and Q = 1 and n(t) is a uniform white noise with a maximum amplitude of 1 and e(t) is the
ECG envelope signal defined as shown in Fig. 5.

where τ = rand(20ms, 40ms) is used for the attack time. The
attack time is randomized from one period to the next to inhibit
tiring of the ears. The function f1 (H) which maps the current
heart rate H to a pitch is given as,


H−HRmin
HRtarget −HRmin


·20 ·log ( 771Hz
196Hz )

while the quantity f2 (H) is a constant, given as,
f2 (H) = 771Hz.

(7)
(8)

1
ECG envelope

f1 (H) = 196Hz · e

1 ·round
20

1.5

0.5

0

3.2. Heart beat events with loudness mapping
In this approach, we sonified the instantaneous heart rate H using
a simple model for the heart beat. To this heart beat, we added a
disturbance signal of a differing loudness depending on whether
H was below or above HRtarget . When H was below HRtarget ,
a low pitched tone was added whose amplitude level was proportional to the difference between the target heart rate and the current
heart rate. The same approach was followed when H was above
the target heart rate, but a high pitched tone was used as the disturbing signal. The underlying idea behind this model is that the
athlete shall hear only his heart beat at his target heart rate and
the disturbing signal shall act as a feedback to aid him to either
increase or decrease his effort. The pitch of the disturbing signal
indicates the direction of change in effort while the loudness indicates the magnitude of effort needed to converge to the target
heart rate. We used a low pass filtered noise and a low pitched
sine tone with an envelope shaped similar to an ECG wave for the
heartbeat model. For the disturbing sound model, we used square
waves of two fixed frequencies, a low pitch used for the condition H < HRtarget and a high pitch for H > HRtarget . This
sonification method is presented in Fig. 4.

−0.5
0

50

100

150
200
time / ms

250

300

Figure 5: Envelope of the heart beat sound
The disturbing square wave sound is calculated as follows,
d(t, H) = [l(H) · s(t, f = 70Hz) + g(H) · s(t, f = 2000Hz)]·es (t),

(11)
where l(H) and g(H) are amplitude control functions, described
next and s(t, f0 ) is a square wave of frequency f0 and es (t) is the
envelope function. The envelope function is defined as,
 t
, 0 < t ≤ 5ms
 5ms
61 −t
, 5ms < t ≤ 305ms
es (t) =
(12)
 60 300ms
0
, elsewhere.
The function l(H) is defined as,




H−HRmin

1−
−26+130·


HRtarget −HRmin




min 
20
1, 10

l(H) =






0

Figure 4: Schematic diagram of the heartbeat events with loudness
mapping sonification method
The resulting audio signal can be modeled as shown next. The
signal consists of the modeled heartbeat sound and the disturbing
square wave sound,









, H<HRtarget


, H≥HRtarget ,

(13)

which allows a low frequency square wave to be played when the
heart rate H is below the target heart rate. Similarly the function
g(H) is defined as,

l(H) =




0












min 1, 10









1−
−26+130·

H−HRmin
HRtarget −HRmin
20





, H<HRtarget




, H≥HRtarget ,


(9)

(14)

where h(t) is the heartbeat signal and d(t, H) is the disturbance
signal. The signal h(t) is given as,

which allows for a high frequency square wave to be played when
the heart rate is above the target heart rate. Thus we can use the
concept of a low frequency or high frequency square wave to provide the information to the athlete about whether he is above or

x(t) = h(t) + d(t, H),

h(t) = L (e(t). [n(t) + 0.5.sin(2π.60.t)]) ,

(10)
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below a target heart rate. Also, the level of the square wave being played as a disturbance to the synthesized heart beat sound is
proportional to the difference between the target heart rate and the
measured heart rate. At the exact target heart rate, the athlete stops
hearing the disturbing sound and thus, this cue allows the user to
maintain at the target heart rate.
4. EXPERIMENTS
To evaluate the usefulness of our system, we tested the sonification approaches described above in a variety of modes. We shall
describe the experiments in detail in this section.
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filling up a questionnaire on the just concluded exercise session.
The cooling down period was necessary to lower the heart rates of
the participants before another exercise session. Before an exercising session the subject was briefed about the feedback method
and audio examples were presented (in case of sonification methods). Furthermore to get an intuitive understanding of the sonification methods, they could do training sessions for 2 minutes for
the feedback methods that involved auditory feedback. The whole
test took a total of around 60 minutes (including the cooling down
periods). The tests were manually monitored by the first author.

4.1. Experimental Setup
To test our feedback methods, we used a Spin Racer Plus SP-SRP2802 spin bicycle in a gymnasium in the premises of the Fraunhofer IIS. We used a setup as shown in Fig. 6. Participants had to
workout on the bicycle and had the iPad in front of them for visual
feedback, while they could listen to the sonification of their heart
rate through Monster iSport Victory sports earphones.
4.2. Participant Demographics
16 participants, all employees of the Fraunhofer IIS, took part in
the testing procedure. All participants were informed of the background of the test, their personal data and a written consent for
use of their heart rate data for research purposes were acquired.
The mean age of participants was 28.6. Of the participants 3 were
female and the rest were male.
4.3. Experimental Procedure
Each participant was given up to 5 minutes to get familiar with the
testing procedure. The participant could play with the app, the settings of the bicycle and also listen to example sonifications to get
a feel for what the objectives were. At the start of the experiment,
each subject’s resting heart rate was measured by averaging the integer heart rate value over a 30 second period. The subject then
exercised on the spin cycle for a five minute period with the help
of one of the many methods of feedback. Our aim was to compare
the deviation from the target heart rate of an athlete in such a scenario. The subject exercised for a 5 minute period with a particular
type of feedback followed by a cooling down period of 5 minutes,
before exercising again with a different method of feedback. We
evaluated 6 different heart rate feedback methods namely,
•
•
•
•
•
•

Figure 6: Experimental setup
The reference method was basically exercising without any
feedback, but in order to convey the target heart rates to the subjects, a beep was played once they reached their target heart rate
for the first time. In the visual feedback mode, only two numbers
were displayed on the iPad - the subject’s current heart rate and
the target heart rate. For methods involving sonification, auditory
feedback was provided to the subject using earphones. The earphones’ loudness was set at a constant medium value.

No feedback (reference method) - abbreviated as NF.
Visual feedback - V.
Pitch mapping feedback - PM.
Pitch mapping+visual feedback - V+PM.
Heartbeat events with loudness mapping feedback - HB.
Heartbeat events with loudness mapping + visual feedback V+HB.

Each participant took part in the test with all the feedback
methods. The order of feedback methods was randomised for every participant in order to avoid the systematic bias error caused by
learning or tiring effects. The entire testing procedure thus, consisted for 6 sessions of 5 minute exercises followed by 5 minute
cooling down period. The cooling down period was also used for

Figure 7: iPad with the app
We created an app for every single feedback method that required the subjects to enter their name, age (for maximum heart
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4.4. Questionnaire for the feedback methods
Between two exercise sessions, the subjects filled in a questionnaire on the feedback method used in the previous session. The
participants were asked to rate certain aspects of the test on a
five point Likert scale [10] with labels ”totally agree”,”rather agree
than disagree”, ”neither agree nor disagree”, ”rather disagree than
agree” and ”totally disagree”. The statements for each feedback
method were,
• The mapping of the heart rate to the sound is intuitive (this
question did not feature in the ”no feedback” and ”visual feedback” sessions).
• The monitoring helps me with reaching/maintaining my target
heart rate (this question did not feature in the ”no feedback”
session).
• The sound is pleasant (this question did not feature in the ”no
feedback” and ”visual feedback” sessions).
• I can focus on the monitoring for a long time without getting
tired (this question did not feature in the ”no feedback” session).
• In this testing session, I was successful in holding my target
heart rate for most of the time.
• I like the overall experience of this way of exercising.
• I would exercise in this way in everyday training.
Furthermore, the subjects were asked to give a ranking to each of
the six feedback methods. They were also encouraged to give other
comments about the sonification, how they would change it, what
they liked about each method, the exercise sessions or the testing
methodology.

aims to reach the target heart rate and stay close to the target heart
for the duration of the session. For each participant, and for every
session containing approximately 300 data points (1 data point every 997ms, as mentioned earlier), we chose to retain the heart rate
data from t = 100 seconds till the end of the session (t = 300
seconds). This was found to be most convenient to analyze the effects of the feedback methods, as against starting analysis from the
beginning of the testing session. All the participants had reached
the target heart rate at least once within the first 100 seconds and
thus, this was considered a relevant starting point for our analysis.
Heart rate vs time
160
Method1
Method2
Target HR

150

140

Heart rate (BPM)

rate calculation) and their resting heart rate (measured at the start
of the experiment) as shown in Fig. 7. The app calculated the subject’s target heart rate using Karvonen’s method [8] with a training
intensity of 0.5.
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Figure 8 shows a plot of the heart rate for a participant comparing
it with the target heart rate for two methods of feedback. As can
be seen, the participant starts from his/her resting heart rate and

250
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Figure 8: Heart rate (BPM) vs time (seconds)
To analyze the various methods proposed in the previous section, we performed a 1-way ANOVA test on the 6 methods independent of the participants. We analyzed the ratio of the absolute
difference between actual heart rate and target heart rate and the
target heart rate, as defined by,
λ(t) =

5. RESULTS

200

Time

4.5. Evaluation
We evaluated the 6 methods described in 4.3 using a normalized
deviation from the target heart rate as a measure of efficacy. We
inspected the mean values of the deviation for all the methods using an analysis of variance (ANOVA) framework [11]. 95% confidence intervals were calculated using the bootstrap method [12].
We expected that the sonification and visual feedback would have a
clear advantage over the no-feedback mode of exercising in maintaining a stable heart rate close to the target. We also expected that
a bimodal feedback (i.e V+PM and V+HB) might lead to greater
stability and lesser deviation in the participant’s heart rate. We had
also requested the participants to rank the 6 methods on a perceptual sense, with a rank of 1 implying the best and easiest method to
use and rank of 6 implying the worst. We found the mean rankings
for the 6 methods using the rankings provided by the participants
as a measure of usefulness of the feedback method.

150

abs(H(t) − HRtarget )
,
HRtarget

(15)

where λ(t) is the normalized absolute deviation of the instanteneous heart rate from the target heart rate. Note that we have reintroduced the t parameter in H(t) to indicate that it is a time dependent quantity. We had dropped it in our previous equations only
for ease of representation. Since different participants have different target heart rates, depending on age and resting heart rates, we
found this to be a good measure of efficacy of the various methods.
Table 2 shows the means and the 95% confidence intervals for λ(t)
and also the mean rankings as averaged over 16 participants. As
can be seen, the mean rank for the V+HB method appears to be
the best one perceptually for the users and the NF method has the
worst rating. We can thus deduce that having a feedback for training was considered useful by the participants. Also, the usefulness
and ease as perceived by the participants is reflected roughly in
the mean deviation column. The NF method has the highest mean
deviation while the V method has the lowest.
We also performed posthoc tests to ascertain whether the differences in means were statistically significant. We found that
there is no statistically significant difference between the methods V, V+PM and V+HB, while the other methods have a statistically significant difference in their means. The mean ranks of V
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Method
NF
V
PM
HB
V+PM
V+HB

Mean deviation
0.0847
0.0199
0.0384
0.0315
0.0224
0.0223

C.I
[0.0816 0.0879]
[0.0193 0.0206]
[0.0366 0.0402]
[0.0304 0.0327]
[0.0215 0.0233]
[0.0216 0.0230]

Mean rank
4.4375
2.8750
4.2500
3.2500
3.6250
2.5625

Table 2: Mean normalized deviation and the corresponding 95%
confidence intervals. The mean ranking as scored by participants
is also shown.

and V+HB are very close, while the V+PM method is not well received even though it seems to aid in low deviation from the target
heart rate. Also, amongst the sonification only methods, the HB
scheme performed way better than the PM method. The mean rank
also concurs on this point. Furthermore, the NF method performs
worst in both the objective measure and the subjective ranking aspects. Fig. 9 shows the medians, the means and the 25th and 75th
percentile values of all the 6 methods.
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6. CONCLUSIONS
We proposed various feedback methods for heart rate monitoring
for athletes. We proposed two sonification methods to monitor
heart rates. Under the conditions of experimentation we proposed,
we found that the visual feedback methods aided with sonification
performed best in maintaining steady target heart rates. Also, the
sonification only methods performed better than the no-feedback
mode. Thus, heart rate information for athletes can help them
maintain their training in certain ”zones” more consistently and
thus attain better benefits of such informed training. We would
like to test the same algorithms in a different setup where the sensory input of vision is well occupied to see whether sonification
methods outperform visual methods.
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ABSTRACT
This paper presents a first step in the development of a
methodology to compare the ability of different sonifications to
convey the fine temporal detail of the Electroencephalography
(EEG) brainwave signal in real time. In EEG neurofeedback a
person‟s EEG activity is monitored and presented back to them,
to help them to learn how to modify their brain activity.
Learning theory suggests that the more rapidly and accurately
the feedback follows behaviour the more efficient the learning
will be. Therefore a critical issue is how to assess the ability of
a sonification to convey rapid and temporally complex EEG
data for neurofeedback.
To allow for replication, this study used sonifications of
pre-recorded EEG data and asked participants to try and track
aspects of the signal in real time using a mouse.
This study showed that, although imperfect, this approach is
a practical way to compare the suitability of EEG sonifications
for tracking detailed EEG signals in real time and that the
combination of quantitative and qualitative data helped
characterise the relative efficacy of different sonifications.
1.

INTRODUCTION

Electroencephalography (EEG) based neurofeedback (NF)
training often requires subjects to monitor and track the
frequency-specific band-power features of their own EEG, in
order to learn how to modify some aspect of their brain activity.
In some situations, such as relaxation training, the eyes may be
closed or otherwise occupied on another task, in which case
sound based feedback can be a valuable option.
Many neurofeedback practitioners consider that, due to
established conditioning principles, [1, 2] the more faithfully
and faster the band-power signal can be communicated in real
time, the more effective the learning process is likely to be.
There has been a long history of using sonification to help
understand the electrical activity of the human brain. In 1934,
only 5 years after the neurologist Hans Berger first published
his invention of the electroencephalograph, the Nobel laureate
Prof. Edgar Adrian of Cambridge University reported the
sonification of his own brain waves [3].
In the 1960s, Kamiya and colleagues [4, 5, 6] demonstrated
some of the first examples of neurofeedback with the real-time
auditory display of a participant‟s own alpha brain wave
activity. In the mid-1960s, Sterman [7, 8] first with cats, and
then with people with epilepsy, demonstrated the efficacy of
neurofeedback. In the 1970s, Lubar [9] replicated Sterman‟s
This work is licensed under Creative Commons Attribution –
Non Commercial 4.0 International License. The full terms of the License
are available at http://creativecommons.org/licenses/by-nc/4.0/

work with an ADHD population. In the 1990s Peniston and
Kulkosky further developed neurofeedback relaxation
procedures for alcoholism / posttraumatic stress disorder [10].
Due to technical constraints, many of the early studies used
sound feedback exclusively, but in the 1990s with the
development of computer technology and graphic displays in
particular, most neurofeedback systems focused on visual
displays, relegating sound feedback to a secondary role.
Sonification, with its objective, systematic and reproducible
[11] sonic presentation of real-time EEG data, offers
considerable untapped potential to convey many aspects of the
rapid and complex nature of EEG in a manner accessible to the
human auditory system.
Of the 100 or so EEG sonification papers in the last 80
years, around 70% have reported on sonifications that are
capable of presenting the EEG data in real-time, and there have
been a number of “proof of concept” papers that demonstrate
interesting and novel approaches to EEG sonification [12]. Of
these, 11 use sound for EEG neurofeedback [5, 6, 13-19].
However, to date there are only a few EEG sonification studies
that provide a quantitative assessment of the ability of
sonification to convey the character of EEG data and/or the
listener‟s ability to perceive this physiological data. (For review
see [20, 21].)
1.1. Motivation for this study
As the objective of neurofeedback is to learn how to modify
one‟s own brain activity through feedback, the primary aim of
this study is to develop a method to assess the efficacy of a
sonification to convey EEG data in a manner that can facilitate
the perception of the EEG data.
Although real-time feedback is critical in the neurofeedback
loop, and the sonifications were specifically selected for this
ability, in order to make a controlled comparison between the
different sonifications, pre-recorded EEG was used.
In our intended eventual applications, subjects will only
need to make a mental response to the sonifications, with no
motor action necessary. However, in order to have some
objective measure of how well the real-time changes in activity
levels could be continuously perceived, participants were asked
to track the activity in the sonification with a mouse. Clearly,
having to make a motor response to the signal introduces a great
deal of lag, and degrades performance. However this lag and
degradation applies equally to all conditions and averaging or
smoothing of the data to slow it down and make it more trackable is likely to reduce the information content and degrade
perception of the finely detailed signal. In this study we
combine a tracking task, workload questionnaire and subjective
ratings of qualities such as the perceived arousal and valence of
the sound.
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Previously some EEG sonification studies have used the
„two-alternative forced-choice method‟ (2AFC) assessment
method, where the participant is repeatedly presented with a
sonification from one of two groups, e.g., patient with epilepsy
versus a non-patient [22], or patients suffering from mild
cognitive impairment versus healthy age-matched controls [23,
24, 25]. In such studies, after some initial training, participants
are asked to pick which group a particular sonification file
belongs to. Some of these studies have shown very good
detection accuracy but this method does not really capture the
temporal aspects in perception of the sonified data.
By contrast, some studies maintain some of the temporal
information by getting participants to identify the onset of a
particular EEG activity. So, for example, Khamis [26] played
two channels of EEG sonification of patients with temporal lobe
epilepsy and asked the study participants to push a button when
they heard the onset of seizure activity. Khamis concluded
“With only 2 h of training, non-expert subjects can detect
seizures from audified EEG signals of 2 difference electrodes
with a comparable degree of accuracy as can be done visually
from review of EEG traces using the 10-20 electrode
placements by an expert electroencephalographer”.
From the point of view of assessing the temporal resolution
of a sonification this is an improvement over the 2AFC method,
but still does not capture the full range of dynamic
characteristics of listening to continuous sound-based feedback.
Furthermore, epileptic activity has a significantly larger
amplitude and a very different morphology, which is very easily
distinguished from the background EEG. Although this is an
important area for applying EEG sonification, it is also
somewhat specialised, since epilepsy only affects around one
percent of the general population [27].
The development of a methodology (or set of
methodologies) that could assess the ability of sonifications to
convey in real-time, temporally rich EEG data would greatly
assist the design and selection of appropriate sonifications for a
range of application areas such as neurofeedback, surgical
monitoring, or brain computer interfaces (BCIs) [28].
As an initial step in the development of a methodology to
compare the effectiveness of real-time EEG sonification, the
present study used an off-line listening method to compare two
different sonification techniques. Both sonification algorithms
are real-time-ready, but were applied to pre-recorded rather than
live EEG data. This made it possible to control for variability in
the signal, and allowed a within-subject study design, where all
the participants heard the same sounds. The present study had
two aims. Firstly to identify whether continuous real-time
tracking of sonifications by means of a slider and computer
mouse could be a practical assessment tool with non-expert
users, and secondly, whether such a method could characterise
the ability of sonifications to convey real-time EEG data.
2.

MOTIVATION FOR CHOICE OF SONIFICATIONS

The electrical activity of the brain as measured from the scalp is
a noisy, low amplitude signal (up to 100 microvolts), with a
typical amplitude resolution of 1 microvolt, and a temporal
resolution of around 2 milliseconds. EEG has complex temporal
dynamics in the millisecond to decasecond time scale with a
frequency range of 0 to over 70 Hz. The raw EEG has a distinct
morphology and can be sub-divided into different frequency
bands representing specific cognitive processes [29]. The EEG
signal can be difficult to interpret, and neurologists and
epileptologists usually specialise for several years to be able to
interpret the EEG signal.
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Although there are a large number of parameters that can be
derived from the raw EEG including simple power, coherence,
phase and complexity measures such as sample entropy, it is
common in neurofeedback to measure and train only a few
narrow band powers of the signal, such as Alpha activity. In a
visual display, it is common to have a number of bar graphs that
track up or down with the amplitude of the given band power.
Because the EEG signal fluctuates so rapidly, the data driving
the bar graphs is generally averaged over 1-second or even
longer time windows, to reduce flicker and eye strain [20]. This
averaging adds a delay, which may negatively affect the NF
training progress [30].
In the design of sonifications to present EEG data, in order
to maximize information transmission, perception and learning,
a balance must be struck between converting as much of the
complexity of the EEG data as possible into sound and between
a person‟s ability to perceive and utilise the signal in the sound.
By Hermann‟s definitions for sonification [11], the data
transformation into sound must be objective, systematic and
reproducible; at the same time, the purposes of neurofeedback
require real-time sonification to render the time series data
features in a salient, immediate, and contingent fashion [31].
To date, there has been a wide range of different data
processing and sonification techniques used to display EEG, but
few studies have tested sonifications against each other for their
ability to convey the temporal dynamics of the EEG signal. This
study is an initial step towards regularising methods for
comparing EEG sonifications in the context of neurofeedback.
Audification is perhaps the simplest form of sonification
mapping, in the sense that it simply maps the input data to
sound pressure levels. This could be thought of as the auditory
equivalent of looking at a raw EEG trace. But, bearing in mind
that 98% of the EEG power is below 30 Hz [29], naive real-time
audification would produce results below the human auditory
range. Thus, a carrier wave is needed, bringing us to a
contrasting approach to sonification: amplitude modulation.
Amplitude Modulation (AM) sonification could be seen as
analogous to the bar graph of a band power used in a typical
neurofeedback display, as the power of EEG band increases, the
bar graph goes up and so does the volume of the sound.
Conceptually AM sonification is simple (though this is no
guarantee of perceptual simplicity). But despite the simplicity, it
is not obvious how well this mapping might allow listeners to
track rapid level changes of the kind typical of EEG - this is a
matter to be established empirically.
Frequency Modulation (FM) sonification maps changes in
the input signal to changes in the frequency of the sound output.
Frequency has obvious potential for communicating relatively
rapid and fine changes in real time, but again, it is unclear how
well this mapping might be suited to our particular purposes.
Because of the mapping simplicity of AM and FM, the only
subjective design decisions needed are to select the carrier wave
frequency for the AM sonification, and the output frequency
range for the FM sonification. Both can be readily chosen to fit
comfortably within the human auditory frequency range.
Thus, Amplitude Modulation (AM) and Frequency
Modulation (FM) sonifications were the first two continuous
data representations [32] parameter mapping [11] methods
chosen for comparison. By starting with these conceptually
simple, easy-to-generate sonifications that require a minimum
of subjective design decisions, the intention is to establish an
initial baseline measure. Such a measure has the potential to
facilitate comparison of more complex and engaging
sonifications. Use of open source research presentation and
sound synthesis software allows straightforward reuse by other
researchers.
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At the outset we were confident in predicting that
Frequency Modulation sonification would outperform
Amplitude Modulation at conveying the real-time EEG data and
allowing for more accurate tracking of the sonified alpha band
envelope. However, this left plenty of room for surprises: since
the study uses both subjective and objective tracking measures,
ample scope remained for contrasts between findings: for
example, a better tracking score could come from a sonification
with a worse subjective rating in terms of task load, emotional
ratings of valence and arousal, or aesthetic quality of the sound.
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closed conditions, the number of alpha bursts and the mean
duration do not show a large difference.
The eyes-open alpha EEG had a high excess kurtosis
distribution (i.e. high peakedness or leptokurtic) and is more
positively skewed, compared to the eyes closed EEG,
suggesting the eyes open EEG has fewer and shorter large
amplitude “bursts”. The eyes closed alpha EEG was closer to a
normal distribution on both kurtosis and skewness with a flatter
peak of distribution implying more mid-range activity.
Table 1: Quantification of alpha activity in four EEG files

3.

METHODS

3.1. Electroencephalogram measurement and processing
Six, 3 minute, 19 channels “Full Cap” EEGs were recorded in
two conditions, eyes closed and eyes open, using the first author
as a subject. The EEG was recorded with a Mitsar 202 amplifier
and WinEEG software [33] at a sample rate of 2000 Hz and
saved at 500 Hz, in a linked ears referential montage. The low
cut filter was set to 0.53 Hz and the high at 50 Hz, the notch
filter was 45 to 55 Hz and all impedances were kept below 5
kilohms. In Matlab 11b [34] the EEG was band-pass filtered
with Butterworth IIR filter of order 5, to make two EEG bands,
one of low alpha (LA) 7-10 Hz, and the other of high alpha
(HA) 10-13 Hz and the Hilbert transform was used to extract
the amplitude envelopes of alpha EEG signals.
Alpha activity generally increases when sensory
information is reduced to the brain. For example, when the eyes
are closed, more alpha is produced in the occipital cortex in the
back of the head. Consequently, the „eyes closed‟ condition is
typically a lower arousal state than „eyes open‟ and generally
has more alpha activity in most people [29]. Traditionally, alpha
has been defined as a band of 8 to 12 Hz, but newer research
suggests that the upper and lower alpha bands represent
different cognitive functions [35]. The electrode location Pz in
the back of the head was selected because it has a good level of
alpha activity and is commonly used in neurofeedback for
relaxation training.
By visual examination of the raw alpha signal and spectral
content of all of the EEG files, four 1 minute files were selected
that captured a selection of typical alpha activity in eyes closed
and eyes open and in the High and Low Alpha frequency
conditions. In the remained of this section, we consider the
characteristics of these four sample EEG files used for the
study, as summarised in table 1.
In table 1, the names of the EEG files are; „HAO‟ is the
high alpha band in the eyes open conditions state. „HAC‟ is
high alpha with eyes closed. „LAO‟ is low alpha with eyes open
and „LAC‟ is low alpha with eyes closed.
The contents and meaning of the various columns in Table 1
are as follows: 1) the number of alpha bursts, quantified as
alpha activity over the grand mean for longer than 280 ms; 2)
the mean duration of the alpha bursts in seconds; 3) excess
kurtosis of the alpha amplitude envelopes (which is a measure
of the pointedness or flatness of the histogram of the
distribution - the smaller the number, the closer to a normal
distribution and the less pointed the peak - negative values
indicate flatness of the peak); and 4) the skewness (which is a
measure of how symmetrical the distribution of the data is
around the mean, and the distribution of the „tails‟).
Considering table 1 overall, although there is a clear visual
difference in these sample files in the patterns of alpha
amplitude envelope activity between the eyes open and eyes

HAO
HAC
LAO
LAC

# of alpha
bursts
35
40
38
35

Mean
duration
alpha bursts [s]
0.60 [0.33]
0.57 [0.38]
0.51 [0.19]
0.58 [0.31]

Excess
kurtosis
0.75
-0.22
3.15
0.23

Skew
0.98
0.37
1.42
0.69

Figure 1: Histograms of the EEG alpha activity: the High
Alpha, Eyes Closed (left panel) and the Low Alpha Eyes Open
(right panel).
3.2. Sonification of EEG
Alpha signal envelopes were imported into Pure Data software
[36] where any EEG values greater than 30 microvolts (mV)
were set to 30 mV, to exclude artifacts like eye blinks and
muscle tension, so that the data values ranged between 0 and 30
mV. The audio sample rate was set to 48,000 Hz and the four 1
minute EEG files were sonified with AM and FM-based
methods. Two different audio frequency outputs were chosen
for the carrier wave to control for any bias in the hearing or
aesthetic response of the participants. Each carrier frequency
was presented in 4 sound files to counterbalance across
conditions of eyes open and closed and high and low alpha.
For AM sonification, each data point was divided by 30 to
scale the values to range between 0 and 1. The data was then
linearly interpolated to match the EEG to the audio sample rate.
Half of the files were then multiplied by a sine wave carrier of
either, 261.6 Hz (Middle C) or 523.2 Hz and the output saved as
a .wav file. These two carrier frequencies from an idealized
critical band filter bank [37] were used (3rd and 6th band) in
order to compare the results from this current experiment with a
future planned study where two streams will be presented
simultaneously.
For FM sonification the EEG data was multiplied by a
factor of 20 to give an output range of 0 to 600 and then each
value was added to by either 261.6 or 523.2, giving an output
frequency range of 261.6 to 861.6 Hz or from 523.2 to 1123.2
Hz. The output was then linearly interpolated to audio sample
rate and saved as a .wav file.
3.3. Participants, experimental design and procedure
Seventeen participants, mean age 45.65 (SD = 13.09), 8
females, took part in the experiment. All had a normal level of
vision, hearing and cognitive functioning and were over 18
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years old. The participants signed a consent form, were not paid
or given any inducements to participate and were informed they
had the right to withdraw at any time and their data would be
destroyed. The study received ethics approval from the Open
University Human Research Ethics Committee number
HREC/2014/1733/Steffert and was conducted in accordance
with the Declaration of Helsinki [38].
Participants were seated in front of a laptop with Sennheiser
HD 439 Headphones on and played some example sounds to set
the volume and practice the tracking task. All stimuli and
questionnaires were presented using PsychoPy [39], an open
source presentation software tool.
Participants were asked to track the activity of the
sonification with a horizontal slider on the computer screen
using the mouse. For the AM sonification, participants were
instructed that they should move the slider to the right as the
volume of the sound increased and to the left as it decreased.
For the FM sonification the instruction was the same but for
frequency.

Figure 2: Example of the Tracking Screen in PsychoPy.
The goal of the tracking task is to test the whole data chain,
from the data‟s transformation into sound, to the sound‟s
conversion into perception and perception into a motor response
of the participant. The testing session took between 15 and 25
minutes. 8 stimuli were used comprising of 2 (FM vs. AM) x 2
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(eyes closed/eyes open) x 2 (Low Alpha vs. High Alpha)
design. The presentation order was randomized across
participants.
After listening to each sound file the participants were
asked to rate on a 20 point Likert type scale both the arousal and
valence [40] of the sound (the screen was similar to the tracking
screen seen in figure 2). The arousal question was “How
exciting/energetic or passive/relaxing was the sound?” and the
Valence question was “How positive/happy or negative/sad was
the sound?” The left side of the slider was marked either
“passive/relaxing” or “negative/sad” and scored 1 while the
right side was marked “exciting/energetic” or “positive/happy”
and scored 20.
Then participants were asked how easy or difficult they
found the tracking task with the six questions from the NASATLX workload questionnaire: Mental Demand, Physical
Demand, Temporal Demand, Performance, Effort, and
Frustration [41]. The questions were presented in a random
order on each trial and the participant had to rate the questions
with a slider with “low” on the left that scored 1 to “high” on
the right with a score of 20, except for the „performance‟ rating
that ranged from “good” on the left to “poor” on the right.
Questions about age, gender and musical experience were
left till the end of the study to minimize stereotype threat [42]
which is the participant perception of the researcher‟s
expectation, which has been shown to affect performance. The
four questions to assess the musical experience were: M1) “I
engaged in regular, daily practice of a musical instrument
(including voice i.e. singing) for "X" or more years”, M2) “At
the peak of my interest, I practiced "X" or more hours per day
on my primary instrument”, M3) “I have had "X" or more years
of formal training on a musical instrument (including voice)
during my lifetime”, and M4) “I have had formal training in
music theory for "X" or more years”.
In a short post-experimental interview the participants were
asked two questions: “Did these sounds remind you of any
sound?” and “What do you think brainwaves would sound like
if you could hear them?”

Figure 3: EEG alpha level envelopes that were used for sonification and corresponding interpolated tracking data. Left panel – good
tracking example (Rho = 0.58), Right panel – bad tracking example (Rho = 0.02). First 4 s of tracking data are replaced by constant
value since this data was changed by the spline function.
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3.4. Tracking data pre-processing
Tracking accuracy was computed by correlating the original
EEG data that generated the sonification with the participants‟
slider response to the sound output of the sonification.
First, the tracking data points (from each time the slider
changed the position) was interpolated using cubic spline data
interpolation in Matlab, to match the time scale and sampling
rate (500Hz) of the EEG data. EEG data was also pre-processed
by extracting the amplitude envelope using a Hilbert transform,
and then using moving average window of 200 sample length
(0.4 s). To compensate for differences in participant‟s reaction
time and therefore variations in the lag of the tracking data, an
iterative process to compute the correlation coefficient for all
delays of up to 1 second to find the maximum was implemented
in Matlab. The best match was also visually inspected to
minimise the risk of erroneous matches (see Figure 3).
4.

RESULTS

The Alpha level was fixed at 0.05 for all statistical tests.
Greenhouse-Geisser correction was used to correct for unequal
variances. For multivariate analysis Wilks‟ Lambda L was used
as the multivariate criterion. All variables were normally
distributed according to the Kolmogorov-Smirnov test. As there
were no significant differences between low and high frequency
alpha sonifications for any measure, they were combined for
subsequent analysis.
The mean “tracking accuracy” i.e. the Pearson correlation
coefficient Rho between the EEG data and the tracking data
ranged between 0 and 0.58 (SD = 0.2). For seven participants
the max correlation coefficient for all 8 conditions was lower
than 0.4. As this is somewhat low, this suggests that some of the
participants could either, not hear the signal in the sonification,
or could not move the slider very accurately to track the data, or
both.
A two-way within-subjects MANOVA was conducted using
the 6 questions from NASA-TLX, subjective emotional ratings
of valence and arousal (VAL and ARO), and „Tracking
accuracy‟ correlation coefficient Rho. The design was
sonification type (FM/AM) x EEG condition (eyes closed/eyes
open).
Four questions regarding musical experience were used for
creating 2 types of subgroups. The first type was based on
answers from M1 and M2 questions and forming subgroups
with (10 out of 17 participants) and without musical instrument
experience. The second type was based on answers from M3
and M4 questions and forming subgroups with (10 out of 17
participants) and without formal musical education. The two
resulting groupings regarding musical experience differed
slightly from each other (by 4 people).
4.1. The difference between AM and FM sonifications
The overall multivariate effect of sonification type was
significant, with the difference between AM and FM at Wilks'
Lambda = .108, F (9, 8) = 7.34, p < .005, 2 = 0.892. Univariate
tests showed significance of this modulation type effect for a
number of measures. For the Mental Demand scale, difference
was at F (1, 16) = 7.05, p < .05, 2 = 0.306, showing that FM
was reported as having higher mental demand than AM-based
sonification, (M =11.2 SD = 1.2) vs. (M = 9.4 SD = 1.1). For
the Physical Demand scale the significance was at F (1, 16) =
8.66, p < .01, 2 = 0.351, with FM being reported as requiring
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more physical activity (M = 7.6, SD = 1.2) than AM-based
sonification (M = 5.8, SD = 0.8). For the Temporal Demand
scale the significance was at F (1, 16) = 7.45, p < .05, 2 =
0.318, with FM-based sonification being rated as having more
time pressure (M = 10.9, SD = 1.4) than for AM-based (M =
8.3, SD = 1.0). For the Effort scale the difference was
significant at F (1, 16) = 9.3, p < .01, 2 = 0.368 with FM
requiring greater effort (M = 10.7, SD = 1.3) than AM-based
sonification (M = 8.7, SD = 1.2). On the subjective arousal
scale, FM-based sonification was significantly more
exiting/energetic (M = 12.8, SD = 1.1) than AM-based one (M
= 8.1, SD = 0.8) with F (1, 16) = 24.49, p < .001, 2 = 0.605.
Finally, for the tracking accuracy the Rho values were
significantly higher for FM-based (M = 0.21, SD = 0.34) than
for AM-based sonification (M = 0.13, SD = 0.36) at F (1, 16) =
9.92, p < .01, 2 = 0.383.
On a few scales, differences between two sonifications
could be observed, but they did not reached significance. For
the valence scale, the difference between FM and AM
sonification was close to significance with F (1, 16) = 3.18, p =
.1, 2 = 0.166 with FM being judged more positive/happy (M =
9.4 SD = 1.0) than AM (M = 7.9 SD = .7). Frustration was
higher for FM (M = 10.4, SD = 1.1) than for AM (M = 9.36, SD
= 1.0) but did not reach significance F (1, 16) = 2.42, p = .14, 2
= 0.131. Interestingly, despite FM being rated higher than AM
on all the other measures, the self-rating of Performance
showed no difference between the two sonification methods.
The difference was at F (1, 16) = .302, p = 0.59, 2 = 0.019,
with FM (M = 10.41, SD = 1.2) and AM (M = 9.96, SD = 1.1)
on a scale of 1 to 20.

Figure 4: The vertical axis shows the mean and Standard Error
of the subjective ratings on a 20 point Likert type scale ranging
from 1 to 20 for the six question of the NASA-TLX: Mental
Demand (Men), Physical Demand (Phy), Temporal Demand
(Tem), Performance (Per), Effort (Eff), Frustration (Fru), as
well for Arousal (Aro) and Valence (Val), with the p-values for
the statistically significant differences between FM in (blue)
and AM (red).
Although the tracking accuracy was significantly lower than
in earlier pilot testing, and nearly all participants reported
difficulties in moving the slider fast enough to keep up with the
sound, the combination of continuous tracking data and
subjective work load assessments of the tracking task has
provided some interesting insights, as will now be summarised.
Overall the 17 participants performed better on tracking the
FM sonification than the AM, but did not feel their performance
was any better. They found tracking of FM sonification more
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mentally, physically and temporally demanding and more
effortful but did not feel any difference in frustration between
the two sonifications.
This could be interpreted as indicating that the participants
could hear the data more accurately with the FM sonification
therefore performed the tracking task more accurately and as a
consequence of hearing more information, found the task more
demanding. In other words, those who did not perceive the
modulation may have found the task “easy” because they were
unaware they were missing data and therefore found the task
less demanding. This interpretation seems to agree with some
previous non-EEG sonification studies [43] suggesting that FM
sonification is generally better than AM sonification for
presenting data.
4.2. The effect of the EEG condition
Participants rated the sonifications of EEG from eyes closed
condition as having a higher Frustration (M = 10.75, SD = 1.1)
than the eyes open condition (M = 9.02, SD = 1.0) with a
statistical significance F (1, 16) = 6.15, p = 0.025, 2 = 0.278,
regardless of sonification type or frequency band. This may be
because there is more alpha activity in the eyes closed condition
with more variability. No interaction between EEG and
sonification type reached significance.
4.3. Musical experience
Ten out of 17 participants had musical experience either in the
form of playing an instrument or some formal training, music
theory training and practiced at least 30 minutes a day at some
time in their life. Hence, we created two grouping factors and
repeated the two-way within-subject MANOVA with additional
grouping factor of either musical instrument experience, or
musical education.

Figure 5: Interaction between temporal demand factor from
NASA-TLX and subgroups of musical experience level (playing
any musical instrument or not). The open and close legend
stands for sonification of EEG data from open or closed eyes
condition.
No significant effect for the musical education factor was
found. However, two significant interactions between musical
instrument experience and stimuli type could be seen. First,
sonification type interacted with subgroups factor for the
arousal ratings at F (1, 16) = 5.33, p = 0.036, 2 = 0.262. Those
who played a musical instrument found FM sonification a lot
more arousing (M = 14.13, SD = 1.4) than those that did not (M
= 10.93, SD = 1.7), but there was not such a big difference
between subgroups in the arousal ratings to the AM sonification
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(8.5 vs. 7.8). Second significant interaction could be seen
between the subgroups and EEG condition at F (1, 16) = 5.59, p
= 0.032, 2 = 0.272. The participants that did not play a musical
instrument found that the sonification of EEG from eyes closed
condition (M = 11.00, SD = 1.9) were more temporally
demanding to track, that from the eyes open condition (M =
8.54, SD = 1.8). No such difference could be seen for listeners
with music experience.
4.4. Post-experimental interviews
To the question “Did these sounds remind you of any sound?”
Only one person said “No” and the largest answer with 6 (27 %)
said it reminded them of “wind”. Two people thought the
sonifications sounded like “The Clangers” from the UK
Children‟s TV show and most of the other answers shared a
similar theme - replies included; “police siren” “vacuum cleaner
machine”, “whistle”, “trombone”, oscilloscope”, “AV meter”
and “happy complaining ghosts”. Some people did not like the
sounds at all and said it reminded them of “horror movies” or
sounded like a “cheese grater”.
For the question “What do you think brain waves would
sound like if you could hear them?” Two people did not answer,
three said “wind” (16%) and two thought the sonification did
sound like brainwaves (11%) and 8 (42%) of the responses had
a theme of busy activity like “boiling water”, “busy like a
switch board”, “a terrible rowing noise” and “noise, white
noise”. One person said “music” and another “like a cheese
grater”.
5.

DISCUSSION

The present study can be seen as an initial step in the
development of a methodology to compare the effectiveness of
real-time EEG sonifications. The main finding of the listening
tests of 17 participants was that despite the tracking of FM
sonification being rated as more mentally, physically and
temporally demanding and taking more effort, the continuous
tracking accuracy was significantly more accurate than for AM.
Nearly 90% of the variability in combined measures
comparison (MANOVA) can be explained by the type of
sonification (i.e. FM or AM). Importantly, without a
quantitative behavioural measure of a person‟s ability to
perceive the data changes, the results of subjective evaluation
would lead to the false conclusion that the AM sonification was
a better method as it was rated as easier to track.
Only a few participants liked the wailing sounds of the AM
and FM sonifications and some vehemently disliked them and
three participants came close to terminating their involvement
in the study. Despite the conceptual simplicity of the sounds,
many participants either thought the sonifications sounded like
brain waves or had some similarities to what they expected
brain waves to sound like.
This study used pre-recorded EEG fragments that captured a
range of different alpha activity patterns that exemplified the
typical activity of eyes closed and eyes open conditions.
However, there was only one statistically significant difference
between sonifications of EEG from eyes closed and eyes open
condition: participants rated data from eyes closed condition
more frustrating to track. Interestingly, when adding musical
experience as a subgroup variable, we saw that listeners who do
not play any musical instrument found EEG sonification of the
eyes closed data significantly more temporally demanding to
track as compared to their own ratings of eyes open
sonification, and to the ratings from users with musical
experience. But it should be remembered that the 6 questions
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from the NASA-TLX were about the workload of the tracking
task and only the arousal and valence ratings were about the
quality of the sound of the sonifications.
This highlights a distinctive feature of this study, which
used continuous real-time tracking to measure the difference in
trackability between two types of sonification, without using
sonification to identify or sort the data. The study also contrasts
with those that solely measure subjective preferences for
sonifications. As previously noted, there are a few EEG
sonification studies that use the „two-alternative forced-choice
method‟ and some identify the onset of a particular activity. But
one of the shortcomings of such methodologies is their inability
to assess the temporal dynamics of the data and its perception.
The field of psychoacoustics has been researching sound
and music perception for over one hundred and fifty years, so
methodologies from this domain may help to illuminate the
present study. But one of the problems with many
psychoacoustic studies is that they tend to use very short sound
clips that may not capture the temporal dynamics of a typical
sonification listening session. So, for example, the International
Affective Digitized Sounds (IADS) [44], which has created a
normative emotional stimuli database, uses sounds of only 6seconds in duration.
On the other hand, administering a questionnaire at the end
of a 1 to 5-minute listening epoch will also fail to capture the
temporal dynamic nature of most sound/music. Madsen [45]
argues that what is needed is a “continuous non-verbal
measurement of a participant‟s response to the music/sound
stimuli that can expose the dynamic contours of a listening
experience without distracting the participant from the listening
task”. To this end, Madsen and colleagues at the Center for
Music Research at Florida State University have developed and
validated with a large number of studies a „Continuous
Response Digital Interface‟ [46] that allows the user to turn a
dial in real-time to log their immediate and continuous response
on a continuum between two extremes such as “Positive” to
“Negative” or “Lively” to “Passive”. This current study could
be seen as a variant of the Madsen methodology but within the
sonification domain.
The objective of this research was to develop a sonification
validation method that is specifically suited to the nature of
real-time EEG feedback as opposed to time series data in
general.
Whilst the continuous tracking of a sound stream with a
mouse is a poor proxy for the perceptual decoding of a
continuous signal, any lag from the motor response will apply
equally to all conditions, and this study has shown that such an
approach can generate a quantitative assessment of the real-time
trackability of a sonification. Furthermore, although some older
users without computer experience had difficulties tracking, and
despite considerable variability in tracking accuracy between
participants, the combination of quantitative and qualitative data
helped to illuminate the relative usefulness of each sonification
method.
It is hoped that by using the Open Source PsychoPy
software platform for this tracking task and by establishing a
web repository where sample EEGs, sonification code, sound
files and presentation software can be collected and made freely
available, there is the potential for future EEG sonification
studies to add to a database of quantitative assessment of
sonifications. Such a store could become a valuable resource for
the development of the field.
Subsequent studies will include the simultaneous
sonification of more data features, such as multiple channels of
EEG, multiple frequency components, and multiple statistics of
the same data feature. Crucially future work will compare real-
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time sonifications of EEG in the context of neurofeedback, as
well as sonifying two peoples EEG at the same time so they can
learn from each other [47].
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7.

APPENDIX

The EEGs and sound files as well as the PD and PsychoPy
scripts can be found at http://www.sonification.qeeg.co.uk/
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ABSTRACT
Augmented Reality Audio (ARA) is mostly employed in terms of
adding virtual sound source into an existing auditory scene. Common goal of such system is to preserve the highest level of fidelity and natural character of both real and virtual components.
This paper introduces another approach to the ARA systems based
on intentional modification of the native parameters of both the
real and the virtual auditory segments. The system employs binaural microphone-equipped earphones used as microphone-hearthrough device, which are able to capture and immediately reproduce the auditory scene. A processing unit is included in the
microphone-earphone signal path. The unit enables to apply various audio effects to both the captured and the virtual sound allowing warped perception of the auditory reality. The real-time processing algorithms were implemented in Pure Data environment.
The proposed system provides immersive audio performance and
has potential to be used in specific virtual reality applications, such
as simulation of reality perception by people with mental disorders.
1. INTRODUCTION
The basic concept of Augmented Reality Audio (ARA) is already
known for a few decades. However, its application possibilities are
limited almost only by imagination of use. In general, the ARA
concept is based on introducing virtual sounds source (often spatially positioned) to the surrounding real audio scene for artistic
or interaction purposes [1]. Majority of the already presented systems is designed to enhance or extend the auditory scene by information carried by the virtual source, which involves its character
and spatial position. The parameters of the real auditory scene are
preserved simultaneously. As example, narrative comments for
museums exposition [2], telecommunication improvements [3],
tourist guide assistance [4], [5], or medial applications [6] employing ARA have been introduced so far. There exist several
approaches, how to deliver the virtual source to the listener, e.g.
mobile microphone-hear-through (mic-through) devices [7], or by
bone-conducting system [8]. This paper utilizes the first option

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

with the use of mic-through device, which consists of in-ear headphones (earphones) with embedded binaural microphones. This
hardware arrangement allows the sound reaching both listener’s
ears to be binaural-recorded, processed, and reproduced in realtime conditions [9]. Embedded software processing offers various
options of the sound adjustment. For our purposes, the binaural
signal is modified beyond the edge of preserving the features of
physical reality. The aim of the authors was to explore the perception of such modified auditory reality, especially in contrast
to simultaneous presence of original physical reality perceived visually. Theoretical concept of this project is briefly described in
the following Section 2, both hardware and software setups are
described in Section 3. Perception of the modified reality and settings of the effect parameters are discussed in Section 4. Besides
that listening to the modified acoustic reality is entertaining itself,
it also has a potential of use in specific medical-based application
(e.g. simulation of reality perception with mental disorders), as
suggested in Section 5.
2. THEORETICAL CONCEPT
The main purpose of ARA system is to combine real and virtual acoustic objects together in real or pseudo-real environments.
Proper function of the system is conditioned by real-time performance, which practically stands for ensuring sufficiently low latency. Modification of the acoustic reality parameters requires
its previous capture. Since the frame of the surrounding acoustic space is determined by binaural representation of the scene, it
is advisable to capture the signal at a place of ear canal entrance.
This also requires to reduce the physical distance between the positions of capture and reproduction to minimum. The proposed
system would also work with monaural representation of the surroundings, however, the final effect would lack spatial depth and
fidelity. Therefore, binaural recording is necessary for proper performance of the augmented reality system. When captured, the
signal parameters of the sound are subsequently modified by some
of a wide range of optional audio effect algorithms. The captured
signal (both processed or unprocessed) is referred to as pseudoreality environment. Most impressive effect is achieved when the
final virtual acoustic information is presented in contradiction with
the real visual perception. For instance, when cathedral-like reverberation is added to real ordinary office environment, the auditory representation does not correspond to the visual perception
of room size and space depth. This results in sensual confusion,
which is very attractive to perceive (similar to e.g. optical illu-
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Figure 1: Auditory reality warping system. The signal is recorded by mic-through device, processed by a bank of tunable audio effects and
mixed with positioned virtual source. Stereo sound is then presented to the listener by earphones embedded within the device.
sions). The issue of reproduction of the modified sound has to
fulfill several requirements. First of all, the acoustic information
needs to be captured with binaural cues included for perception
of acoustical space depth and source arrangement [10]. Second,
the reproduced sound needs to be separated from still existing real
acoustic space (i.e. the information regarding the real unprocessed
environment needs to be eliminated). Mixing of the real and the
modified reality together would not deliver the exciting and immersive effect since the brain intends to focus on the real environment and prefer it to the virtual one. Third, the subject needs to be
sufficiently free for at least head movements in order to preserve
spatial perception supported by movement of the listener. In order
to deliver the processed signal and simultaneously block the information regarding the real auditory environment, and also to allow
partial freedom of the subject, in-ear headphones are promising.
The system of previously described binaural microphones embedded within a pair of earphones already exists as commercial product and is easy to get.
The idea of the introduced system is resulting from a common
design of the ARA systems, as already introduced in [11]. The
concept of the system designed for our purposes is demonstrated
in Fig. 1. The system consists of two parallel signal paths for treating both signal components of the captured stereo sound. At the
beginning the incident sound is captured by miniature microphone
attached on the in-ear headphone (the hear-through-microphone)
and sent as signal xL{R rks to the processing unit. The process of
signal modification consists of two parts: application of selected
audio effect and mix with added virtual sound, in Fig. 1 denoted
as vrks. The effects applied to the signal xL{R rks are selected
from a pre-determined bank of implemented algorithms. Theoretical concept of the effect unit also enables to arrange the effects

to serial order. However, this may result in undesired high latency
occurrence. After modification of the pseudo-reality parameters,
virtual signal vrxs is mixed with the original signal. This signal is
a monaural file loaded from memory, thus both left and right channels are fed by the same input. The purpose of the virtual signal
is to deliver additional information to the warped pseudo-reality
environment, e.g. instructions for the listener, simulation of hallucination, etc. The signal vrxs can be also virtually positioned in
the pseudo-reality environment and also another effects processing is optional (FX block in Figure 1). Virtual positioning can
be performed by processing of the signal by Head-Related Transfer Function (HRTF) [12] or by Differential HRTF (DHRTF) [13].
These transfer functions carry information of time and level differences in each ear in dependence on the source position. The
location of the virtual signal can be easily adjusted by selection
of appropriate (D)HRTF. Use of simple amplitude panning is also
optional. In the standard ARA systems the FX block in the signal path is usually limited to introduce Room Impulse Response
(RIR), which delivers auralization effect, thus the positioned signal is more successfully embedded into the corresponding pseudoreality environment. This block of processing is also important
for externaliztion of the source [14], [10]. The system proposed in
this article takes into account much wider employment of audio effects. Both channels of the stereo signal yr ks are consequently delivered to the transducers of the earphones. Cross-channel routing
as another audio effect (to hear someone in the opposite side than
he visually appears) is also optional. Finally, the listener receives
modified acoustic information representing the pseudo-reality environment with virtual sound present at specific location. There
exist various approaches, how to implement the system described
above. Our implementation is discussed in the following section.
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Figure 2: Demonstration of hardware implementation. Binaural earphones are powered by handy recorder, which also performs function
of ADC. The recorder distributes the signal to the notebook with Pure Data via USB. The processed signal is returned in analog form.
3. TECHNICAL SETUP
Practical implementation of the system requires designing both
hardware and software setup. The chosen configuration and corresponding issues are described in the subsections below.
3.1. Hardware configuration
The proposed ARA system is easy to set from the hardware point
of view. For our purposes, microphone-hear-through binaural earphones Roland CS-10EM were chosen. Each earplug consists of
electret condenser microphone with omni-directional characteristics and dynamic wide-band transducer with sufficiently flat transfer function. The microphones require power supply in range of
2-10 V, thus a handy recorder ZOOM H4n was employed in the
path as a power source. The device is used as ADC (DAC also
optional) and enables to record the binaural representation of the
auditory scene for further purposes. The digitalized signal is then
routed to notebook via USB. The processing algorithms consist of
application of particular effects, mixing with the virtual positioned
signal, converting by DAC, and routing back to earphone transducers. In this setup the performance of the system is limited by
length of the cables and also by weight of the notebook and the
recorder (e.g. too heavy for city exploration). Our hardware setup
is demonstrated in Fig. 2.

(ADC) and ends in the lower left corner by reverse digital-analogconverter (DAC), which defines the output. The signal is routed to
delay blocks and afterwards used in an argument of cosp¨q function. Three slider (bars on the right side) are used to allow the user
to modify the modulation parameters: modulation speed, modulation depth, and modulation feedback. The FM effect is used for
demonstration purposes here. The system is capable of various
performance (see further subsection 3.3 Effects).
Since the raw Pure Data interface may not appear to be suitable for technically non-skilled users, Graphical Interface for Pure
Data (GrIPD) multi-platform was employed in the later stage. This
extension of the original PD enables to create graphical user interface (GUI) for programs implemented in this environment.

3.2. Software implementation
For effectiveness of use, open source Pure Data (PD) [15] visual programming language was used as a platform to implement
the algorithms. The PD enables intuitive control of the graphical
pseudo-code arrangement of the signal blocks and also allows easy
modifications and extensions of the existing program. The main
principle of PD is based on a real-time distribution of data flow
among graphical objects representing (and also performing) particular algorithms. An example of implementation of frequency
modulation effect is demonstrated in Fig. 3. The signal path
starts in the upper left corner by virtual analog-digital converter

Figure 3: Demonstration of software implementation of a frequency modulation effect in Pure Data environment. The signal
is routed within blocks, which are performing particular part of
selected algorithm. The user can modify settings by sliders.
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RECOMMENDED EFFECTS
Effect

Settings

Description

Delay
Echoes
Reverbation
Modulation
Pitch-shift

wet sound delayed by 1-2 s
attenuated echoes after 0.3-0.8 s, 3 times repeated
long (cathedral-like) or short (empty-room-like) reverb
speed = 5 Hz, depth = 0.6, feedback = 0.6
octave higher (smurf-like) or octave lower (demon-like)
AM 1-127 Hz
simply switching the channels
hard limiting for 0.7 of maximal amplitude

unable to read or talk coherently
introducing wider dimension
different volume / space perception
burbling of the sound objects
resembles acceleration or decceleration
of the world, respectively
spatial confusion occurs
distorted boosting and compression

Channel crossing
Overdrive

Table 1: Summary of the effects suitable to be used within the ARA warping system.
3.3. Effects
The span of effect employment is more or less limited only by designer’s imagination and system latency. As mentioned above, the
most immersive impression of this auditory reality warping system
is when it is producing contradiction within the visual and the hearing senses. Therefore, it is desirable to keep the effect performance
within a limited range of values. The algorithms are supposed to
be set in way to produce enough impressive reality warp while still
preserving enough palpable real features to recognize the acoustic
surrounding components. The issue of which effect is suitable to
be implemented was resolved according to this assumption.
There exists a wide range of acoustic effects to be potentially
employed in the system, moreover each effect can be then implemented by distinct algorithms with various performance. Very useful and inspiring overview of audio processing can be found e.g.
in book [16]. From the exploratory character of this article, the
following effects were taken in consideration for use within the
auditory reality warping system. However, many other effect options can be employed. Note that all the effects are required to run
continuously, thus an increasing sample buffering shall be avoided
(e.g. occurring in time stretch). More detailed description of particular implementations is beyond the range of this article.
˝ Filters
Application of standard filters is not interesting at all in
this case, since high-passed or low-passed sound does not
deliver any new information to the pseudo-reality environment. Considerable is telephone bandpass filtering to get
coldness of the surroundings or application of time-varying
filters like wah-wah to achieve impressive spectral movement and breathing of the sound scape.
˝ Delays
Very efficient for use. Simple implementation of delay line
with reasonable delay of approximately 1-2 seconds disables the listener to read a text (popular well known phenomenon) or even to talk coherently. Implementing of multiple echoes with reasonable feedback introduces very abstract dimension of the pseudo-reality. Artificially added
reverbation delivers false cues for space dimensions (e.g. a
church-like reverb in your office) and works perfectly.
˝ Modulators
Introducing Frequency Modulation turns the surrounding
objects into impressive gurgling sources, like inside of a
fizzy drink. By means of Amplitude Modulation a pulsing

vibrato-like sound is obtained. With proper settings of this
effects even pitch-shifting is easy to achieve. When everything around is up-tuned or down-tuned reasonably (i.e. to
keep the contours of the auditory environment), it also produces immersive result.
˝ Nonlinear processing
This type of processing usually concerns dynamiccompression-like gate or compressor, which also does not
introduces any new extension or disturbance into the binaural signal. However, implementation of hard limiting of
the signal edge produces effect similar to overdrive or fuzz.
This aggressively boost the sound into very sharp distorted
signal.
˝ Channel crossing
Probably the easiest effect to implement, however, very impressive in the result. Switching the left and right channel
delivers reverse spatial perception: objects seen at one halfplane are heard in the opposite direction.
This section lists only the basic ideas to be implemented. Practically there is no limitation of implementing effective algorithm
to achieve impressive results. Selected effects, which were implemented and tested by the date of submission of this article, are
summarized with basic settings recommendation in Table 1 at the
top of this page.
4. ISSUES & LIMITATIONS
The performance of the ARA warping system is impressive. However, there exist several limitations of the system, which cause
some limitations. First of all, there is a leakage of the real signal (coming from the natural auditory scene) to the pseudo-reality
environment [9]. This is caused by non-perfect fit of the earplugs
in the listener’s ears and results in mixing of both the real and the
processed signals together. The earplugs need to be carefully adjusted in the ear, otherwise the brain inclines to prefer and target
the real information, thus the whole concept of delivering warped
reality is ruined. This problem may be solved by adjusting the size
of the lining of the earplugs to individual requirements.
Second, the position of the hear-through microphones is not
situated directly in the ear canal entrance and shifted more out of
the pinna. Since the effect of pinna is reduced, it decreases externalization of the sources and spatial depth of the scene [17].
To avoid this unwanted effect a mic-through hardware of much
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smaller dimensions should be employed. However, this would also
lead to limitation of physical parameters of the system regarding
flatness and effective span of the transfer function. Another issue
is the modified dynamics of the captured scene, i.e. the pseudoreality environment. The natural character of deep space is reduced to more flat impression of the virtual scene. Probably some
artificial dynamic expansion would be helpful in this case, however, this faces the edge of latency limitation. Since the signal
path goes through multiple hardware devices and back, latency of
approximately 140 ms occurs in the described implementations.
Generally, this does not destroy the whole immersive spatial perception. However, the more quick response of the system is available, the better performance is provided. Useful advices on how to
face general issues within latency and equalization of the system
are introduced in [18].
5. RESULTS & DISCUSSION
This article introduced a system for modification of auditory reality based on Augmented Reality Audio concepts employing
microphone-hear-through kit and effect processing unit. The system provides immersive perception of the modified reality determined by particular processing algorithm and also allows to add
a virtual sound to the pseudo-reality environment. The system is
designed to provide entertainment by combination of warped auditory reality and real visual information. The effect of fun interest
is similar to watching own personality in a distorting mirror: the
well known appearance is now drastically modified and one usually tries to explore different positions and mimics. Similar situation is reached with the warped audio reality system. However, the
possibilities are not limited only to fun activities.
Several medical projects have introduced multimedia systems
or static multimedia installations in order to simulate perception
of reality by individuals with specific mental disorders. These
projects intend to increase public awareness of their feelings and
emotions within their daily routine tasks and inducing empathy
to combat stereotypical responses. As an example, schizophrenia
or autism are often presented by one’s perception of false or distorted representation of the auditory (and also the visual) reality.
For more detailed description of the projects simulating perception
with the mentioned disorders see [19] and [20], respectively. Such
projects generally present a short everyday situation (e.g. shopping
in a market, visiting a hospital, child playing on playground, etc.)
with corresponding visual and acoustic perception of the mentally
impaired people (tactile information is also optional). In dependence on specific illnesses the presentation usually contains both
inner voices (i.e. form of hallucination, when non-real character(s) is talking to the patient in various manners, or the patient
is talking to himself) and modified auditory reality (echoes, distortions). These multimedia presentations are more-or-less based
on fixed scenarios with no option for subject’s interaction with the
surroundings or allowance of own exploration of the new reality
space. Therefore, this cinema-like concept turns the public observer into a role of passive consumer. Another approach is for instance more interactive game-based simulator of sensory overload
symptoms of autistic child, which allows the user to move his character on playground with other children. For more details see [21].
However, even the game concept does not offer satisfactory interaction possibilities for the observer, since the environment is still
presented by monitor and headphones.
Presentation of reality perception with specific mental illness

July 8–10,
8-10, 2015, Graz, Austria
July

can be significantly upgraded by our proposed system since it introduces both modifications of the existing reality and adding the
virtual sound as an optional source of the inner voice talking to
the subject. Our system would allow the observer to interact with
the real environment and also free movement in the space with
preserved warped auditory perception. Therefore, the presentation
and impression of the mental illness would be much suggestive,
when the subject turns from a passive observation to a real action
and can interact with the surrounding environment. Our next effort will be put on designing and testing of several demo scenarios
of such possible applications. Tuning the implementation issues is
the next stage of the system development as well.
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ABSTRACT

control heart beating. ECG signals reflect this charging and
releasing pattern that occurs at different parts in the heart.

ECG (electrocardiography) consists of a few components and
features that indicate the details of electrical conduction in
each part of the heart. The simple pitch-mapping sonification
of ECG cannot indicate these components to listeners,
limiting its potential for diagnostic usages. We present an
improved method to emphasize such key features in ECG
sonification, using the principle that “we are attentive to loud,
high-pitched, and rapidly fluctuating sounds.” With this
principle, we can guide the listener’s attention to subtle yet
critical elements of the ECG waveform by controlling the
degree of auditory saliency for each component. In this report,
we describe ECG sonification step by step and discuss the
cognitive and attentive issues as well as the emotional
responses of the listeners.

1.

INTRODUCTION

A normal ECG signal shows a pattern within each cycle.
Figure 1 shows one cycle of a sinus rhythm (a normal
heartbeat pattern). A cycle is defined as a combination of five
waves, specifically, the P, Q, R, S, and T waves. The Q, R,
and S waves occur very rapidly and are often denoted as the
QRS complex. The P and R waves occur with the atrial and
ventricular discharges, respectively. The atria charge during
the QS interval, and the ventricles charge during the T wave.
The R wave is the most notable wave, and the cardiac
monitor most commonly used in hospitals (the type which
generates periodic beeps) utilizes the occurrence of the R
wave as a vital sign. The interval between consecutive R
waves is called the RR interval and is the most critical
information to be considered. Therefore, previous works on
ECG sonification have mainly focused on displaying
information related to the R wave [1, 2].

In the diagnostic use of ECG (electrocardiography), medical
doctors watch for key features that indicate the details of
electrical conduction in each part of the heart. This paper
describes a sound design methodology to emphasize such key
features in ECG with the objective of guiding the listener’s
attention to the important information.

1.1. ECG components
ECG measures the electrical activity in the heart using
electrodes placed externally on the chest or limbs. The
electrical charging and releasing of the heart muscle cells

This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

Figure 1: One normal ECG cycle, consisting of a P wave,
QRS complex, and T wave. Usually, the U wave is hidden by
the T wave and is thus invisible.

ICAD 2015 - 231

sr
The 21
21st
International
The
InternationalConference
Conferenceon
onAuditory
AuditoryDisplay
Display(ICAD-2015)
(ICAD 2015)

However, the waves other than the R wave also carry critical
information [3]. For example, the shape of the P wave
reflects the functional balance between the left and right atria.
The T wave is generated when the heart restores in the
resting stage, and deformation of the T wave may indicate
conditions such as heart muscle problems or cardiomegaly
(heart enlargement). There are many other important features
in the P and T waves and in the intervals between waves as
well. Cardiologists read such information from ECGs in
order to perform diagnoses.

1.2. Goal and expected usage
Our objective was ECG sonification such that the sound
would provide details of the P and T waves that would yield
useful information for arrhythmia diagnosis.

This project was a collaboration between cardiologists and
sound engineers. We decided that descriptive sonification of
the P and T waves would be a research question of interest to
both cardiologists and sound engineers. Cardiologists still
examine these intricate waves visually, seeking critical signs
for arrhythmia without assistance from information
technology. For sound engineers, creating a design beyond
monotonous beeps that can describe subtle changes in the
data poses a significant research challenge.

Our expected users are cardiologists and clinical staff. The
system is currently working offline (not in real time, but on
stored data), but our approach is simple enough to be applied
to real-time systems. We do not expect that the users will
make diagnoses only based on sonifications, but rather that
sonifications will contribute informative supplementary
displays to be used along with conventional ECG graphs. In
other words, we hope this kind of sonification will be useful
as part of multi-modal (i.e., audiovisual) displays, increasing
the robustness and decreasing the cognitive stress in the
diagnostic process.
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2.

GUIDING ATTENTION WITH SOUND DESIGN

2.1. Simple pitch-mapping approach
We first applied the simplest pitch-mapping approach to our
ECG data. The amplitude of the ECG waveform was
associated with the pitch of the sonification: a higher
amplitude corresponded to a higher tone pitch. We employed
granulated sinusoids in a musical scale, like that of the piano
keyboard shown in Fig. 2, instead of a sweeping sine tone.
The advantage of using the musical scale is that changes in
the waveform are more easily recognized as they form a kind
of melody. It is very difficult to recognize the extent to which
the frequency of a sweeping sine tone increases. Listeners
can more easily recognize the pitch intervals of a musical
scale. Thus, in order to sonify the form and amplitude of an
ECG signal, the use of the musical scale has significant
advantages over sweeping sinusoids.
The use of the musical scale also has aesthetic merits. By
choosing a diatonic scale (or some other scale, such as
pentatonic) the occurrence of beating and inharmonic
intervals can be limited. For listeners who are accustomed to
traditional Western music, this property is highly desirable,
facilitating the recognition of sonification as a result of their
already trained music recognition skills.
Another synthesis technique we employed was “thinning,”
that is, generating a sinusoidal grain only when the pitch
changed, as illustrated in Fig. 3. This design does not
generate sound constantly but rather only when a significant
change is observed. It yields a kind of arpeggiated rhythm in
the sonification with fluctuating micro-silences between
sinusoidal grains. This technique produces a light texture in
the sonification, rather than the flat and heavy texture of a
continuous sound stream.

1.3. Cognition and attention in auditory scenes
This goal cannot be accomplished by simple pitch mapping,
in which the signal amplitude is mapped to the frequency of
the sonified sound. This simple pitch-mapping approach
causes cognitive issues in interpreting the P and T waves, as
we describe in Section 2. In this paper, we describe the
process of resolving this problem and how we guided the
listener’s attention to the ECG P and T waves by effective
sound design.

Section 2 describes the cognitive problem with the simple
pitch-mapping approach. Section 3 offers a solution based on
the principle that “fast and high-pitched sounds grab auditory
attention.” Section 4 describes the technical framework of the
system, and Section 5 is devoted to the additional discussion,
conclusion, and future work.

Figure 2: Simple pitch mapping in a piano-keyboard style.
The amplitude of the ECG waveform is associated with the
discrete pitch (note in a musical scale) of the sinusoidal grain.
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With our simple pitch-mapping approach, the QRS complex
becomes a high-pitched, suddenly fluctuating sound,
satisfying the above criteria that are required for auditory
saliency. That is why the QRS complex is audibly distinctive
and focusing on the P and T waves is extremely difficult.
However, since our goal was to better represent the P and T
waves, the QRS complex being salient was not desirable in
this investigation. In order to accomplish our goal, we had to
cause the P and T waves to be salient and to de-emphasize
the QRS complex.

Figure 3: Illustration of sound thinning. The sinusoidal grains
are produced at constant time intervals, but if the pitch of the
subsequent sinusoidal grain is the same as that of the
previous grain, only the first sound is played (dark triangles)
and the later sound is omitted (white triangles). This process
emphasizes the changes in the waveform and produces an
irregular rhythmic texture in the sound.

2.2. The cognitive issue in P- and T-wave perception: “We
are attentive to loud, high-pitched, and rapidly fluctuating
sounds”
The next problem is the difficulty in differentiating the P and
T waves with the simple pitch-mapping approach, because
the sonified sound changes pitch very rapidly in the QRS
complex, while the changes in the other waves are less rapid.
This problem is actually one of auditory attention and
perception. Auditory scene analysis is the process of
recognizing the meaningful segments of an auditory scene,
which consists of the overlap and connection of many sounds
[4]. In this process, some sounds are more distinctive than
others and attract more attention. This attention-grabbing
characteristic is called saliency, and recent publications have
further elaborated on its concept and models [5, 6, 7].
The most fundamental principle of auditory saliency is that
loud and high-pitched sounds are very difficult to ignore [7].
Most auditory alarms are designed based on this principle;
for example, fire alarms are extremely high-pitched and loud
to attract attention and motivate evacuation. Furthermore,
since our hearing is most sensitive to high frequencies, we
tend to perceive high-pitched sounds as louder [8].
We propose another influence on saliency, roughness, which
is the rapid fluctuation of sound. Alarms, bells, and sirens
often are accompanied by rapid changes in amplitude and
frequency, resulting in a rough texture. Roughness is
generally regarded as the cause of annoyance [9, 10]. We do
not yet understand the causal relationship between annoyance
and attention, yet we can reasonably speculate that the
emergent events, which should attract attention, are
associated with annoying, negative emotions, so that people
intuitively react repulsively to the events [11]. Another
possibility, based on a Darwinian perspective, is that
individuals who learned to interpret an emergency as
emotional arousal have survived over the generations.
Considering the alarming and annoying nature of rough
sounds, we can conclude that rapidly fluctuating sounds draw
attention in an auditory scene.

2.3. Attention-guiding strategy
The saliency principle of “we are attentive to loud, highpitched, and rapidly fluctuating sounds” can be an influential
tool for sound design. By inverting this principle, “quiet,
low-pitched, and slowly fluctuating sounds” are less salient.
Considering these principles enables effective sound design.

3.

SONIFICATION DESIGN

The sonification design described in this section resolves this
problem by inverting the order of saliency for the QRS
complex and the other waves and by replacing less
interesting information with a symbolic sound. We describe
the sound design concept in this section and further technical
details in the next section.
3.1. Control signals
In order to produce the control signal, we first conducted a
simple QRS complex detection. We analyzed the signal with
running windows and identified the segments showing the
largest variance as the QRS complexes, since the rise-fall
pattern of a QRS complex segment shows the greatest
variation from the baseline signal. The segments between
consecutive QRS complexes were simply divided into first
and second halves. Figure 4 shows an example of the three
control parameters in a sinus rhythm; we associated control
parameters 1, 2, and 3 with the QRS complex, PR interval,
and ST interval, respectively.

Figure 4: Control parameters for sonification. Parameters 1, 2,
and 3 indicate the QRS complex, P-wave segment, and Twave segment, respectively.
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The detection of the QRS complex and allocation of PR and
ST intervals can be further sophisticated, but that is beyond
the scope of this paper.

3.2. Achieving a symbolic, less salient QRS-complex
sound
In the pitch-mapping sonification, the QRS complex sounded
too salient. Therefore, we replaced this segment with a belllike, low-pitched, slowly decaying sine tone (which is,
according to our principle, a less salient sound) at the time
when control parameter 1 turned positive. This replacement
step significantly facilitated the listener’s ability to
distinguish the P and T waves. Thus, listeners could perceive
the details of the P and T waves yet simultaneously maintain
awareness of the basic heartbeat rhythm, so the QRS
complex part no longer interfered with attention to the P and
T waves.

3.3. Achieving a more salient P-wave sound
The P and T waves were then better recognized, yet the
segmentation between the two consecutive waves was not
evident. The cardiologist we consulted advised us to
emphasize the P waves more because these include more
critical information than do the T waves. Therefore, when
control parameter 2 became positive, we raised the pitch of
the P waves by a half octave, so that these could attract more
attention. After doing so, the P waves were more salient, and
listeners could focus on the P waves while recognizing the
other parts in parallel.

4.

July 8-10,July
2015,
Graz,
Austria
8–10,
2015,
Graz, Austria

4.2. Sound synthesis
We designed the internal sonic aspects of each of the three
streams such that the sonic images of each stream would be
distinct from those of the others: the P wave employed
Hanning-windowed sine-tone grains and was rendered in a
higher pitch range than that of the T wave (in order to
emphasize the critical information); the T wave used a sine
wave oscillator with phase-modulation feedback, adding
clarity (harmonics) to the otherwise dull-sounding frequency
range; the R wave was generated in the pitch range between
those of the P and T waves and was distinctively articulated
with a percussive envelope.
Additionally, the grain density was controlled for both the P
and T waves by dynamically controlling the number of
overlapping grains according to the amplitude of the ECG
signal: a lower amplitude of the ECG (i.e., lower pitch of
sonification) corresponded to fewer overlapping grains. This
overlap was controlled to avoid the dull sonic image of the
saturated lower frequency range and to smooth out the
otherwise jagged articulation in the upper frequency range.
We decided to render the R wave weaker in amplitude than
the P and T waves because of its simpler role; it only informs
the regularity or irregularity of the beating intervals.
However, we rendered it as a chord (notes: C, F, A, and B),
and because of its slightly dissonant character (F major #4th)
in the key of C major, it could be heard more clearly than if it
were, for example, a single tone or a C major chord. As
exemplified in this harmonic approach, by limiting the
continuous pitch space to the discrete steps of a musical scale,
we expanded our parameter space by also incorporating the
musical parameter space (i.e., tonality, melody, harmony,
etc.). The range of notes and chord used for sonification are
depicted on a musical staff in Fig. 5.

TECHNICAL DETAILS
P

We implemented the sonification system in the SuperCollider
programming environment combined with Ruby. As
described in Section 2.1, we employed granular synthesis and
mapped the amplitude of the ECG data onto the discrete steps
of a musical scale. In order to enable sonic distinction of the
PR interval, QRS complex, and ST interval, our system
constructed three granular synthesis streams per ECG signal,
each corresponding to one of the three waves. In this way,
each sound stream could be adjusted independently (scale
range, transposition, grain articulation, panning, etc.)
according to its intended cognitive role.

4.1. Data analysis
First, we analyzed the original ECG data by using the
statistical analysis class implemented in Ruby, since
SuperCollider only minimally supports mathematical
analysis. The variance of the windowed signal was calculated,
and the sections with largest variance were identified as QRS
complexes. The calculated control parameters 1, 2, and 3
were then used to control the associated granular synthesis
streams. All three of the granular synthesis streams shared
the original ECG data but were controlled (turned on or off)
independently according to the three control parameters in
Fig. 4.

&œ

œ
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Figure 5: The range of notes used for sonification for the PR
interval (left), ST interval (middle), and QRS complex (right).

5.

DISCUSSION

5.1. Saliency, alarm, and emotion
The phenomenon that “loud, high-pitched, and rapidly
fluctuating sounds are difficult to ignore” occurs quite often
in sonification, even with data from sources other than ECG.
Furthermore, most of the annoying sounds produced by
sonification are of this nature. These sounds easily cause very
negative emotional responses, and the Darwinian ideas
described in Section 2.1 may explain why. For example, the
smell of rotten food is perceived as repulsive and arouses a
negative emotional response. This reaction is very natural
because those who did not have negative responses to rotten
food did not survive over the generations, so we are the
descendants of those who experienced repulsion to rotten
food. In the same way, considering that “loud, high-pitched,
and rapidly fluctuating sounds” are most likely caused by
potentially dangerous events with high energy and activity, it
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is also natural that many of us experience negative responses
to these sounds.
In sonification, when the original data are “fast and strong,”
we may or may not wish to express the sound as such. If we
do not wish to express the signals as originally generated, we
can sonify them with various degrees of saliency by carefully
reducing the relevant features in order to avoid unnecessary
negative responses.

5.2. Compressing information based on expected function
The other interesting aspect in this sonification process is the
mixture of symbolic and analogic representations, which
were described by Kramer [12]. Symbolic representations
display the processed information, while analogic
representations directly display the original data or signal. In
our case, we combined these two types of representations,
representing the QRS complex as symbolic and the P and T
waves as analogic.
A symbolic representation is equivalent to the compression
of the signal information. In our case, the details of the QRS
complex were omitted, and only the information about its
timing was utilized, in order to mark the rhythmic intervals.
Of course if we had wanted to utilize all of the original data,
this kind of compression would have been impossible.
However, knowing which aspects of the data to retain or
discard enables the combined use of the symbolic and
analogic representations.
Mixing the symbolic and analogic representations facilitates
the parallel processing of multiple kinds of information.
Symbolic representations tend to generate impressions
similar to those of musical sounds, while analogic
representations generate impressions similar to those of
environmental sounds. Humans are able to distinguish
musical and environmental sounds and process them in
parallel. Perhaps because of this skill, it was easy to
recognize and distinguish the two types of sound in our
sonification.
As described in Section 4.2, by limiting the pitches to those
of a musical scale, our degree of expressive freedom
increased, enabling the use of musical parameters.
Furthermore, the waveforms became more easily
recognizable due to the melodic patterns. Flexible switching
between symbolic and analogic representations, or
superposing of those representations, provides a sonic
resource that can be further exploited.

5.3. Collaborative process and evaluation
This project was conducted as a close collaboration between
sound engineers and cardiologists. Although we have not
conducted a formal evaluation, the frequent meetings of the
two parties facilitated the estimation of the validity of the
sound design. The cardiologists and engineers sometimes had
different opinions (or complaints) about the sound design,
and such conflicts usually developed into creating a better
solution.
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6.

CONCLUSION AND FUTURE WORK

In this paper we described a design method to guide a
listener’s attention in sonification, using ECG sonification as
an example, according to the principle that “we are attentive
to loud, high-pitched, and rapidly fluctuating sounds.” The
QRS complex was replaced with a symbolic, less salient
sound, and the critical P wave was emphasized with a
distinctive, higher pitch. We also discussed the emotional
response to and auditory saliency of the sonification.
Topics of future work include investigating the potential for
arrhythmia diagnosis and sophisticating the data analysis
process. A formal listening test is also desirable, but further
close collaboration between domain scientists (cardiologists)
and sound engineers could be equally advantageous.
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THE LOUD BIRD DOESN’T (ALWAYS) GET THE WORM:
WHY COMPUTATIONAL SALIENCE ALSO NEEDS BRIGHTNESS AND TEMPO
Francesco Tordini*, Albert S. Bregman, and Jeremy R. Cooperstock
McGill University
Montréal, QC, Canada

ABSTRACT
Salience shapes the involuntary perception of a sound scene into
foreground and background. A computational model of salience
would provide a strong perceptual baseline for the sonification designer. However, there is a lack of ground truth to evaluate the
proposed models and to measure their performance with respect to
human perception. This paper describes three contributions. First,
we introduce a behavioral definition of salience. We describe an
experiment based on our definition that tests a corpus of natural
communication sounds. Our results suggest that salience is well
described by three perceptual dimensions: not only loudness, but
also, tempo and brightness. Second, we extract the most significant acoustical features and analyze their relation with salience, as
measured by our ground truth. The context effects emerging from
our analysis confirm the difference between salience and novelty.
Finally, we suggest some necessary characteristics of the computational salience model based on the analyzed features.

To understand the effects of salience on scene perception, we
need a computational model that maps a set of acoustical features
to the perceived salience of a sound. There are two important
challenges to do so: the difficulty of gathering perceptual data
(our ground truth), and the selection of the features to be used for
salience prediction.
The ground truth has to be collected using behavioral experiments that allow labeling and ranking of a set of sounds based on
their perceived salience.
With respect to the second challenge, there is a possibly infinite set of acoustic and perceptual features from which we might
choose. Therefore, the ability to predict the salience of a sound
using a reduced set of such features is highly desirable. This work
addresses both issues, first through an experimental paradigm that
extracts ground truth, and second using those experimental results
to select features. These features represent the building blocks for
our computational model of salience.
2. RELATED WORK

1. INTRODUCTION
The design of auditory displays, such as warning systems and mobile assistive technologies, must deal with information delivery using sound, management of attention, and salience. Our long-term
objective is to create a tool that assists in sound scene design by
predicting salience.
The salience of a sound can be defined as its prominence relative to other sounds or, more generally, with respect to a background. Although the distinction between salience and attention
is debated, it is well accepted that salience represents “bottom up”
processes while attention deals with “top down”, task-driven ones.
Sonification is a subtype of auditory display that uses nonspeech audio to present and represent information [1, 2]. For an
effective sonification, it is necessary to predict the salience of the
sounds that will be used. This is because bottom-up mechanisms,
including salience, shape the listener’s involuntary organization of
the sounds generating the scene [3].
* corresponding author: tord@cim.mcgill.ca. FT is with the
Department of Electrical and Computer Engineering and the Centre for
Interdisciplinary Research in Music, Media and Technology (CIRMMT)
at McGill University, www.cirmmt.org.

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

2.1. Salience and sonification
Sonification implicitly deals with salience and the management of
attention in its sound design principles and guidelines (see, for example, Hunt et al. [4] or Bakker et al. [5]).
The main themes of the research agenda present in the Sonification Report [1] show very little need for modification after almost two decades of research. Kramer et al. [1] specified sonification as the “transformation of data relations into perceived relations in an acoustic signal for the purposes of facilitating communication or interpretation”. The challenges behind the words “relation” and “perceived” used therein still deserve attention from the
research community. In fact, the complexity and the importance of
taking into account the perceptual and cognitive dimensions when
designing sonification systems are well documented [6, 7].
Modern sonification calls for the exploration of the use of natural sounds as a complement, or alternative to metaphoric, iconic
ones and the use of designs with “sourcy” environments where
real, dynamic sounds are not presented in isolation. The use of
natural, environmental sounds is especially interesting when generating immersive, continuous soundscapes. The sonification of
continuous data needs an auditory display that can be easily distinguished from the background when necessary, but can also be
allowed to fade out of attention, and not be annoying or intrusive
when not desired [8, 9]. Iconic, symbolic sounds are often perceived as artificial and their acceptability under prolonged listening conditions is the result of a very careful sound design. Natural
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sounds tend to be better accepted: the prediction of their perception would streamline the design cycle of most sonification problems. However, as recently highlighted by Dubus and Bresin [10],
there is a lack of perceptual evaluation studies on sonification. This
is particularly true if considering complex, natural sounds.
Walker and Kramer [11] used the umbrella term ecological
psychoacoustics to summarize the extensions to traditional psychoacoustics that would have been crucial for a successful design
of auditory displays beyond loudness, masking effects, pitch, etc.
Since then the attempts to translate Bregman’s principles of auditory scene analysis (ASA) [12] into sonification design rules has
been more frequent, although lacking consistency.
The stream-based sonification by Barrass and Best [13] is a
good example in this direction. The authors tested and extended
the so-called van Noorden diagrams [14] to dimensions other than
the fundamental frequency (F0) of simple tones such as brightness, intensity and panning, i.e., interaural level difference (ILD),
of noise bursts. They aimed to design sonifications that could control streaming and take listening attention into account by studying
galloping sequences. Gossman [15] gives a high level discussion
on the limits of simultaneity in sonification.
Salience prediction is also important for applications beyond
the field of information display, for example in mobile assistive
technologies [16, 17] and warning signals design [18, 19, 20].
2.2. Computational models of salience
Salience and attention are intimately related. Attention has attracted most of the research efforts in cognitive psychology where
the leading approach is task-driven, or “top-down” [21, 22]. On
the other hand signal driven, or “bottom-up”, models come from
psychophysics and psychoacoustics [23]. However, these fields
fail to deal with the concept of salience, which is shaped by a perceptual rather than a sensory approach. This is the reason why
salience does not find an easy placement in the research agenda
from a psychological perspective and it is mostly used as a qualitative concept. This may also explain why few perceptual auditory
salience models are available. More specifically, a closed loop between modeling, perceptual ground truth and applications is far
from being robust for audition, even though a noticeable attempt
was made by Kayser et al. [24] who proposed a feature-driven
computational model and compared its predictions to the results
of two behavioral experiments. Their monaural auditory salience
model was based on three feature maps: intensity, frequency and
temporal contrast. Even if temporal contrast allows one to put continuity constraints over the temporal envelope, this model builds
on monaural intensity maps and therefore can neither capture nor
explain effects due to the phase relationship between signal waveforms that permit localization and spatial release from masking.
Furthermore, the experiments run by Kayser et al. [24] dealt with
monaural, lateralized sounds treated in isolation on a stereo background, and were designed around a detection task with intensity
being the only independent factor. However, sounds rarely occur
in isolation. In fact, in most natural environments it is unusual to
hear a single sound in isolation.
The present work is inspired by that of Kayser et al. [24], but it
presents sounds in pairs and in a binaural scenario. We attempted
to formalize some criteria to inform the design of a sound corpus
that uses natural recordings. We therefore aimed to capture perceptual data that are ecologically more valid.
On the other hand, salience is a “handy”, powerful concept
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from the application point of view, therefore making it interesting
to other research communities. To our knowledge, only Slaney et
al. [25] addressed auditory salience in a spatial scenario in the context of speech separation and automatic speech recognition (ASR).
They introduced the concept of binaural salience as captured by
binaural onsets obtained from the differential cross-correlation of
the cochlear filter-bank output spikes computed using interaural
time differences (ITDs) only. Their work represents a notable
evolution with respect to the monaural salience models that were
available at that time. Extensions of the monaural algorithm proposed by Kayser et al. [24] add cochlear [26, 27] and loudness
models [28] as a preprocessing stage, and pitch as an additional
feature. Kalinli [29, 30] uses pitch both for speech tracking purposes and as an added feature to her “auditory gist”. With the gist
she attempted to introduce a pre-attentive model to be used as preprocessor for ASR applications.
None of the above-mentioned works addressed the problem of
gathering the perceptual ground truth data to evaluate their models.
They rely, instead, on performance measures defined in terms of
automatic (i.e., machine based) speech recognition rates [25, 29].
All current computational models can be regarded as detectors of salient boundaries, or onsets. They implement the concept of “novelty” using principled designs motivated by perceptual studies, as described above, or more general statistical approaches [31]. They all share the same “memory” in that novelty is evaluated using a short time window, typically in the halfsecond range. They therefore exclude, for example, the possibility
of capturing those aspects of salience related to tempo changes.
Moreover, these salient-onset detectors are conceived as analysis tools for sound mixtures rather than for the prediction of the
foreground/background representation of the sounds populating a
scene.
A salience model that is capable of predicting the relative
salience of multiple sounds before they are added to an existing
auditory scene would be more appropriate within the sonification
context, where synthesis-oriented design tools are needed.
The paradigm we present in the next section is simple yet it
incorporates many of the items discussed so far, namely almost
galloping patterns, dynamic sounds derived from natural ones and
spatialization. Our experiments aim to collect data about the perceptual salience of natural sounds used to create synthetic scenes.
They therefore represent a good tool for research on sonification
from an ecological psychoacoustics standpoint.
3. CAPTURING PERCEPTUAL SALIENCE
We introduce a test pipeline that allows the collection of perceived
salience and loudness data from listeners, presented with a pair
of sound streams in a binaural scenario. The organization of the
framework is illustrated in Fig. 1. Loudness is obviously an important component of salience and can overshadow other features.
Therefore, we controlled for large differences between sounds by
equalizing their level using a loudness-matching test run in a preliminary session. As indicated in Fig. 1, loudness judgments are
also verified at the end of the salience battery to evaluate perceptual consistency across different subjects and the impact of residual loudness differences on salience (i.e., foreground/background
selection).
The salience battery, in particular the SOAP stage (see Fig. 2),
relies on the assumption that after segregation and streaming have
occurred, stream selection is a competitive process that makes the
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loudness masking effects and also to produce patterns with normal
tempo values, considering the duration of the stimuli described in
Sec. 3.2. The subjects’ task is to detect the occurrence of a single
shortened ISI in an otherwise isochronous sequence. This interval,
represented by a red arrow in Fig. 2, can be as short as 80 ms. Its
position within the trial is randomized over time but constrained to
take place after 1.6 s from the start of each trial to ensure proper
streaming onset. The subject has to indicate the location (L/R) of
the detected change by pressing one of two keys. The time to press
a key determines the choice response time (cRT).

Loudness matching task
(pre-equalization)

Salience
test battery
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Loudness
matching task

Emergent
features
analysis

Figure 1: Tests pipeline: perceived loudness is initially used to
equalize sounds prior to the salience battery (see Fig. 2) and then
(post-battery) to complement detection performance data.

most salient of two concurrent auditory streams more likely to be
in the foreground. The salience battery gives us more insight on
the relations between response times (RTs) and task complexity,
leading to our proposed definition of salience in terms of behavioral response:

3.1.3. Spatial discrimination
Two sequences run concurrently, one on each side of the head, in
which only one of the two sequences contains the shortened interval. This is a more complex task, based on the SOAP paradigm,
with stream competition and higher perceptual load. The time to
press a key determines the discrimination response time (dRT).
Accuracy scores and RT values are logged for each participant.

panning

A sound is salient, i.e., belongs to the foreground,
when its selection in a complex scene is “as easy” as
its detection in isolation, i.e., over silence.

Test 1
Simple
detection

This definition has the advantage of being purely behavioral and
independent of the features implied by a particular computational
model. We use RT to measure the ease of detection and also to
control memory effects on performance.

0°

First onset

sRT
t

cRT
L R
-15°

Test 2
Spatial +15°
detection

Shortened ISI
t
dRT
L R

3.1. Salience battery
Our salience battery (Fig. 2) consists of three consecutive tests.
This is done in order to separate the effects of cognitive load from
salience effects. We start from the simplest scenario with one
sound at a time, presented in a fixed spatial location. In the second step we introduce the spatialization, and in the third step the
second sound stream. Test 3 represents a simple approximation
of a natural scene and is based on the “streaming of asynchronous
sounds patterns” (SOAP) task [32].
3.1.1. Simple detection
Each trial consists of a short sequence of two sounds (K=2) that
are presented at random points over time and centered in space.
The subject has to detect the first onset of each trial by pressing a
key, which determines the simple response time (sRT).
3.1.2. Spatial detection
A symmetrical spatialization is introduced (± 15 degrees, on the
horizontal plane). The sound sequences are played one at a time,
on either side of the head (Test 2 in Fig. 2). The presentation side
is fully balanced and the order is randomized for each participant.
This is a simple detection task since no competitor streams are
present. A trial is defined by an isochronous sequence of sounds.
Consecutive trials (groups of k sounds, with k ∈ 12–14) are separated by 2.5 s of silence and followed by a short noise burst located in front of the subject, acting as “auditory fixation point”
and preparing the subject for the next trial. Sounds within each sequence are separated by an interstimulus interval (ISI) of 250 ms.
This value was chosen in order to minimize forward and backward

Test 3
(SOAP)

-15°

+15°
Spatial
discrimination

Shortened ISI
t

Figure 2: The salience battery starts with the simple detection test,
which presents a single stream. The spatial detection test adds
spatialization, and the spatial discrimination test a second stream.
The red arrows represent the events that the subjects must detect.
In the examples shown here, the shortened ISI is presented to the
participant’s left ear.
The three types of RT are used to measure the participants’ responses to tasks with different complexities and then create personalized RT baselines.
With a task such as SOAP, a subject may detect the shortened
ISI event equally well for two sounds (i.e., with equal accuracy,
or proportion correct, PC), but with different RT values suggesting that, for the slower response, he probably reviewed the recent
scene in his working memory to reach a better performance. We
used the different RTs defined in Fig. 2 to test the effects of different time windows on the detection dataset (PC). We probed the
validity of our operational definition of salience by comparing the
unconstrained responses with the trimmed, fast ones. In terms of
the RTs defined in Fig. 2 this means that for the trimmed dataset
we look for the detections where dRT is close to cRT. The effects
of this trimming are presented in Section 4.1.
3.2. Stimuli
Natural sounds may be classified using complex taxonomies according to the meaning to the subject and to their nature (see,
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for example, the seminal paper by Gaver [33] or the more recent
survey offered by Temko in the context of acoustic event detection [34]). In this work we wanted to avoid mechanical and impact
sounds because of their very peculiar temporal structure. We also
wanted to use sounds with little semantic content to an average
human listener. The class of non-human communication sounds
and, more specifically, bird chirps seemed a good candidate corpus
within the broader animal sounds class. Bird chirps offer a large
choice of temporal and spectral textures while being relatively homogeneous in terms of familiarity (as opposed to a broader selection including other animals like cats and dogs).
Five recordings of bird chirps were taken as starting point
(sounds (1,3,5,7,9), average duration 190 ms). Five replicas with
longer duration were generated preserving the spectral properties of the original sounds (sounds (2,4,6,8,10), average duration
230 ms). The resulting ten sounds were used for the salience
and the perceptual loudness tests of Figure 1. Two “beep-like”
laboratory-generated sounds with different duration and spectral
centroids (respectively, 100 ms/950 Hz and 300 ms/1400 Hz) were
added to the sound corpus and used together with the bird chirps
for the first two stages of the salience battery to probe effects
of sound category on RTs. The reference sounds used for the
loudness-matching tests were not used for the salience battery. All
sounds can be downloaded from http://srl.mcgill.ca/
˜tord/SOAPsounds/.
The average tempo of the patterns used for the salience battery
(Fig. 2) was 129 bpm: 136 bpm for the five short sounds, and
122 bpm for the corresponding long replicas. The perturbation
introduced by the shorter ISI corresponded, on average, to a local
glitch of +70 bpm.
3.3. Participants
A pilot group of N=7 volunteers (age = 28 ± 3, 2 females) was
used for the preliminary loudness equalization phase. A separate group of thirty one (N=31) participants (age = 21.7 ± 2.6,
19 females) participated in the salience experiments. Out of these,
12 were paid and recruited through the McGill classifieds listing
while the remaining 19 were McGill undergraduate students compensated with course extra credit. They all reported normal hearing.
3.4. Design, materials and apparatus
A within-subjects full factorial design was utilized with sound
type, presentation side and ISI value being the independent factors. Each participant ran the two preliminary test blocks in Fig. 2
to assess his RT baseline, followed by the third block, split in three
sessions and combining ten bird sounds (pairwise comparisons) as
well as change on either side. Catch trials with no change were
included (5% of the good trials). The preliminary blocks used two
type of sounds, a simple one, derived from a sinusoidal burst, and
the same bird chirps used by the SOAP test.
All sounds were preliminary peak normalized and loudness
equalized by using the median adjustments (in dB) applied by the
seven pilot participants (Fig. 1). Sounds were mono, with 16 bit
coding and Fs=44,100 Hz. The average listening level was 78 dB
SPL.
All tests were performed in a quiet room (average noise floor
70 dBA). We used a pair of JVC HANC250 supra-aural headphones that provided acceptable noise insulation and high comfort levels to minimize fatigue effects. All experiments used the
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same hardware and software setup. The tests were implemented
using the Pure Data (PD) language (v0.43.4-extended) running on
a Hewlett-Packard laptop with Intel Core Duo P7450 2.13 GHz,
with Win7-64bit operating system. An ESI GIGAPORT-HD ASIO
USB interface was used to minimize latency. Subjects’ RTs were
measured and logged by a custom PD sub-patch. Sound preprocessing, feature extraction and data analysis were done using GNU
Octave v3.8.2 custom scripts and IBM SPSS v20.0.
4. DATA ANALYSIS
A response was considered perfect when the participant detected
the “shortened ISI” event and the side on which it occurred. The
overall average performance across participants was high (84%
perfect detections, 7% imperfect detections with side errors, 8%
missed events). Fig. 3 shows the PC values for each sound under
four conditions that will be explained in the next subsection.
Participants correctly classified 96% of the catch trials confirming that the “no-event” condition could be easily discriminated. The data analysis in the following subsections is relative
to the dataset with the perfect detections. The counts for each of
the sounds in the dataset of the missed events is strongly correlated
with those in the PC dataset (ρ = 0.9, N = 10, p < .001). Since
the empirical distributions of the responses are negatively skewed,
we used nonparametric tests for the statistical analysis. However,
we also verified that similar conclusions could be reached using
parametric models.
No effect of age, sex, handedness, or compensation method
(monetary or course credit) was observed on detection performance (PC data).
One-way ANOVA analysis confirmed that there are no main
effects of duration, sound type, trial pattern, or loudness on the
response to sounds presented in isolation during the first two stages
of the salience battery (Fig.2).
4.1. Time course of salience
A detailed analysis of the RT dataset is beyond the scope of this
paper. However, we report here some results that are useful to
evaluate the operational definition of salience that we proposed in
Section 3. The RT values across all participants showed a positively skewed, long-tailed distribution, typical of RT measurements. Our analysis of the RT dataset revealed patterns similar to
the ones observed for the PC dataset. We found a strong monotonic
negative correlation between the median response time for each
sound (dRT) and its median detection rate (PC) (ρ = −0.78, N =
10, p < .001). This confirms our hypothesis that a sound with
high detection rate is associated with a faster response, while lower
detection rates correspond to longer response times. This in turn
supports our idea that “salience is fast”.
In test 3 we defined an acceptance window to discriminate,
for each participant, the late detections from the early ones. Such
a window is defined using the RTs from test 1 (sRT) and test 2
(cRT). We used the minimum sRT from the pooled data (sRTmin =
230 ms) to define the lower limit of the acceptance window and filter accidental key pressings. We compared the median PC values
of each sound under four conditions: unconstrained RT and three
different acceptance windows that filtered “slow” detections. We
defined the upper bound for each of the acceptance windows using different statistics of the response time to the sounds presented
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in isolation (cRT). For example, the use of cRT95% (RTs corresponding to the 95% percentile of the cRT distribution for each
g 95% = 900 ms) means that we discarded all the
participant, cRT
responses that arrived later than this value, corresponding to 22%
of the PC dataset. As illustrated in Fig.3 the relationships between
the PC of the sounds is not perturbed by the acceptance time windows. Therefore, it seems reasonable to conclude that, for the perfect detections in the test 3 of Fig.2, the sounds were detected as
if they were presented in isolation, with just a longer RT due to
g = 470 ms).
] = 610 ms, cRT
the higher task complexity (dRT
Since we consider PC a measure of salience of a particular sound,
we suggest that the observed relationship between the PCs of the
sounds indicates intrinsic properties that bring them to the foreground when competing with each other.
100%

acceptance
window

none
cRT75%

cRT95%
cRT50%

cRT90%

80%

PC

60%

40%
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natural sounds. Therefore, we expected to observe small residual
effects of the sounds’ level on PC.
For cLOUD, we implemented the model proposed by Glasberg and Moore [35] and compared it with the pLOUD and PC
data. Further details concerning the extraction of cLOUD are
given in Sec. 5.1 and results are summarized in Fig. 4. We found
that cLOUD has a strong monotonic correlation with pLOUD
when considering the median dB adjustment across participants.
This was verified using the datasets obtained using the two reference sounds, i.e., R1 (ρ = 0.80, N = 10, p = 0.005) and R2
(ρ = 0.92, N = 10, p = 0.001).
4.3. Effects of sound duration and tempo
We evaluated the effects of the different duration between the
group of the short sounds and that of the longer ones. A Wilcoxon
signed-rank test showed that the average tempo rates (136 and 122
bpm) induced by the different average duration elicited a statistically significant change in the detection performance PC (Z =
−3.83, p < .001). The variance observed on the short sounds was
smaller than that of the long sounds (χ2 = 13.6, p < .001) with
the median PCshort 3% higher than the median PClong . The same
effect was observed on the dRT distributions. The limited effect
size is due to the fact that the test was easy for most participants.
Nevertheless this result suggests that fast patterns tend to be dominant when competing with their slower counterparts.

20%

4.4. Effects of brightness
0%
1

2

3

4

5

6

7

8

9

10

sound_id

Figure 3: Effects of the acceptance time window on the detection data (PC). The effects on PC of three acceptance windows
defined using sRT and cRT are compared with the unconstrained
PC values. There is a strong monotonic correlation between all
conditions except for the shortest time window (cRT50% )

4.2. Effects of loudness
We distinguish between two types of loudness. The perceptual
loudness (pLOUD) is the quality of a sound that can be observed
using a loudness-matching task, as we did in our experiments. It
is reported in dB,representing the level adjustment that the subject
applies to bring a sound to the same loudness as a reference sound.
The computational loudness (cLOUD) is the measure, usually reported in sones, that a computational model of loudness associates
to a sound.
In our experiments (Fig. 1) we evaluated pLOUD of the 10
bird chirps using two alternative reference sounds. We tried to
minimize perceptual loudness differences with the preliminary
loudness equalization step shown in Fig. 1. Subsequently, we analyzed the dB adjustments from the loudness-matching test that
followed the salience battery and we did not find statistically significant differences between the sounds. Nevertheless, we could
observe differences as large as 3 dB between the median level adjustments of some sounds. In particular, sounds (1,2) and (5,6)
were perceived to be 2-3 dB “louder” than the other bird chirps.
The just noticeable difference (JND) between two pure tones is
in the range of 1 dB, but larger values are typically reported for

Brightness is considered one of the independent perceptual dimensions for most sound categories and it is particularly relevant for
environmental sounds [36]. We considered the complex spectral
centroid (sC) as a good acoustical descriptor for brightness [36].
We provide more details about the extraction of this feature in
Sec. 5.3. We wanted to investigate the effects of the distribution
of the sC on the PC data. As illustrated in Fig. 5 we tie together
sounds 1 and 7 to obtain four statistically independent classes of
sounds. A Kruskal-Wallis H test showed that there was a statistically significant difference in PC score between the four different
sC classes, χ2 (3) = 32.5, p < .001, with a significant difference
between the sounds with higher sC (sounds 3 and 4) and all the others (Mann-Whitney U post-hoc tests, p < .002). This suggests that
in a simple scene with rhythmic patterns as the one represented by
SOAP, an anomaly in the pattern of the sounds with lower spectral
centroids is more easily detected. In other words, the sounds with
lower spectral centroid are more likely to be in the foreground,
provided that there is a sufficient spectral distance from the competing sounds. This is confirmed by the strong monotonic negative
correlation between PC and sC (ρ = −0.68, N = 10, p < .001).
5. ACOUSTIC FEATURES
5.1. Computational loudness
We extracted the computational loudness (see Sec. 4.2) using the
model proposed by Glasberg and Moore [35] for time-varying
sounds. Our implementation used 128 ERB bands and the ANSIS3.4 outer-ear model [35]. We considered the short-term loudness
(STL) finding that the 75th percentile of the STL of each sound
matches the corresponding pLOUD value better than the median
STL, or maximum STL. This seems reasonable since it is similar
to considering the RMS value of the STL. The boxplots in Fig. 4
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summarize the distributions of cLOUD for the sounds used in our
experiments.
40

sound_id
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Figure 4: Boxplots of the short term loudness [35] used for our
computational loudness (cLOUD). The last two boxplots are relative to the two reference sounds (R1 and R2) used for the loudnessmatching task. Sounds 1,3,5,7 and 9 are the original, short, bird
chirps. The longer versions have higher median loudness values, but their distributions overlap with those of the corresponding
short versions.

5.2. Effective duration
The values of duration and tempo reported in Sec. 3.2 and the analysis presented in Sec. 4.3 are obtained using the physical durations
(Dphys ) of the sounds. In order to evaluate the effective duration
(Deff ) of the bird chirps we used the definition proposed by Peeters
et al. [37]. However, we did not expect to observe large effects of
Deff on PC since the interactions reported in Sec.4.3 are in fact related to the tempo of the pattern and, therefore, to the inter-onsetinterval (IOI). There is a low, negative rank correlation between
Deff and PC (ρ = −0.3, p = 0.4).
5.3. Spectral centroid
We first computed the spectral centroid (sC) following Misdariis
et al. [36] to have an estimate of the perceived brightness of each
sound. We used 2048 points for the FFT and a time window of
46 ms, with a step size of 5 ms for all computations. To include the
effects of the uneven sensitivity to different frequencies of the human hearing system, we introduced a spectral weighting, prior to
the calculation of the sC. This weighting used the profile proposed
by the international standard ISO 226:2003 [38]. The evolution
of the weighted spectral centroids (sCISO ) for each of the original
bird chirps is illustrated in Fig.5.
The relationship of sCISO with PC was analyzed in Sec. 4.4.
We also tested the correlation between PC and sC without the
spectral weighting obtaining a non-significant, lower value (ρ =
0.6, N = 10, p = 0.65), as summarized in Table 1.
6. DISCUSSION
Our analysis of the ground truth collected using the salience battery (Fig. 2) confirmed that the preliminary loudness equalization

Figure 5: Evolution of the weighted spectral centroids (sCISO ) for
the five original bird chirps (2048 pt FFT, 46 ms time window,
stepsize 5 ms). The longer versions of the chirps (sounds 2,4,6,8
and 10) have equivalent profiles. The FFT of each sound was compensated using the inverse of the ISO 226:2003 [38] equal loudness
curve relative to 78dB SPL.

was successful. In fact, we did not observe main effects of perceptual (pLOUD) or computational (cLOUD) loudness on the detection data (PC dataset). Nevertheless, it is important to report the
high correlation between cLOUD and pLOUD.
After equalizing for loudness, the two perceptual dimensions
of tempo and brightness emerge as significant to salience measurements. The validity of these perceptual dimensions for similarity
judgments is well supported by perceptual literature [36, 39], especially for environmental sounds, which are the focus of our study.
We considered a simple parametrization for these dimensions
by using one acoustical feature for each, namely, duration and
spectral centroid. Using the SOAP paradigm, we observed an
interaction between these two features as predictors of salience:
the sounds with higher salience, i.e., higher median detection rate,
g
P
C, are those with faster tempo and lower spectral centroid. This
is consistent with the findings of Hove et al. [40] who observed an
advantage for temporal perception of musical tones at lower frequencies: it is easier to detect a glitch in the tempo produced by
a kick-drum than in the melody of an electric guitar when the two
instruments are playing together. The superior performance we
found associated with lower frequencies and faster tempos leads
to the important distinction between salience and novelty. If the
performance of our subjects was driven by novelty only, i.e., the
shortened ISI event by itself, then all sounds would have shown
the same performance, especially since the test was quite easy. Instead, the relationship between the subjects’ detection data, sC and
tempo is suggestive of context effects, that is, salience. In other
words, while novelty is agnostic with respect to the direction of a
change, salience is not.
The effectiveness of the spectral centroid and the contribution
of the residual loudness, measured by cLOUD, as salience predictors, are illustrated in Table 1. The advantage of including a perceptually motivated spectral weighting in the computation of the
spectral centroid is supported by the higher rank correlation value
associated with sCISO .
There is a gap between a computational model of salience and
the set of acoustical descriptors that emerge from the behavioral
data. We need to define the rules to combine such emergent acous-
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cLOUD
ρ

0.322

−sC

0.608

−sCISO

cLOUD−sCISO

0.669*

0.778*
∗

( )p < .05, N=10.

Table 1: Spearman correlation between PC and some of the tested
features. cLOUD is the 75th percentile of the short term loudness [35]. sC is the complex spectral centroid [36]. sCISO is the
weighted centroid with ISO226:2003[38] compensation. sCs have
negative correlation with PC.

tical features into a model. The higher correlation of the naı̈ve
composite feature F = cLOU D − sCISO suggests that computational loudness and spectral centroid are complementary, although
not purely additive, and lead to a higher rank correlation when they
are considered together rather than independently. This supports
the assumption that these features capture two quasi-independent
perceptual dimensions, i.e., pLOUD and brightness. Once we have
a set of features we need a criterion to combine them within our
computational model. To achieve this, we introduced a preliminary normalization step to add together heterogeneous features.
We normalized sC and cLOUD with respect to the values of the
other sounds of the corpus. In doing so, we assumed that the working memory works to generate a wider “context” for each sound,
including all the other sounds in our small corpus. We suggest that
a normalization strategy across all the sounds that are used is necessary for a computational model that predicts the relative salience
of a sound with respect to its “competitors”.
The SOAP paradigm is not suitable to test for interactions between working memory and the temporal characteristics of the isolated bird chirps (e.g., Deff ). This is because the tempos of the patterns are constant during a trial and the event to be detected comes
after streaming build up, therefore masking the effects of different
Deff values.
7. CONCLUSION AND FUTURE WORK
We proposed a behavioral definition of salience and used it to inform the design of our battery of experiments (Fig. 2). The results
of the interactions between response times and detection performance support the validity of our operational definition and confirm that salience is an early perceptual process.
We looked at the problem of foreground/background selection
using a pair of isochronous patterns presented in a spatial scenario
and a corpus of natural bird recordings. Within these boundaries,
we measured perceptual salience using the detection performance
of an anomalous event. We demonstrated that our experimental
paradigm is sensitive to context effects, which represent the main
difference between salience and novelty. This provides further
support for our behavioral definition of salience. We also showed
that our ground truth supports the use of three perceptual dimensions: tempo, brightness and loudness.
In order to establish the foundations of a computational model
of salience, we studied the relation between salience and the main
acoustical features representing the three perceptual dimensions,
namely duration, spectral centroid and computational loudness.
We reviewed the techniques to extract these acoustical features
and proposed a perceptually weighted spectral centroid to have a
higher correlation with our ground truth. We presented a strategy
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to combine the features using a normalization across sounds and
we showed that this simple additive approach leads to a better correlation with our ground truth. This is an important step towards
the computational model of salience based on the acoustical descriptors of the three perceptual dimensions that we considered.
As future work, we will use the salience battery to crossvalidate the emergent features presented here on a different corpus
of natural sounds, including human communication sounds such
as unconnected speech syllables or digits.
More research needs to be done to understand the role played
by the effective duration of a sound in determining its salience.
In order to do so we will consider “memorability” as a proxy for
salience. Therefore, we will avoid repetitive patterns and use, instead, a sequences of different sounds. This, in turn, will allow us
to explore salience while considering more than two sounds.
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ABSTRACT
In sonification methodologies that aim to represent the underlying data accurately, musical or artistic approaches are often dismissed as being not transparent, likely to distort the data, not
generalizable, or not reusable for different data types. Scientific
applications for sonification have been, therefore, hesitant to use
approaches guided by artistic aesthetics and musical expressivity.
All sonifications, however, may have musical effects on listeners,
as our trained ears with daily exposure to music tend to naturally
distinguish musical and non-musical sound relationships, such as
harmony, rhythmic stability, or timbral balance. This study proposes to take advantage of the musical effects of sonification in
a systematic manner. Data may be mapped to high-level musical parameters rather than to one-to-one low-level audio parameters. An approach to create models that encapsulate modulatable
musical structures is proposed in the context of the new DataToMusic JavaScript API. The API provides an environment for rapid
development of data-agnostic sonification applications in a web
browser, with a model-based modular musical structure system.
The proposed model system is compared to existing sonification
frameworks as well as music theory and composition models.
Also, issues regarding the distortion of original data, transparency,
and reusability of musical models are discussed.

For example, the use of a continuous or “chromatic” scale of
pitch to represent the data points may sometimes accidentally produce harmonically consonant sequences, with small integer multiple relationships, or dissonant harmonies with more distant relationships. Similar concepts may apply to rhythmic alignment,
symmetries in phrases, or timbral balance. With daily exposure to
music, it is difficult to assume that the listeners’ ears are free from
such musical perceptions.
This study of a generalized musical sonification framework,
and the development of an API1 , explores if it is possible, instead,
to utilize these musical effects, theories, techniques, and multidimensional structures in data sonification. Musical structures, as
long-established forms of “organized sound” [6], have an ability
to convey a multitude of information to listeners in a quick and
intuitive manner with their hierarchical layers. On the other hand,
their complex multi-dimensional nature also raises issues of transparency of data, as well as difficulty of generalizing sonification
systems for multiple contexts. We hope to address these issues in
the following discussions.
In this article, a new JavaScript web-browser-based API called
DataToMusic (DTM) is presented. The API has been in development since the Fall 2014 at the Georgia Tech Center for Music
Technology2 . Our main research interest in this API is to enable simultaneous experimentation, development and application
of reusable musical structure models for data sonification.

1. INTRODUCTION
Sonification is a unique research field where many applications
for scientific as well as artistic purposes coexist. Attempts to define the boundaries and terminologies have been made [1, 2, 3],
with widely varying conclusions. Hermann argues that, for instance, for accurate and scientific display of data, sonification is to
be separated from a musical approach and expressions, as an artistic painting cannot be regarded as a scientific visualization of data
[2].
While this may be true from the perspective of a scientific approach, the creator of a sonification has to contend with the realities of musical cognition and perception [4] and the tendencies of
postmodern listening [5].

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

2. RELATED WORK
2.1. Models and Frameworks
There are several existing frameworks for data sonification. Parameter Mapping Sonification (PMSon) [7] proposes generalpurpose methodologies for data analysis, preprocessing, and systematic ways of mapping data to audio synthesis parameters.
Model-Based Sonification (MBS) [8, 9, 10] offers a data-agnostic
and highly interactive framework, where virtual acoustic objects
generated from a data set are manually excited by the user. This
method enables users to create models that are “design-once-usemany”, unlike PMSon that requires a new mapping specification
for each application [8].
In the field of music theory and music technology, various
models and generalized frameworks for converting non-musical
1 Application

Program Interface

2 http://www.gtcmt.gatech.edu/
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input to musical outputs have been presented. The late 19th
and 20th century composers, such as Schoenberg, Stockhausen,
Boulez, and others, investigated methods of numerical and probabilistic manipulations of musical structure in serialism [11, 12].
Contemporary music theorists and scientists, including Toussaint
[13, 14] and Tymoczko [15, 16, 17] have also proposed mathematical models to represent and transform musical elements such as
rhythm and harmony.
With the introduction of modern technologies, composers explored the possibilities in algorithmic compositions and musical
AI systems [18], with rule-based, knowledge-based, and machinelearning-based model structures. An example in this area is David
Cope, who proposed models to capture stylistic elements of classical composers in a comprehensive manner [19]. In a recent sonification application, Nikolaidis et al.[20] employed a musical model
which maps the visual data of an aquarium to a high-level “tension” parameter of music, where hierarchical rhythm, melody and
harmony components were modulated inter-dependently in realtime.
Approaches to the musical structure models are, therefore, diverse and complex. With DTM API, we attempt to implement a
generic and abstract structure for variable data input, which may
potentially integrate the above-mentioned different musical models for low-level to high-level representation and transformation.
The details of the model implementation are discussed in section
3.3.
2.2. Tool Sets and APIs
There have been a number of attempts in the field to provide
general-purpose libraries and tool-sets for data sonification. Recent examples of such tool sets include Sonification Sandbox [21],
a Java-based cross-platform GUI environment, Interactive Sonification Toolkit developed by Pauletto and Hunt [22] in PureData,
and SonART for MacOS [23]. An example of an API is SonData3
[24], a tool set built for Max/MSP. This API employs both of the
previously mentioned sonification frameworks, PMSon and MBS,
as modules.
Many sonification applications are also directly built within
multipurpose environments such as Max/MSP4 and Pure Data5 ,
and real-time sound synthesis environments such as SuperCollider6 and Csound7 . These software environments offer immediate
or real-time feedback during the development of an application.
However, the standalone applications built in such environments
may suffer in portability with limited accessibility for various devices, operating systems, and deployability with installation requirements on the user’s end. It can also be more difficult to reuse
the code, written for specific data sets, in another application without utilizing middle-ware APIs.
It is also worth mentioning data visualization frameworks,
particularly browser-based libraries. Protovis [25] is a high-level
graph building library which provides a set of building blocks and
a system for automatic feature inheritance, scaling and layout in
a graph-like data structure. D3.JS [26], the successor to Protovis,
has become a popular library for web-based visualization development. It focuses on dynamic mapping of data to low-level HTML
3 http://joaomenezes.net/sondata
4 https://cycling74.com/
5 http://puredata.info/

6 http://supercollider.sourceforge.net/
7 http://csound.github.io/
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elements, enabling development of a wider range of visualization
models than its predecessor. RAW8 is an application and an API
built on top of D3.JS. It offers a variety of visualization models
that allow the user to quickly map to different data dimensions and
configure model parameters.
These visualization libraries have inspired DTM API to offer
building blocks in the form of array transformation functions, as
well as pre-built instruments that are ready to be used, while offering modularity and reconfigurability.
3. DATA-TO-MUSIC API
DataToMusic (DTM) API is a library for developing data-agnostic
sonification programs, and also a real-time environment for experimenting with musical structure models. It was chosen to be a
non-GUI-based JavaScript web-browser API for several reasons:
• It may increase the reusability of code, where a GUI-based
development tends to limit the integration of the code into
different applications, due to, for instance, their inflexibility
of code abstraction. (Many objects need to be “visible” or instantiated in order to function.) For a model to be generalized,
it needs to be reusable in different contexts.
• It offers a near-zero-cost deployment for the end user, as long
as modern web-browsers such as Google Chrome or FireFox
are installed. It also makes the application cross-platform including mobile devices.
• Developing a browser-based application makes it easier to integrate to a server application, which may provide streaming
data from another web service or host a central database collecting multiple data inputs. It also makes it possible to easily integrate with highly-developed visualization libraries for
web browsers, such as D3.JS.
• JavaScript is a dynamic and highly-extensible language which
enables on-the-fly extension of model implementations.
On the other hand, graphical programming languages, such as
Max/MSP, offer the capability of real-time configuration and interactive development with immediate feedback from the system.
This is highly beneficial for developing a real-time audio-based application. Although, for JavaScript, Chrome and Firefox offer a developer console with interactive REPL9 environment, this may not
be sufficient for testing a large-scale application. With text-based
audio synthesis languages, such as SuperCollider, an interactive
coding paradigm often known as livecoding [27] and JustInTime
coding [28] is becoming popular, where part of the code can be
selectively re-evaluated without resetting the whole system. DTM
API also implements an interface for such use scenarios, which is
discussed in a later section.
For its focus on real-time processing of data, along with current browsers’ constraints of memory and CPU / thread resources,
DTM API focuses more on symbolic processing of information
than low-level analysis and audio rendering. It enables the developer to employ high-level musical theories, abstract representations and algorithmic sound composition techniques instead
of more prevalent one-to-one and low-level parameter mapping
schemes. This allows the playback of high-density and multi8 http://raw.densitydesign.org/

9 https://developer.chrome.com/devtools/docs/console
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dimensional data in musically expressive ways, using WebAudio10
API as the primary audio rendering engine, with relatively low
CPU cost.
In terms of the interface and syntax design, much focus was
put on user accessibility and flexibility. Following the successful
examples of JQuery11 and D3.JS, method chaining, often called the
“fluent interface”12 , was chosen as the general style of operations.
A chained method returns the modified object itself and can be
cascaded in sequence, increasing the conciseness and readability
of code, and allowing in-line modification of objects.
DTM API aims to provide a low-floor and simple coding interface for casual users and non-expert developers in the audio or music domain. It allows rapid prototyping of applications using the
provided general-purpose musical models. With just a few lines of
code, the user can load data, instantiate a musical instrument, and
map a part of data set to modulate the sound or musical output.
// Asynchronously load or query data from local
or remote location.
dtm.data(’sample.csv’, sonify);
function sonify(data) {
var firstCol = data.get(’col’, 0);
dtm.instr().pitch(firstCol).play();
}
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TYPE
Generation
Scaling
Arithmetic
List
Operation
Nominal
Unit
Conversion

METHODS
fill, clone, reset
normalize, rescale, fit, stretch, morph,
exp/logCurve, pitchQuantize
abs, hwr, round, add, mult, powerof, etc.
limit, concat, repeat, shift, truncate, block, sort,
mirror, invert, shuffle, queue
histo, unique, classId, stringify
notesToBeats, intervalsToBeats,
beatsToIndices, etc.
Table 1: Array Transformation

TYPE
List
Nominal
Stats
Iterator

PARAMETERS
values, normalized, sorted, uniques, diff,
original
classes, numClasses, classID, histogram,
uniformity
min, max, mean, mode, median, midrange, std,
pstd, var, pvar, sum
next, prev, cur, palindrome, random, urn, step,
block, blockNext
Table 2: Value Query and Analysis

Example 1: DTM Hello World
The mapping of data to the parameters of a musical object
is made particularly simple but flexible. With the default adaptive mapping mode, the user can feed an arbitrary data format to
a musical model, with unknown data size, range, and type, then
the model analyzes, rescales and maps the input data to the full
range for effective musical expressions. This system is somewhat
similar to UrMus, a mobile audio programming environment developed by Essl [29], which enables a simple ad hoc connection
between different function “blocks” without a concern of manual
scaling.
A simple example of adaptive mapping operation in DTM for
a per-note volume modulation model is:
1. If the data type is nominal, convert to a numerical type by
taking a histogram.
2. Perform regression analysis of the curvature of the vector.
3. Apply a logarithmic or exponential curve for linear perception of dynamics.
4. Rescale the range from 0.1 to 1 for amplitude multiplication.
These transformation schemes may be modified any time as
the models of musical structure can be recreated on the fly. The
details of model expansion are discussed in a later section.
The automatic scaling to the full input range can be, however,
undesirable when a selected part of data needs to be compared
with another, or there is uncertainty for the incoming data stream,
as suggested by Pauletto [22]. For this, one may pre-normalize the
data according to the known domain value ranges before mapping
(pre-normalized or range-preserved mapping), or choose to do a
literal mapping by manually transforming the array.
10 http://webaudio.github.io/web-audio-api/
11 http://jquery.com/

12 http://martinfowler.com/bliki/FluentInterface.html

3.1. Core Modules
The API currently consists of 15 different modules. Among them,
the core modules are the dtm.data and dtm.array for handling
data, dtm.model and dtm.instr for creating modulatable musical
objects, dtm.clock and dtm.master for navigating and reading the
data content in a synchronized manner, and dtm.synth, dtm.guido
and dtm.osc for audio rendering or other forms of output. The
following sections explain each module in detail.
3.2. Data Handling, Analysis and Transformation
The dtm.data object is the starting point for sonifying data with
this API. It asynchronously loads local files in CSV or JSON format, binary data such as audio or image files, or requests data from
web services using REST APIs13 . It converts the loaded data into
JSON key-value format, flattening the nested structure into two
dimensional matrix as needed, and stores them in the forms of collections (rows) and arrays (columns).
The dtm.array object is the fundamental unit for data handling, which extracts a single dimension, or column, from the
JSON collection in the dtm.data object. It is loaded with a large set
of analysis and self-transformation functions. The data transformation functions adapt one-dimensional raw data or a potentially
unknown data stream to the musical structure models so that they
may have meaningful input to generate musical outputs, while retaining the original characteristics of the raw data such as contour,
density and value distribution.
Below is a simple example of array transformations. For simplicity, an arbitrary number sequence is used as the source for the
13 The REST calls services such as Weather Underground
(http://www.wunderground.com/weather/api/)
and
Shodan
(http://www.shodanhq.com/), where the response from each service
is parsed using the rule dictionaries.
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array object.
var arrObj = dtm.array([0, 2, -4, 3, 5, -10]);
arrObj.rescale(0, 6);
-> [4, 4.8, 2.4, 5.2, 6, 0]
arrObj.stretch(1.5, ’linear’);
-> [4, 4.5, 4.2, 2.7, 3.8, 5.3, 5.8, 3.75, 0]
arrObj.invert(1.0); // With a center point.
-> [-2, -2.5, -2.2, -0.7, -1.8, -3.3, -3.8,
-1.75, 2]

Example 2: Array Transformation
Querying the whole list of values, a single value at certain index, or statistical data is all done through the get(param) method.
This is mainly for protecting the data content by cloning the values before returning, as the objects in JavaScript are all mutable.
The below example also shows the usage of the array object with
streaming data, where the array content is updated with a queue
routine.
arrObj.getBlock(idx, size).get();
-> [2, 3, 9, 3]
arrObj.get(’mean’);
-> 4.25
newVal = 7
arrObj.queue(newVal).get();
-> [3, 9, 3, 7]
arrObj.get(’mean’);
-> 5.5
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patterns can also be implemented, such as the Clave rhythm[30],
or the II-V-I cadence. With the cadence model, for instance, the
first order differential of the array may be used, with which the
positive rise triggers the tense dominant chord, and the negative
motion triggers the release chord of I.
Models of musical structure can be expanded on the fly with
new parameter fields and method names as needed. This is done
in a similar way to the JQuery library with its plug-in development
system14 .
(function (){
// This stores the new model to the list of
available models, which can be instantiated
elsewhere by the name string.
var m = dtm.model(’name’, ’categ’).register();
m.mod.pitch = function (arr, mode) {
if (mode === ’adaptive’) {
m.params.pitch = arr.rescale(60, 100).round
().pitchQuantize(’major’);
}
// Return the caller itself. (The parent,
often an instrument loads this model.)
return m.parent;
};
})();

Example 4: Model Expansion Example

Example 3: Array Value Query
3.3. Musical Structure Models
As described previously, creating a model for describing musical
structures is a complex task. Any musical structure is inherently
multi-dimensional. For example, a melody played by the violin
may have notes with pitch, rhythm and timbre. The pitch may be
informed by the tuning, the chosen key and scale, and may imply
the current harmony or cadence. The rhythm may consist of the
onset time, level, duration, envelope shape, and may be affected
by the tempo. The timbre may be informed by the instrument’s
build, bowing, vibrato, and so on. The melody itself may be a part
of a phrase structure which modulates over time. The number of
elements in such hierarchical relationships is often much larger,
and each of them is to defined or modulated dynamically.
With the development of DTM API, the question of how to
generalize such musical structures, in the context of data sonification, is explored. It should ideally take any number and type
of data input and return coherent musical results. The approaches
taken by the authors are to support automatic or adaptive mappings, and modular and extendable data structures which allows
hierarchical and networked information sharing as well as time
alignment among the elements. We try to subdivide bigger structures into smaller ones, such as tuning, scale, onsets + duration,
and so on. Different musical models share the same data structure,
or abstract interface. Models with a similar role may be dynamically swapped, modifying the data mapping scheme and behavior
of combined musical output, which is named here as “instrument.”
The dtm.model is an abstract structure for implementing a
unit of dynamic musical structure, such as rhythmicization, note
dynamics, articulation, pitch modulation, pitch scale, chord voicing, timbre modulation, and so on. Commonly known musical

Each model is loaded as a module into a bigger structure,
which can be another model or a dtm.instr. Models loaded in
a parent model or a dtm.instr share information between each
other by referring to the parent (caller) and sibling models. The
dtm.instr object, a collection of smaller musical structure models,
outputs the final result as audio or score messages. Each model in
the instrument exposes one or more parameters that can be selectively modulated. The instrument object is intended to be a readyto-play musical device, where the user can load a preset instrument from the instrument collection, connect it to a data source,
and immediately hear the musical results. The user may choose
to modulate specific parameters of the instrument with data, or the
the target parameter can be accessed blindly with a parameter index number. When no parameter is modulated, or mapped to a
data source, the musical output is expected as very minimum and
static, such as a periodic pulse with a fixed pitch.
// Load and start the sound output.
var i = dtm.instr(’tumbao’).play();
// Modulate a known parameter.
i.intensity(0.3);
// Modulate a parameter by index.
i.modulate(0, arrObj);

Example 5: Loading and Modulating a Preset Instrument
Upon encoding non-musical information into a musical structure, there is also a concern of information loss by processes such
as quantization, down-sampling, and distortion of data by rescaling or up-sampling. For these problems, a two-layered approach is
proposed for manipulating the dynamic musical model, where one
may be called static “preparation” and the other dynamic “modulation.” In a “preparation” process, one or a series of values are
14 http://learn.jquery.com/plugins/
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mapped instantaneously to shape a characteristic musical motif.
For instance, with a specified mapping and transformation routine,
a rhythmic pattern may be created from a given sequence of data
to signify the characteristic of a particular data column. Furthermore, this may be created from the name of the data column as
a character array. A name string “latitude” may be, for example,
converted to a sorted class ID list15 , which may look like: [4, 0, 5,
3, 5, 6, 1, 2], then a beat index list: [1, 0, 0, 0, 1, 0, 0, 0, 0, 1, 0, 0,
1, 0, 0, 0, 0, 1, 0, 0, 0, 0, 0, 1, 1, 0]16 , then fitted to the length of 16
by up-sampling and down-sampling with a step interpolation: [1,
0, 0, 1, 0, 0, 1, 0, 0, 0, 0, 1, 0, 0, 0, 1].
This whole sequence of operations may look like:
var arrObj = dtm.array(data.get(0).get(’key’));
arrObj.classId().intervalsToBeats()
.fit(16, ’step’);

Example 6: Shaping / Instantaneous Mapping
Although the content of the pattern shaper can be updated in
real-time to gradually shift the shape, this musical motif is not
suited for representing the entire characteristics of a particular data
sequence by itself. Instead, it may make sense to be used as a
signature pattern as part of the ensemble of organized sound.
In contrast to “preparation”, with a “modulation” approach, a
single value or a small block of an array starting at a certain index
can transform the musical material in a continuous manner. For
example, a melodic pattern generated from the above-mentioned
technique may be enharmonically transposed up and down with
a single value or the mean / variance / etc. of a small moving
window.
var idx = 0; // Index for block-wise reading
dtm.instr().melody(arr)
.scale(arr.get(’block’, idx))
.transpose(arr.get(idx));
idx++;

Example 7: Instrument Modulation
The sequential modulation approach is also suitable for multiple dimensions of data to sonify at the aligned read indices. Regardless of the mapping modality, however, both methods of value
input accept either a single value or an array.
3.4. Audio Rendering and Other Outputs
Besides loading certain combinations of modules of musical structures, an instrument model may be created with a specific mode of
output in mind. Typically, this would be a real-time audio rendering with the dtm.synth object, using WebAudio API, or the
dtm.csound object for Google Chrome-based Csound17 pNaCl18
synthesis engine. In the instrument models that are provided in
the API, many of the modules harness the unique capabilities that
these audio rendering engines offer. For instance, a note-by-note
modulation of timbre is possible by generating a new wavetable
with a mixture of natural harmonics, utilizing WebAudio’s createPeriodicWave() function.
15 This

treats each list item, in this case each character, as a nominal
class, and returns numerical IDs.
16 The interval or note length is converted to the position of index.
17 http://csound.github.io/
18 http://vlazzarini.github.io/
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arrObj.fit(10, ’zeros’).normalize().get();
-> [[0.6587, 0.2082, 0.8949, 0.9791, 0.3686,
0.8929, 0.6555, 0.1797, 0.2698, 0.444]]
dtm.instr().wavetable(arrObj).play();

Example 8: Wavetable Synthesis
Other WebAudio-based parameters include note duration, amplitude envelope, 3D binaural panning, comb filter, parametrized
convolution reverb and FM synthesis. The classic subtractive synthesis approach may also be used:
dtm.instr().voice(’noise’).lpf(0.3)
.res(0.5).play();

Example 9: Modulating Subtractive Synthesis with Single Values
In this example, the normalized input for the low pass filter
is internally scaled logarithmically to set the cutoff frequency in
a linearly perceivable manner. These one-to-one parameter mappings are still effective in many situations, and the “default” instrument object exposes them to for quick experimentation.
As alternatives to audio rendering, other forms of output such
as Guido musical notation19 or MIDI messages can be sent through
an OSC20 , utilizing the dtm.guido and dtm.osc objects.
3.5. Real-time Events and Synchronization
The dtm.clock object is crucial in the system for real-time data
processing, navigation and rendering of audio events. In order to
achieve sub-millisecond resolution and adaptation to different environments, such as a server or different browsers, different implementations have been done using a buffer in WebAudio API21 ,
HTML5 AnimationFrame22 , JavaScript Date object, and NodeJS
process.hrtime23 . In the default state, the clock object uses the AnimationFrame method.
Each clock instance may be either independent or synchronized to the dtm.master singleton object. In order to synchronize
the clocks with different subdivisions (beats), the master clock
counts 480 ticks per beat with a specified tempo, such as 120
BPM, that are referred to by the sub-clocks with different subdivisions. This enables tempo synchronization between different
instances of instrument objects. Models within an instrument may
also hold synchronized or independent clock instances, which can
be accessed to add new callback functions on specified beats.
var beats = 8, idx = 0, numVoices = 4;
myModel.on(’every’, beats, function () {
// Generate a new chord to be applied to the
voices
chord = chordArr.getBlock(idx, numVoices)
.rescale(0, 11).round().unique().sort();
idx += beats;
});

Example 10: Varied Timing Event Call
19 http://guidolib.sourceforge.net/
20 http://opensoundcontrol.org/

21 https://developer.mozilla.org/en-US/docs/Web/API/AudioBuffer

22 developer.mozilla.org/en-US/docs/Web/API/window/requestAnimationFrame
23 http://nodejs.org/api/process.html
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4. INTERACTIVE AND REAL-TIME DEVELOPMENT
The process of creating an audio-based application poses a particular challenge to software developers. Unlike near-instant logical operations or static visual elements, the real-time-bound and
dynamic audio outputs almost always require in-real-time examination. Adding multi-dimensional musical structures, data navigation or streams, as well as potential inputs from the user introduces
further difficulties where the application designer may not be able
to predict many possible audio results, simply by not being able
to encounter certain combinations of inputs to the system while
implementing the audio parameter mapping. In such scenarios,
immediate and constant feedback from the system is valuable in
the development cycle.
DTM API enables iterative modification of the system such as
the expansion of musical structure models on the fly. However, in
order to tune the models as the data streams in, or without resetting
the data playback to the beginning, there was a need for updating
certain parts of the application, such as model, instrument, and
data mapping, while retaining the playback of the clocks, value
read indices, and already-instantiated objects. The API offers the
interface of live-updating the system, with a dtm.clock used for
selective evaluations of the system in a beat-synced manner. This
run-time reconfiguration is found effective for interactive and iterative development of applications and musical models, where finding effective transformation methods, static parameters, and data
source mapping for dynamic models are made easier.
// Instantiate objects
setup(function () {
dtm.load(’someData’,
// Assaign data to
d = data;
a = d.get(’array’,
});

only once
function (data) {
a variable
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Dashboard Project25 is a collaboration with Georgia Tech Research
Institute’s Configurable Computing Laboratory26 , where the environmental and traffic data of the city were collected and converted
into MIDI and musical scores in real-time. During the event, two
custom sensor boxes, each streaming 18 channels of data, were
used in combination with DTM API for dynamic remapping, a
real-time score system in Max/MSP (Figure 1) and a MIDI rendition in Ableton Live. The score was played by the flutist, cellist
and pianist from Sonic Generator27 . An instrument model for this
system was developed, which integrates all the above-mentioned
functional requirements.
setup(function () {
fl = dtm.i(’decatur’).name(’Flute’);
vc = dtm.i(’decatur’).name(’Cello’);
pf = dtm.i(’decatur’).name(’Piano’);
d = dtm.data().init(18, 32);
dtm.osc.on(’/rtdata/raw’, function(vals){
d.queue(vals);
});
function updateData(c) {
lux = d.get(0).normalize(2, 12165).limit();
blue = d.get(1).normalize(10, 21550).limit();
red = d.get(2).normalize(10, 21550).limit();
...
}
// ’p’ is the
// The mapper
literal’’
fl.pitch(lux,
.play();
});

’someKey’);

Example 12: Data Streaming and Update

// Create an empty model object
m = dtm.model();
// Create a default instrument object
i = dtm.instr();
});
// Set (swap) the model in the rhythm category
with the new object
i.model(m, ’rhythm’).play();
m.mod.sparseness = function (val, mode) {
// Redefine behaviors on the fly...
};
// Map an array to the model parameter
i.sparseness(a);
m.mod.articulation = function (val) { ... };

Example 11: Livecoding in DTM

5. EXAMPLE APPLICATION: SONIFICATION OF
ENVIRONMENTAL DATA
An application of DTM API was presented at the Atlanta Science
Festival24 in March, 2015. The Decatur Civic Sonification and
24 http://atlantasciencefestival.org/

‘‘prescaled’’ mapping mode.
also offers ‘‘adapt’’ and ‘‘
modes.
’p’).rep(blue, ’p’).ac(red, ’p’)

The real-time dynamic mapping of the streamed data was done
applying techniques such as range, scaling, block-wise summarization, first order and second order differences, interpolation and
extrapolation. The instrument model uses pre-normalized rather
than the adaptive mapping system, where the values are not automatically scaled to the full range, but instead preserves the input
dynamic range assuming the data is pre-scaled in 0-1 range.
Given the nature of traditional musical scores, with the relative difficulty of sight reading unanticipated instructions, this instrument model focuses on the use of the most common parameters such as pitch, rhythm and volume. These melodic parameters are presented to the audience with high-level descriptions,
such as “variety”, “cycle”, “articulation”, and internally modulate
multiple aspects of the instrument (one-to-many mapping). The
“variety” parameter, for instance, maps the sequence data values
to each available note, changing the duration of individual notes
while retaining the combined length of the melodic phrase (Figure
2). When the data moves less actively, the rhythm remains static
and constant. When the range of movement increases, the rhythmic pattern becomes more irregular and unique, reflecting the dynamics of the input data.
The combined duration of the melodic phrase is also modified
by the “cycle” parameter, which creates a repeated pattern from
25 http://atlantasciencefestival.org/events/event/1095
26 http://configlab.gatech.edu/

27 http://www.sonicgenerator.gatech.edu/
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6. FUTURE WORK
Currently, DTM API is in the beta state. A demo application with
an interactive web editor and the API documentation has been deployed online28 . A formal user study and evaluation are being conducted before the public release. The evaluations include the HCI
aspect of the programming interface, a computational scalability
test, and cognitive and perceptual listening tests, with and without the proposed musical structure models, as well as the adaptive
mapping methodologies.
In terms of the technical limitations, firstly, loading of data is
capped at around 500 MB with the current web-browsers. In order
to handle bigger data sets, the API may need to be integrated to
server applications as well. For this, the usage of WebAudio is
turned off by default, so that the API may be loaded and used in a
server application.
dtm.data currently can perform a minimal range of statistical
data analysis and preprocessing. It is planned to add such functions, including dimensionality reduction using PCA, as proposed
in PMSon data analysis framework [7].
Lastly, the high-resolution dtm.clock successfully enables a
large number of event calls, including data handling and audio
event triggering, in dynamic tempo at a reliable stability. The current implementations, however, fluctuate with between 1 ms to 10
ms of jitter, due to, for example, a large process buffer size in WebAudio or the limitation of the processing thread in AnimationFrame. This may limit the use of clock for low-level control of
audio parameters. A more stable clock implementation combining
real-time and scheduling methods will be explored.

Figure 1: Notation Output in Max/MSP

Figure 2: Example of Variety Parameter Modulation

7. CONCLUSIONS
1 to 7 times, according to a summarized value, such as mean or
variance, of the data buffer. This also affects the total length of
the melodic phrase. The “articulation” and “dynamics” parameters modify each note’s attributes, such as sub-note duration, slurs,
accents and rests. Finally, the “pitch” parameter simply modulates
each note’s pitch. During the development, rather than using the
absolute pitch positions, fixed motivic melody being transposed by
the data was considered. However, as the composition became relatively minimalistic with lots of phrase repetitions, using a motivic
shape was not suitable. Also, introducing the “preserved” range
mapping added the natural transposition effect which conflicted
with the melodic transposition parameter. As a result, the “decatur” instrument focused on the change of dynamics from static
to active, generating new melodic shapes every moment, rather
than using pre-generated motives. The composition was presented
twice in the form of a semi-fixed piece, where the musical form
and data mapping were pre-composed, as well as a livecoding
piece where the composition was developed as a real-time reaction to the incoming data. The minimalistic style and arrangement
chosen for the pieces, inspired by composers such as Steve Reich and Terry Riley, were effective for the form-less and gradually
changing musical representation of the data. The phrase modulations also worked effectively when the change of the data frames
was moderate, but were sometimes too sudden in change or too
static according to the data movement.
This project showed that, using the API, real-time reconfiguration of mapping and data-driven composition were possible even
involving human musicians and score generation.

Our study of generalizable musical structure models in DTM API,
therefore, explores the use of aesthetics and hierarchical layers of
sound to represent data in a systematic manner. The API provides
an easy prototyping system and an interactive environment for further investigating the models for different musical structures suited
for data sonification.
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ABSTRACT
For decades, researchers have been creating and evaluating socalled media spaces. Most of those were virtual spaces that bridge
physical distance in order to create a common shared space. In the
tradition of these spaces, upstairs supports peripheral awareness
between non-colocated spaces but follows a different approach.
Instead of creating a large unifying space, it makes use of the
metaphor of wall-diffused noises commonly known from neighbors
living upstairs or next door. When sharing a space, people are
subconsciously aware of other people’s activities, mainly because
of their interaction with the environment. We designed upstairs to
extend today’s telepresence and social presence systems (i. e. most
notably the telephone and videoconferencing solutions) that mostly
focus on the transmission of the conscious part of communication
and thereby enrich these systems by supporting peripheral awareness to allow for a permanent connection without distracting too
much. In this paper we present the design decisions that led to realized system, the technical setup and the study we conducted over
a two week time frame in the homes of couples in long distance
relationships.
1. INTRODUCTION
With upstairs we introduce a calm [1, 2] communication system
for couples in long distance relationships or, generally, people who
like to feel close to one another. It was inspired by the observation
that noises that diffuse through walls, e. g. coming from the upstairs
neighbors, can give long-term insights into these people’s behavior
and emotions. When sharing a space, we are subconsciously aware
of other people’s activities, mainly because of their interaction with
the environment. This awareness can be recognized as a socially
organized and contingent achievement which is often bound to
artifacts in the users’ environment. We built upstairs to study
if a subconscious level of awareness and communication can be
sustained while the interactants live at two remote places. Based on
communication theory, such a system should consist of at least two
parts for each space: a capturing device and a display for peripheral
use, meaning that it is “out of a person’s primary focus of attention.”
Interpersonal interaction consists of many information cues that the
interactants most often process in parallel. Roughly, these streams

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

Figure 1: Schema of two rooms being connected via upstairs.

can be discerned into being either consciously (e. g. speech, sign
language) or more implicitly used (e. g. prosody, facial expressions,
proxemics). While the conscious part of a conversation might stop
at some point, implicit streams remain indefinitely as long as people
share a space. In other words, even when people don’t talk to each
other, there is still communication going on.
When living in close physical proximity, for example in the
same apartment, people still perceive cues about the daily lives of
other people through walls and ceilings. People also like to modify
the amount and quality of cues they share with other people, for
example by opening or closing a door. What upstairs does is to
simulate a ceiling that connects two rooms as if they were adjacent
when they are actually not. Because the connection is purely virtual,
it not only works regardless of physical distance but can also be
much more finely adjusted than a physical connection can be.
There has been extensive research in the field of media spaces
where the goal was to connect two remote spaces as if they were
one single space [3, 4, 5]. Unobtrusiveness was paid little attention
to, though. Maybe for this reason, there was also little notion of not
only connecting spaces with technical means but also separating
them at the same time. Another relevant area of research is what
is called awareness systems [6]. These systems share the goal of
creating a calm connection that can also be persistent and therefore
upstairs can be seen as one such awareness system.
As illustrated roughly in Figure 1 and more detailedly in Figure 2, upstairs connects two rooms by virtually stacking them
mutually atop each other. It will appear to Person A as if Person B
lived upstairs and vice versa.1
Even though awareness systems share much of the same goals,
1 Note that the sound is always coming from above – and not from above
for one user and from below for the other as would be the case with the real
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Helsinki

no other systems that quite align with our design goals (cf. Section 2) have come to our attention yet. We previously built a
presence system using smartphones that transmit movement as vibration called FEELABUZZ [7] which was desigend along similar
aspects, but the approach did not achieve the desiresd calmness [8].

Speaker

Speaker

For the development of upstairs, the Blended Sonification guidelines [9] for auditory interfaces were followed with a focus on:
a) calmness and peripheralness
b) expectability and familiarity
Briefly, calmness and peripheralness connotes that the interface
should be placed in the ambiance of the user without distracting too
much. People are able to ’background’ large parts of the complex
soundscape they are surrounded by. When these environmental
soundscapes are used as a canvas we can benefit from that fact. If
a user wants to selectively pay attention to something, it is available at an instant with no further effort; if not, it stays out of the
way. It is possible to use such qualities of environmental soundscapes in artificial scenarios, for example by means of auditory
augmentation [10].
Additionally, when the information changes – which in this
case are the others user’s actions – and thereby the auditory representation, it can catch the user’s attention before returning to
the usual background noise. The sound stream should blend into
the environment and should be perceivable as coming from above,
i. e. upstairs. In general, the resulting auditory response should
be expectable by the users. It should stay within the bounds of
being familiar as much as possible. Hearing the sounds from a
neighbor above is an experience that many have made before and
is therefore well suited for this kind of display because it builds
on prior experiences. The interface thereby creates some kind of
illusion.
In accordance with these guidelines we tried to stay as close
to the original sound signal as possible. No arbitrary sounds were
added. The sound was just filtered to match a familiar metaphor of
walking or action sounds from a person who lives upstairs.
3. HARDWARE SETUP
On a technological level, we used contact microphones on the floor
that only capture the vibration of the floor itself but not of the air in
the room. That signal is then filtered, transmitted over the network
and played back over speakers close to and directed at the ceiling
to give the illusion of the sound coming from the room above.
We experimented with different kinds of floors and flooring
materials. Hard concrete or stone floor, soft vinyl flooring and
the very flexible and elastic floor of a shipping container office
transmitted footsteps very poorly: footsteps could only be heard
up to 40 cm away from the microphone for concrete and even
less for the elastic floor. Carpeting, even thin one, even worsened
the situation considerably. We found wooden floor to work best;
the only real loss of energy seemed to occur at plank boundaries.
Laminate flooring also worked quite satisfactory. All in all, we
observed that the perceived loudness of the footsteps in the room
itself is not a measure for the amount of acoustic energy that is
transmitted to and by the floor.
physical analog of two actual rooms one atop the other.

Bielefeld

2. DESIGN ASPECTS
Contact
Microphone

Contact
Microphone

Figure 2: Setup connecting two offices in Helsinki and Bielefeld.

loudspeaker

contact microphone

Figure 3: Local upstairs setup.

Common means to insulate against noise transmission to adjacent rooms have little effect on the walking noise within the
room [11] or on the effectiveness of our sound recordings with
contact microphones. In fact, when we used a sheet of felt between
the laminate and the concrete floor beneath it, even soft movements
without shoes became audible and sounded surprisingly natural.
To capture the contact sound, capacitive AKG C411 contact
microphones were used 2 because of their qualities in both capturing
performance – especially a low signal-to-noise ratio – and physical
robustness.
We experimented with variations in the number of microphones
for stereo or multichannel sound but found that in all our more
conventional setups, no perceivable spatial resolution was achieved.
Only a setup in a very large hallway was able to deliver convincing
spatial audio. There, the two microphones were spaced over 3 m
apart in an even larger room, allowing movement beyond the stereo
base. 3
To create the illusion of sound traveling through floor and ceiling, we used a band-pass filter (more specifically the combination
of a second-order Butterworth low-pass and high-pass filters) with
2 http://www.akg.com/pro/p/c411group

3 Recordings from this stereo setup can be found at https:
//soundcloud.com/lfsaw/sets/test-recordings-forthe-shared.
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cut-off frequencies at 50 Hz and above 300 Hz. Filtering was done
using the SuperCollider language.4
As the type of loudspeakers plays an important role for the
perceived sound due to the two factors frequency response and
radiating properties, we adapted filter parameters accordingly. By
facing the speakers upwards, the sound was distributed towards the
ceiling so that the first reflections are heard most prominently. The
resulting large emitting angle helped to increase the illusion of the
whole ceiling giving off the sound. The wider the emitting angle of
the speakers to begin with, though, the better the overall result that
was achievable.
Figure 4: Euler diagram of the relation between presence (a.k.a.
telepresence), copresence and social presence.

4. USER STUDY
4.1. Method
We conducted a small-scale study in order to get a first indication
regarding the effect of upstairs on couples in long-distance romantic
relationships (LDRRs) and to collect some user experience from
people using our system over a longer period of time.
We evaluated upstairs by giving two connected setups to couples living in an LDRR who installed the systems in their homes.
There were three couples, making for n = 6 participants in total.
Each couple was supposed to use the system for two weeks but in
one of the couples, one partner moved to a new apartment without
the necessary wooden or laminate floor before this two-week period
could be finished.
Participants were asked to complete one questionnaire before
starting to use the system and one afterwards.
The participants were all heterosexual couples and two of the
three were married. The participants were between 29 and 35
years old (x̄ = 31.3 a, SD = 2.1 a, Md = 31 a). The length of
their relationships ranged between 5.3 and 12.8 years (x̄ = 9.2 a,
SD = 3.4 a, Md = 9.5 a) while the part of the relationship that
they themselves considered to be an LDRR 5 varied between 41 days
and 3.5 years (x̄ = 1.7 a, SD = 1.4 a, Md = 1.8 a). These selfreports were not exactly the same between partners but reasonably
close (with an average standard deviation of 26 days and an average
coefficient of variation 6 of .04). Regarding the separation-reunion
cycle [12] at the time of the study, all participants said to meet their
respective partner two to three times a month. Participants were
also asked for their experience with computers and how much they
would consider themselves to have a disposition for technology.
All participants rated themselves within the two response options
signifying the most experience and disposition for technology on a
7-point scale. 7
Additionally to completing a questionnaire before and at the
end of the usage period, an unstructured interview was held with
each participant to also get subjective feedback, reflecting the exploratory stage of this research. The questionnaires were adapted
from a number of sources [13, 14, 15, 16, 17, 18, 19, 20, 21]; most
prominently from the Affective Benefits and Costs of Communication Technologies Questionnaire (Adult ABCCT) by [15] which
4 https://supercollider.github.io/

5 [12] proposed to prefer such subjective self-reports over objective but
arbitrary criteria in order to determine whether a relationship is long distant.
As for objective measures, the participants lived between about 250 km and
760 km driving distance apart.
6 The coefficient of variation is the standard deviation normalized by the
mean, i. e. CV = σ
.
µ
7 We actually required the non-local participants to have at least some
technical background because setting up the prototype was not trivial.

itself uses many sources but is mainly based on the very similarly
named Affective Benefits and Costs of Communication Questionnaire (ABC-Q) by [16] and the social connectedness questionnaire
also derived from the ABC-Q [17].
The questionnaires were anonymized with code names to avoid
impersonal and easy to forget numbers and implicitly encode gender
and pairing information through the use of famous movie couples.
The last couple were also given the opportunity to use the
system longer than we asked them to do. This was part of the
evaluation without the participants knowing this. We wanted to find
out if the participants used upstairs only because we asked them to
or if they liked the system so much that they used it for as long as
they could. We deemed this a more reliable method to assess the
motivation of the participants than asking them whether they liked
using the system or if they would use it if they had the opportunity to
do so (which we also did). Unfortunately, the schedule did not allow
for the other couples to be given this opportunity unsuspectingly.
4.2. Hypotheses
We expect upstairs to create an aspect of telepresence called copresence [22, 8] while not creating the more conscious social presence [23, 14, 8] and more generally cognitive load. The reason
is that we want the system to enable a permanent connection and
distractions should therefore be minimized.
We used copresence and social presence scales assembled from
other authors while developing a new cognitive load scale (cf. [8]
for details).
We therefore expect upstairs to induce a high amount of copresence while maintaining a lower level of social presence. Accordingly, cognitive load should be low and people should find it
convenient to have the system running continuously. Ideally, the
effects of the system should occur without the participants even
immediately noticing them or at least without them being distracted
from other activities.
Among all the scales present on the questionnaires, some of
which we will look at in the following section, we especially hope
to find a low Cognitive Load and a low Threat to Privacy since this
would correspond with our design goals.
However, it should be noted that the study has a very small
sample sizes, especially compared with the complexity of the questions raised and the tentativeness of the results can therefore not
be overemphasized. Because of this, the evaluation will be in large
parts exploratory and hypotheses-generating in nature.
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Still, putting the expectations from the previous section more
formally, these are the hypotheses we want to test:

Telepresence

1
2

(H1) Copresence ratings are better than Social Presence ratings.

3

(H2) Cognitive Load is lower than the scale center.

4

(H3) The perceived Threat to Privacy is lower than the scale
center.

5

(H4) The measure of Copresence is better than the scale center.

6

4.3. Results
In the following we will highlight important aspects of the results.
An overview of the complete set of scales used is also shown in
Figure 5. A more detailed evaluation of the study can be found
in [8].
Because evaluating such low-level channels as upstairs is nonobvious, part of the following evaluation will be concerned with the
scales themselves and how scales from different authors measuring
similar concepts play together.

Social Presence

Copresence

Median

Mean

Figure 6: Excerpt from Figure 5 showing only the Telepresence,
Overall Copresence and Overall Social Presence Scales.

4.3.1. Hypothesis Testing
The Overall Copresence (x̄ = 3.26, SD = .59) is significantly
higher than the Overall Social Presence (x̄ = 4.04, SD = .99);
paired one-tailed t(5) = −3.32, p = .011. Cohen’s d indicates a
large effect size (d = −.96 [24]) [24]. This confirms (H1) and the
non-parametric Wilcoxon signed rank test corroborates this result,
Z = −1.99, p = .023. Low values on these scales always signify
a high presence.
The Cognitive Load self-reports (x̄ = 3.38, SD = .33, low
values mean a low cognitive load) are significantly lower than the
scale center of µ = 4, paired one-tailed t(5) = −2.68, p = .022
with a large effect size (d = −1.69), confirming (H2) (Z = −2.00,
p = .023).
The perceived Threat to Privacy (x̄ = 2.13, SD = 1.35, low
values mean a low perceived threat) is also significantly lower than
the scale center, paired one-tailed t(5) = −3.93, p = .006 with
a large effect size (d = −2.48), confirming (H3) (Z = −2.20,
p = .014).
Overall Copresence is also significantly higher than the scale
center, paired one-tailed t(5) = −2.36, p = .032 with a large
effect size (d = −1.49), confirming (H4) (Z = −1.78, p = .038).
4.3.2. Copresence
All Copresence scales yielded similar and moderately good results
(Isolation/Aloneness: x̄ = 3.67, Md = 3; Mutual Awareness: x̄ =
3.56, Md = 3.5; Perceived Other’s Copresence: x̄ = 2.83, Md =
3) that were significantly better than the scale center when put
together (cf. (H4) in Section 4.2). Combining the Perceived Other’s
Copresence [20] and the two Copresence scales from the Networked
Minds Questionnaire [13] into one scale reveals that these scales
seem to measure the same construct (combined α = .89) which
is not surprising since – other than the name might imply – the
Perceived Other’s Copresence scale is not mainly about gauging the
partner’s state of copresence feelings. The two Networked Minds
scales 8 also work nicely together, (x̄ = 3.58, Md = 3, α = .85).
The participants indicated that upstairs managed to create a
common space between the two remote locations (“I often got the
8 Isolation/Aloneness and Mutual Awareness; referring to the Networked
Minds Questionnaire [25, 13, 26]

feeling of sharing a space with my partner.” CI.95 = [1.98, 3.69],
Md = 2.5), 9 even though participants did not forget that the two
locations were actually separate (“I was often aware that my partner
and I were at different places.” CI.95 = [2.31, 4.02], Md = 3).
4.3.3. Social Presence
There are two scales for social presence, both from [14]. One
uses direct questions, the other the semantic differential technique
developed by [27].
Generally, the social presence indicators are relatively low as
we had hypothesized, at least on the scale using direct questions
(x̄ = 4.75, Md = 5, SD = 5.03). On the scale using the semantic
differential technique, however, this is not the case (x̄ = 3.47,
Md = 3, SD = 3.73; cf. Figure 5). Both scales feature a similarly
good Cronbach’s α > .8 and their combined α is .88 whereas their
correlation is only r(4) = .57, p = .237. However, if the different
means (paired two-tailed t(5) = 2.94, p = .032) and the mediocre
correlation should mean that the two scales measure two different
constructs, the item-total correlations and a PCA do not support
this view (cf. [8]).
The system failed to transmit the moods from one participant
to the other as shown by the combined Emotion Transmission
scale (x̄ = 5.17, Md = 5.5) and in particular by items such as
“I was influenced by my partner’s moods” (CI.95 = [3.87, 6.13],
Md = 5). This point was further confirmed by all participants in
the interviews. Participants felt that there simply was not enough
information about the emotional state of the other in the signal and
could not imagine there to be such information with the exception
of extreme rage.
4.3.4. Telepresence
Telepresence, as used in this work, is a concept that is even more
general than copresence and does not necessitate any interpersonal
relationship. For a hierarchy of presence concepts cf. Figure 4.
The Telepresence scale (x̄ = 4.03, Md = 4) seems semantically related to the Mutual Awareness scale (x̄ = 3.56, Md =
9 CI
.95 = [x, y] means that the 95 % confidence interval ranges from x
to y.
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¬Relationship Salience

1 1

¬Shared Understandings
¬Knowing Each Others' Experiences

¬Networked Minds Copresence

0.5

¬Overall Copresence

2

¬Feelings of Closeness

3

¬Ability to Ignore

Median
Mean
Cronbach’s α
α ≥ .7

¬Overall Social
Connectedness

0
4

Vexatiousness

¬Isolation/Aloneness

-0.5
5

Cognitive Load

-1

¬Mutual Awareness

6

¬Perceived Emotional
Contagion/Empathy

-1.5 7

Threat to Privacy

Unmet Expectations

¬Behavioural Interdependence

Feeling Obligated

¬Perceived Other's Copresence

¬Opportunity for Social Support

¬Telepresence

¬Presence in Absence

¬Social Presence (Direct Questions)

¬Engagement & Playfulness
¬Staying in Touch

¬Social Presence (Semantic Differential Technique)
¬Emotional Expressiveness

¬Overall Social Presence

Figure 5: Overview of results for all scales of the final questionnaire. A larger area (smaller numeric value) means a “better” result and
scales that were therefore inverted in their meaning are marked by “¬”.
3.5). The correlation between the two is strong even though only
marginally significant r(4) = .75, p = .083 and they have a common α = .90. There are two items in each scale that do not fit with
the rest but otherwise the two scales are virtually indistinguishable.
The Perceived Other’s Copresence scale shows no such obvious semantic similarities (but a similar correlation r(4) = .81, p = .053,
common α = .86).
4.3.5. Cognitive Load

low buzzing noise which was the most annoying sound reported
by any participant. See Table 1 for a quantitative assessment of
these issues. The intended sounds transmitted by the system were
unanimously described as pleasant. It is therefore our impression
after the interviews that the cognitive load could have been even
better if the sound output had been free from digital or analogue
artifacts.
4.3.6. Privacy

The result of a low cognitive load (Cognitive Load: x̄ = 3.38,
Md = 3; cf. Figure 5 and (H2) in Section 4.2) was also strongly
emphasized in the interviews. Most participants said that they
were aware of the sounds but they did not bother them in any
way. One couple said that they often did not consciously perceive
the sounds and described them as being part of the background.
One participant described how he often only became aware of the
system’s output when the sounds had stopped because his partner
had gone to bed. Many participants commented on the presence of
unwanted noises such as blips and static and described these as the
most annoying part of the system, even though none said to have
been more than mildly annoyed. One participant heard a constant

Since privacy was a concern that we ourselves had, it is good to
see that this was not perceived to be much of an issue, with the
Threat to Privacy being rated significantly lower than the scale
center (x̄ = 2.13, Md = 1; cf. (H3) in Section 4.2).
The only concern mentioned during the interviews was that a
third party might gain knowledge over when the participants are not
at home. Other concerns were not mentioned and most participants
explicitly said that they were not worried to inadvertently disclose
anything to their partner over the system. This is also strongly
expressed in the questionnaire item “I worried that my partner
might learn something using the system that I want to keep secret”,
CI.95 = [6.07, 7.26], Md = 7. Some also mentioned, though, that
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Kind of Noise
Static (Rauschen)
Interruptions
Blips/Artifacts
Phantom Steps
Laptop Fan
Speech
Mobile Phone Interference

Number of
Users Affected
4
3
3
0
1
1
1

Kind of Sound

Table 1: Kind and frequency of noise reports for upstairs. Only
reports in the questionnaires are counted (either from the multiple
choice or the free answers – the latter are all entries below “Phantom
Steps”). Cf. Table 2 for intentional sounds that were transmitted.
Speech was heard by all participants but only put down once on
a questionnaire. A buzzing noise was mentioned in one of the
interviews but not put on a questionnaire.

this might be different with people that they were not as close to as
their partner.
4.3.7. Emotional Value
All participants reported at least some moments in which upstairs
created a feeling of closeness and attachment towards the partner.
For most, this feeling was a constant sentiment throughout using
upstairs while for some it was confined to such singular moments.
Many participants reported feelings of sadness or sentimentality
during the dismantling of their system or a feeling of loss afterwards.
Although upstairs managed to play this emotional role for
many participants, as briefly mentioned in Section 4.3.3, the system
apparently failed to transmit emotions or moods experienced by the
remote partners themselves. This can be seen from the bad values
on the highly correlated (r(4) = .85, p = .033, common α = .91)
Emotional Expressiveness (x̄ = 5.22, Md = 6) and Perceived
Emotional Contagion/Empathy (x̄ = 5.08, Md = 5) scales (Figure 5) and also from unanimous reports during the interviews. Few
participants saw any potential for such transmissions, no matter
what quality improvements would be made or how much time users
had to get used to the signals.
The reports from the questionnaires about the expectations
towards the partner regarding upstairs are a mixed bag; on the
one hand there are items like “I was disappointed when my partner wasn’t there when I tried to contact him/her using the system” (CI.95 = [1.86, 3.80], Md = 3) and “I was disappointed
when it took my partner too long to respond over the system”
(CI.95 = [1.76, 3.91], Md = 2.5) from the Unmet Expectations
scale (x̄ = 4.17, Md = 5), 10 indicating that there is a certain
emotional investment in the system. On the other hand, “I worried that my partner felt obligated to contact me using the system”
(CI.95 = [4.49, 6.51], Md = 6) and “I felt guilty if I didn’t respond to my partner when I perceived something using the system” (CI.95 = [4.66, 7.00], Md = 6.5) from Feeling Obligated
(x̄ = 3.04, Md = 2.5) seem to say that the participants did not
act on that emotional investment (cf. Figure 5). Similarly, some
10 As

July 8–10,
8-10, 2015, Graz, Austria
July

a sidenote, the Unmet Expectations scale gets a dramatically increased α = .66 (new x̄ = 5.17, Md = 5) if the poorly worded “I worried
that I was not meeting my partner’s expectations for our contact using the
system” is left out (original α = .13).

Footsteps
Knocking
Door Sounds
Chair Movement
Other Impact Sounds with Floor
Rustling
Impact Sounds with Furniture
Window Blind
Speech (unintelligible)
Speech (intelligible)
Misc Non-Structure-Borne

Number of
Mentions
6
6
1
3
2
1
1
1
6
0
2

Table 2: Types of sounds transmitted by upstairs as reported by
the participants in the interviews. All mentions were spontaneous,
therefore the true numbers may be higher if the participants forgot
to mention a certain type of sound. Multiple mentions by one
participant were only counted once. Noise not transmitted but
created by the system itself is not covered here but in Table 1.

participants reported in the interviews that they felt sad or disappointed when they used knocking as a direct way of communicating
through the system and their partner did not answer.
Depending on the interpretation, this emotional investment
need not be an entirely bad thing, even if it means that users are
disappointed when their partner is not there or otherwise does not
react. Seen within the greater context of technology dependence,
the new channel becomes just another of those pieces of technology
that we develop some level of dependence on, exactly because they
are useful.
4.4. Discussion
While it has to be stressed again that the results above are to be
taken with an appropriately sized grain of salt due to the small-scale
nature of the study, it is cause for optimism that our hypotheses
were confirmed, meaning that copresence was reasonably high and
higher than social presence, while at the same time the the cognitive
load and the perceived threat to privacy were rated low.
The lack of a measurable distinction between presence and
copresence poses the interesting question if there is a clear difference between these concepts for systems such as upstairs. It would
stand to reason that for systems that try to create the presence of a
remote partner, the presence in a common space with the remote
partner and the presence of the remote partner might be one and the
same thing. This would be because, as opposed to virtual environments, with systems like upstairs there is no sense of space other
than what is transmitted from the remote partner. This would also
be in accordance with the findings of [28, 29], whose correlation
between telepresence and copresence went away when immersion
decreased.
Some of the more mundane problems with the usefulness of
upstairs that were mentioned during the interviews were the need
to wear shoes,11 having the wrong flooring,12 and obviously the
11 As indicated earlier, a possible way to overcome this obstacle would be
to pad the flooring with felt, enabling even sneaking on socks to be heard.
This is quite intrusive of course so we did not require or even suggest this
in our study.
12 We required all participants to have wooden or laminate flooring but one
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problem of not producing any sounds when not moving, especially
for extended periods of time.
All participants used explicit communication in addition to
the implicit context communication the system provides anyway.
The participants used simple knocking patterns (e. g. three times in
a row) and no more than two semantically distinct patterns were
used (for greeting and parting). One couple had thought about
using Morse code but ended up not doing it, saying that there were
better ways to communicate verbally than upstairs. Another couple
developed the knocking into a ritual that they would perform each
time one of the partners came home.
Most participants said they did not have the impression that
upstairs changed their communication behavior using other media
with the notable exception of letting them know when their partner
was home so that it was worthwhile to call by phone.
All participants said that they would have used the system for
longer if they had been given the chance. The last couple who
actually had that chance continued using upstairs for several weeks
and only stopped doing so when one of the partners had a favorable
opportunity to personally bring the hardware back to us and used
this opportunity.
One participant said that he would not want to use such a
system indefinitely because he liked being alone from time to time
and with such a system he would never feel really alone.
The normal modus operandi of upstairs as a system that was
constantly running was very much appreciated. One participant kept
the system running even when leaving home for the weekend. It was
also emphasized that not having to adjust any system parameters
after the initial setup except for adjusting the volume from time
to time was very important. Nobody reported to have used the
possibility of self-monitoring after the initial setup phase.
The importance of directness was also often highlighted. The
knowledge that it was actually their partner whom they heard was
deemed important and when confronted with ideas of more abstract,
mediated or persistently direct systems (such as presence lamps [30,
31] or footstep recognition [32]), participants rejected them as much
less appealing.
As many participants used upstairs in the room they also slept
in, this was a recurring topic. One participant liked lying in bed in
the morning, hearing that her partner had already gotten up and also
found this a good motivation to get up herself. Two participants
found it comforting to hear their partners still being awake when
falling asleep themselves and one of them mentioned that she felt
like not going to bed alone when hearing her partner. Another
mentioned a sense of safety conveyed through the sounds of her
partner. One participant simply found it useful to hear when his
partner had already gone to bed so he could call her late without
risking to wake her.
Finally, it is good to see that the system seemed to be enjoyable.
Even though the Engagement & Playfulness scale itself has an
outright abysmal internal consistency (α = −1.33), its overall
value is quite good (x̄ = 2.50, Md = 2) and there are encouraging
items like “I was excited about using the system with my partner”
(CI.95 = [2.35, 3.65], Md = 3), “I had fun with my partner using
the system” (CI.95 = [1.29, 2.04], Md = 2), and “I liked using
the system” 13 (CI.95 = [1.54, 2.46], Md = 2).
In the interviews, using the system was described as “comforting”, “fun”, “enjoyable”, “entertaining”, “pleasant”, conveying a
participant had different flooring in other rooms and therefore effectively
went silent upon leaving the room.
13 not part of the Engagement & Playfulness scale
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“warm feeling” and as an opportunity to be closer to the partner
without having to actively do something.
4.4.1. Discussing the Acoustic Modality
The importance of the non-visual channel was emphasized unanimously by the participants, as a visual signal was thought to be
distracting or less persistent and easily forgotten. Being asked if
they could imagine using a visual analogue to upstairs, participants
dismissed the idea and said that not having to look somewhere to
monitor the signal was crucial.
In the interviews, participants described the sounds transmitted
by the system as pleasant. One participant said she needed two
days to get used to this new sound source because she at first confused the sounds with real neighbors or animals in the walls. Most
participants did not think that upstairs sounded like real upstairs
neighbors but this was not seen as negative. Some participants even
said that they found the quality of the transmission more pleasant
than that of a real ceiling as it was less muffled and more crisp
while still being dampened enough as to not be distracting. During
the interviews, “fitting”, “right” and “natural” were words used
to describe how the footsteps sounded. One participant called the
sounds “80 % authentic.”
Table 2 summarizes the types of noises participants perceived
via upstairs. As shown in Table 1 and mentioned in Section 4.3.5,
unwanted noises produced by the system itself were mentioned by
all participants with varying impressions on how annoying they
were perceived to be. For most of the participants, though, solving
the problems causing these acoustic artifacts was a prerequisite for
a hypothetical prolonged use of the system.
When asked to speculate on the effect of a system that simulated
footsteps within the same living space as opposed to the spatially
separated one upstairs provided, some participants felt that our
worries that this might be a creepy “poltergeist” kind of effect were
plausible but none came up with such worries by themselves.
5. CONCLUSION
We built a system called upstairs that connects two non-colocated
people by making them mutual virtual upstairs neighbors through
the use of contact microphones and speakers directed towards the
ceiling. The goal was to create a permanent connection that mediates a sense of copresence without the users having to actively
communicate or the system distracting them from other tasks or
their daily lives in general.
Even despite the limited sample sizes of the study we conducted, we feel cautiously confident to say that it showed that such
permanent, synchronous, low-bandwidth channels can be applied
successfully in a personal and home environment without inflicting
a high amount of cognitive load, a result that is complementary to
the design process by Hindus et al. [31] who moved away from
synchronous to asynchronous channels. They also found implicit
presence information not to be well-received by their focus group.
With upstairs we showed that people can accept implicit presence
signals. From the interviews and the free answers, we suggest that
such systems should be calm and make use of familiar metaphors
as well as function in an expectable way. We have some evidence
that copresence and telepresence are no distinct concepts in the context of copresence systems, while copresence and social presence
behave the way we had hoped, with copresence being higher than
social presence and them not showing a high correlation. Users of
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upstairs were extremely positive about its effect and all of them
wished to continue using it and they were able to provide convincing examples of when the system had an emotional effect on them
to make this claim believable. The one couple that actually had the
opportunity to continue using the system did so unsolicitedly.
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ABSTRACT
The interdisciplinary research project, Using Sonification to
COmmunicate public health Risk data (SCORe), aims to
experimentally test how sonification, interactivity in
combination with music, could increase the communicative
potential of a visual presentation directed to young people and
focused on health risk data of alcohol consumption.
Specifically, we are studying how this type of presentation
can support engagement with health information, and the
effective interpretation and recall of data. In order to explore
the possible influence of sound in understanding important
health risk messages, a 3-arm pilot randomised control
(participant-blinded) trial was designed. We compared a
visual presentation augmented by sonification, music and
interaction with a simple visual presentation and a visual
presentation augmented by simple user interaction. This paper
describes the most complex of the three health presentations
(the audio-visual and interactive presentation) and presents
initial findings that relate to this presentation only.
1.

INTRODUCTION

Misuse of alcohol remains one of the significant health
determinants in young people. Recent decades have seen the
introduction of a variety of health educational interventions
intended to increase awareness of harmful effects associated
with alcohol consumption [1, 2]. The improved understanding
has not, however, converted into significant reduction in
young people’s risky behaviors [3, 4]. For instance, within
young people’s alcohol drinking patterns, binge drinking (i.e.
drinking large amounts of alcohol in a short time often with
the intention to get drunk) remains one of the main public
health concerns [5] as early onset of binge drinking forecasts
the development of adult alcohol-use disorders [6]. Shortterm consequences of alcohol intoxication [7, 8] are widely
known. Long-term consequences of alcohol abuse, on the
other hand, which develop over time, such as liver cirrhosis,
cancer, and heart disease are rarely observable in young
people [9]. Consequently, long-term consequences are seldom
addressed in prevention campaigns despite some researchers
suggesting that young people who are aware of long-term
impact of alcohol misuse are less likely to engage in harmful
drinking [10].
Given the inadequacy of the presently available
prevention measures, it is clear that new ways of prevention
of alcohol misuse in young people need to be proposed to
tackle this important problem. To increase the effectiveness of
these efforts, communication strategies have to be specifically
designed for this segment of the population, for instance by
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considering the use of mobile devices such as the smart
phones and tablets which are preferred tools of
communication by young people [11]. The use of mobile
technology in health care communication (e.g. to deliver
recommendations to patients or appointment reminders) has
been examined by Cohn and colleagues [12]. The authors
concluded that the field of alcohol studies has yet to fully
move into this domain as a method of preventing or treating
alcohol problems, and highlighted the urgent need to engage
with interactive media in supporting alcohol help-seeking and
behavior change. Communication of alcohol-related health
risks supported by interactive sonification combined with
music may offer help in this respect as sonification is a novel
tool and thus potentially interesting to young people. The
interactive element can engage young people in a “game”-like
exploration of data, potentially increasing their self-efficacy
and control over their drinking habits (while at the same time
the presentation could provide information on how and where
to seek help). This way of presenting information can be
combined with music, which many adolescents are interested
in [13, 14], it relies on technology and can be easily adapted
for modern mobile technology, and it does not require
advanced numeracy skills and thus is available to a variety of
audiences. Studies exploring sound communication
interventions may be an important step forward in designing
future prevention campaigns to manage alcohol misuse in
adolescents. To the authors’ knowledge interventions of this
kind have not been implemented and tested to date. Indeed an
extensive search of several research databases, with the help
of the research librarian, was undertaken in 2014 and
identified no results. In this project, we tested the hypothesis
that a visual presentation augmented by interaction,
sonification and music could increase the communicative
potential of alcohol-related health and risk messages. To test
this we designed a 3-arm pilot randomised control
(participant-blinded) trial.
2.

SONIFICATION IN HEALTH

Sound feedback approaches have been used extensively in
medicine and for a long time [15, 16].
More recently, the use of auditory feedback has
been tested in a variety of medical applications. Edwards et
al. [17] investigated whether the visual microscopic diagnosis
of cervical cancer cells could be supported by an auditory
component. Cassidy et al. [18] have examined the possibility
of sound generation (through a vocal synthesis model) from
colon tissue scan data. Kagawa et al. [19] developed a
technique which allowed for the generation of sound
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information from diagnostic images in order to reduce the
fatigue of the radiologist and, consequently, maintain
accuracy in imaging diagnosis. Ballora et al. [20] have also
tested the use of sonification as an alternative diagnostic tool
to visual means. Mihalas et al. [21], who have applied sound
feedback as a complementary technique to visual
representation of heart rate (both in humans and rats),
indicated that sonification may successfully be implemented
for detection of arrhythmic events and comparisons between
normal and abnormal signals. Jovanov et al. [22] have
investigated the problem of fatigue during long duration
biomedical procedures and analysis. The authors have
proposed the application of tactical audio feedback as a means
of supporting a surgeon in positioning surgical instruments
without having to lose eye contact with the patient.
The usefulness of sonification for the analysis of
multi-parametric data such as EEG has also been observed by
Hinterberger and Baier [23] and Baier, Hermann and Stephani
[24]. The researchers used a MIDI (a protocol which allows
various digital music instruments or other musical devices to
communicate with each other) device to map and sonify
parameters extracted from the EEG data to different
instrumental sounds. This type of parametric sonification in
real time displays the rhythmic structure of human EEG
signals, which, it has been suggested, may help the treatment
of diseases such as epilepsy, attention deficit disorder,
depression or dementia.
Hinterberger et al. [25] have explored the use of the
auditory feedback for fully paralyzed patients with visual
impairment. During the experiment, all visual feedback
information was converted into audio signals, which
facilitated controlling the TTD (Thought-Translation-Device)
through auditory signals only. The authors indicated that selfregulation of brain signals can be learned with auditory and
combined auditory and visual feedback, however, the
achieved control over the TTD system is worse in comparison
with the visual alone. Use of sound as information feedback
for visually impaired people has also been investigated by
Berndt-Schreiber et al. [26]. During the experiment, the
images of several basic geometrical shapes (i.e. a circle, a
square, and a triangle) were linked and represented aurally by
different sound waveforms. Although the use of the system
requires training, in time the user is able to recognize more
complex graphical patterns conveyed by sounds.
Sonification has also been used for spatial
localization monitoring of the arms and hands motions of
patients who do not receive appropriate information from
muscles and joints [27]. Pauletto and Hunt [28] have
conducted an experiment to test the effectiveness of the
sonification of electromyography (EMG) data of patients’
muscles activity. Sonification was found to be useful as it
allowed the physiotherapist to focus on the patient instead of
monitoring the graphical representation of EMG data on the
screen[17-19]. Vogt et al. [29] have also investigated the
potential use of sonification in physiotherapy. The experiment
with patients with limited shoulder mobility showed that
sonic feedback provides satisfactory information on
perception and awareness of a body movement.
3.

SCORe RESEARCH PROJECT

The idea for the SCORe project (Using Sonification
to COmmunicate public health Risk data) originated from a
pervious collaborative effort, Jane’s story, an immersive
multimedia presentation [30], which aimed to exploit the
communicative qualities of sound (i.e. music, voice, sound
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design and sonification) to portray health risk data,
particularly to young people. The public received this type of
presentation very well during the Conference of the Centre
for Chronic Diseases and Disorders (C2D2) in 2013 and the
York Festival of Ideas in 2014. The success of this work led
us to hypothesise that a combination of sound design, film
music methods and sonification may influence how
effectively and accurately we recall information and increase
engagement with the visual presentation of data.
The starting point of the 3-arm randomised trial produced for
the SCORe Project was a visual presentation (presentation 1)
containing selected data on alcohol consumption by young
people in the UK and Europe [31-33] and alcohol-related
health risks. The presentation was then augmented with
interaction only (presentation 2) and sonification, music and
interaction (presentation 3).
The three versions of the prototype presentation
were developed using PowerPoint 2011 and its interactive
capabilities. This approach allowed us to create a prototype,
appropriate for pilot testing, very rapidly. After the test, the
presentation can be easily converted into an interactive
application for mobile devices. Such an application will
benefit from and integrate any useful observation and/or
result coming from the pilot trial. We also envisage using this
prototype and the results of the trial to inform the
development of an educational, exploratory game for young
people and a public interactive installation to be displayed in
the University campus.
3.1. THE EXPERIMENT
The experiment took place at the Department of Theatre, Film
and Television (TFTV) of the University of York between
November 2014 and January 2015 in a sound treated research
lab. Participants were sitting at a table about 1.5 metres away
from the screen where the presentation was projected. The
sonification and music was played through a stereo speaker
system (Dynaudio). The user was given a wireless mouse to
be able to interact with the presentation on screen. The trial
was preceded by seven validity tests with students from
TFTV. For the actual experiment we decided to primarily
target students from disciplines other than music, health
sciences or theatre, film and television, as these areas of study
could potentially introduce a bias in the trial. 96 participants
(age 18-25) were randomly allocated to three groups: 1)
Group I (32 subjects) experienced the visual presentation; 2)
Group II (32 subjects) experienced the visual presentation
supported by simple user interaction; 3) Group III (32
subjects) experienced the visual presentation augmented by
sonification, music and interaction. This design allowed us to
determine which additional presentation component
(interaction and/or sound) may influence health knowledge
and risk perception. Participants were asked to fill in a preintervention questionnaire in order to test their knowledge and
risk perception before the presentation. After the presentation
participants were asked to fill in the same knowledge and risk
perception questionnaire plus a number of questions to assess
how effective they perceived the presentation to be. Finally,
one month after the trial, participants were asked to fill in a
knowledge and risk perception questionnaire to check which
presentation helped them to recall the information more
easily. We are currently analysing the results of the full trial.
In this article we present initial results related to version 3 of
the presentation, which includes visuals, interaction,
sonification and music.

ICAD 2015 - 261

st srInternational
The
InternationalConference
ConferenceononAuditory
AuditoryDisplay
Display(ICAD
(ICAD-2015)
The
2121
2015)

3.2. THE PRESENTATION
The data used in the presentation come from a variety of
sources: Alcohol Concern Fact Sheet 2011 [34], the National
Health Service (NHS), and a number of scientific articles and
reports [32, 33, 35]. To make the presentation clear, concise,
and coherent, a professional graphic designer was employed
to create a unified style and colour palette. The design is
minimalistic and in line with the recent trends in graphic
representation. The colour palette is based on green, blue and
white (see Fig. 1).

Figure 1: Slide 1 - The title page of the SCORe presentation.
The presentation consisted of 11 slides. Each slide
is accompanied by background music that creates an
atmosphere for the slide and a background for the sonified
elements.
Five slides used sonification to represent aurally
specific information. A number of sonification techniques
were utilised: parameter mapping, in which data points
directly drive the selected sound synthesis parameters [36],
auditory icons, in which sound samples are associated with
particular data points through a metaphorical association [37,
38] and earcons, in which sound samples are associated to
data in an abstract fashion [40].
The music component was inspired by the uses and
functions of music in film and other media productions.
Film/media music is widely accepted and understood, in
particular by young people, and thus lends itself well for
communication purposes. In terms of music style, it was
agreed that the music would follow a subtle minimalistic,
mainly electroacoustic, approach rather than follow an
orchestral approach (Hollywood style). To summarise, the
music was used in three distinctive ways: 1) as an overall
support for the sonification, creating an emotional context; 2)
as continuity component, binding the presentation together;
and 3) as an interactive accompaniment, linked to
sonification, and responding to participants’ actions. The
creation of the music is discussed in more detail in [39].
The music was composed using non-linear
structures built from a number of interchangeable modular
components. This, in turn, allowed the structural flexibility
needed to fit the presentation and its interactive component.
Modular elements were created and edited in Logic Pro and
Pro Tools. In some instances the final form of musical pieces
was achieved through improvisation in Ableton Live 9. The
library of musical modules included drones, drones with a
distinctive rhythmic element, percussion loops, short melodic
phrases, and various ostinati structures. The final structure of
the majority of the musical pieces was divided into larger
self-contained modular blocks (i.e. arrangement variations)
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that could be applied to the succession of different slides. The
majority of music contains a characteristic static-like noise
either incorporated into the arrangement of the pieces or
appearing independently in situations where there is no music
in the background. The intention behind this practice was to
maintain a sound component throughout the presentation as a
binding element, but also to reflect the toxic nature of alcohol.
Finally, the music in this experiment was conceived to
primarily produce a background for this presentation.
Similarly to what happens in film, the music is meant to affect
the participants more on a subconscious level, rather than in
an explicit way. However, in some instances (see in 3.3 the
music created for the sonifications of slides 4 and 8) the
music was designed to influence participants’ perception in a
more direct way. Interaction played an important role in
facilitating users’ engagement with the presentations of the
data [40]. In this project we provided a number of simple
ways to interact, through the mouse, with the music,
sonification, visual objects and slides: 1) repeated listening
(each sonification could be listened to more than once), 2)
single data point listening (each data point of a bar graph can
be heard separately), and 3) the choice of listening order (the
user can decide in which order to listen to the sonification
elements present in each slide).
3.3. THE SLIDES
The first three slides are linked together by the same
musical accompaniment with a slightly different arrangement
for each slide, which provides an illusion of development in
the music. The first two slides, the title page (see Fig.1) and
the definition of alcohol, do not contain sonification or
interactivity. Their function is to introduce the topic of the
presentation.

	
  
Figure 2: Slide 3 - Alcohol units and standard drinks.
The third slide (Fig. 2) provides information about
standard alcohol units and links it to standard drinks in the
UK. By clicking on the icon of the chosen drink (e.g. pint of
cider, gin and tonic, etc.), participants reveal the alcohol unit
content for the selected drink, and trigger the appropriate
auditory icon. The auditory icons designed for the drinks
reflect the type of alcoholic beverage and their duration is
directly related to the alcohol unit content. Therefore, the first
drink, a glass of gin and tonic (1 unit of alcohol), is three
times shorter than a pint of cider (3 units of alcohol). The
sounds of the drinks were created by blending the natural
sound characteristic of a particular drink and appropriate
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musical sounds that can fit with the music as well as
symbolise the drink. For example, for a glass of whiskey the
sound of the ice cubes in a glass are mixed with a glassy, belllike percussive sound. The music arrangement of the piece
used in this slide is less complex than in the previous slides.
This is done intentionally so that the participant can focus on
the sonification. Additionally, all drink sounds are in the “A
minor” key, tuned to the background music.
Slide four (Fig. 3) provides information about binge
drinking in Europe. As binge drinking is linked to clubbing
and other types of young people’s social activities, we used
music inspired by recent trends in dance music (dub step
style). The slide presented the map of Europe with countries
marked by different colours, which reflected the bingedrinking levels expressed in percentages. By clicking on a
country on the map, the participant triggers a musical
sonification, whose complexity and amount of distortion are
linked to the percentage of binge drinking for that country
(the higher the binge drinking percentage the more complex
and distorted the music).

girls’ drinking is sonified with a violin sound (A natural) in a
higher register. The length of the sounds reflects the increase
of alcohol consumption with age. The sounds are triggered by
clicking on the bars.
Slide six (Fig. 5) is dedicated to the short-term
consequences of alcohol use.

Figure 5: Slide 6 – Short-term consequences of alcohol.

	
  
Figure 3: Slide 4 – Bing drinking for young people in
Europe

	
  
Figure 4: Slide 5 – Consumption of alcohol and age.
Slide five (Fig. 4) presents a bar graph comparing
girls and boys alcohol consumption at different ages. The
slide features a drone, which provides a neutral background
for the sonification of the bar graph. The sounds used for the
sonification of the bars combine two elements: a short sound
with a fast attack and the reversed variant of the same sound.
The bars showing boys’ alcohol consumption are represented
by a single piano note (A natural) in a low register, whereas

The slide features a human body with visible
organs. The idea for the sonification of this slide was to show
what happens to the drinker’s body when alcohol enters the
organism. By clicking on the organs we can listen to a
sonification of the impact of alcohol consumption on that
organ. All the sounds used in this slide can be divided in two
major categories: a) those directly connected to the organ, for
example, heartbeat for heart, breathing for lungs, etc.; b) those
indirectly connected to the organ function, e.g. kidneys or
liver. The sounds belonging to the first category are created
by selecting the natural sound associated with the organ and
applying various processes to it (e.g. addition of a reverb or a
flanger effect, etc.). The sounds from the second category are
created by blending together various natural and synthesized
sounds from sources that have a metaphorical association
with the organ. For example, the sounds of organs such as
liver, kidneys and the stomach are created by combining
sounds of various home appliances, e.g. a blender or a
washing machine, with watery sounds produced by boiling
water or a pitch shifted running water sound. Organs such as
the brain were sonified using different virtual synthesizers,
i.e. Spectrasonics Omnisphere soft synthesiser and
instruments available in Native Instruments Reaktor.
Additionally, many of the internal organs feature static-like or
metallic “drops” sounds to emphasise the toxic nature of
alcohol. This type of sound is particularly noticeable in the
sound representing alcohol spreading through the body
through the vascular system.
Slide seven is dedicated to the long-term
consequences of alcohol consumption such as dependency,
cancer, mental disorders, among others, and features
background music only. The undertone of this slide is rather
grim, and thus the music matches this particular mood. The
piece for this slide was combined from three major
components: a) a major-minor seventh sustained and
pulsating chord (a chord which is a staple attribute of many
Bernard Herrmann’s film music pieces), b) a melody in long
note values (combined from two melodic lines shifted against
each other in the time domain, obscuring the clear beginning
and end of the phrase), c) a static-like noise present
throughout the piece.
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The eighth slide is also dedicated to the long-term
effects of alcohol consumption, this time, however, it focused
on the liver cirrhosis mortality in England and Wales,
Scotland and European countries, between 1950-2002 (see
Fig. 6).

Figure 6: Slide 8 – Liver cirrhosis mortality.
The slide contains two graphs, one for men and the
other for women. We first attempted to sonify the graphs
using a precise one-to-one mapping between sound parameter
and data point. This approach created abstract and rather
unpleasant results. Our intention was to produce a musical
and engaging sonification. So it was decided that the
sonification should focus on the general trend and shape of
the graph lines, rather than the specific data values. The final
sonification uses a combination of sampled orchestral string
drones, glissandi, accelerando/diminuendo percussive effects,
and piano passages that roughly follow the lines of the graph.
This approach produced short sonoristic1 musical pieces, a
few seconds long for each line. The pitch and the intensity of
the sound were associated with the increase or decrease in the
mortality percentages. This, in turn, resulted in what could be
described as a “cinematic” effect, which was more musical
than the previous, more precise, sonification attempts, but
also represented well the message presented by the data, and
gave “depth” to the traditional two-dimensional graph. As in
slide 5, the low register is associated with men and the higher
register with women.
Slide nine again features only music accompanying
text describing the additional health risks associated with the
consumption of alcohol. The music is a drone with an
ambiguous mood. Finally, the last two slides (10 and 11) are
connected together by a short musical piece with an optimistic
mood based on a simple four-chord harmonic progression.
This piece also features a more complex arrangement than the
previous pieces.
4.

RESULTS
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comment on the effectiveness of the music, sonification and
interaction components.
The general feedback indicates that, thanks to the
graphic design, music and sonification, the presentation is
informative and engaging. All participants found the
presentation educational. Participants reported that they
learned a number of new facts regarding alcohol
consumption, among which were, for instance, the alcohol
content in various drinks; safety limits advised by the NHS
for men and women; the specific effects of alcohol on the
body; the fact that young people in some countries are
exposed to a grater risk of binge drinking; the mortality levels
due to liver cirrhosis; and that the UK has a significant
problem regarding the consumption of alcohol as compared to
other European countries.
The majority of the participants, 87% (28 out of 32)
found the presentation effective in communicating alcoholrelated risks. The following comments were provided:
“All the right things are in it; the comparison of
effects in different countries, the risks, shocking
ages that people start drinking at, etc.” [Subject:
076]
“I can definitely say that I learnt a lot [more] about
alcohol in the span of approximately 20 minutes
than I have since I began consuming alcohol. It was
an easy-to-follow, highly informative presentation
[…]”. [Subject: 124]
The overall experience with the presentation was measured on
the analogue scale 0-10 (with 10 being the best experience).
The mean score was 7.3 (SD=1.2), indicating a good
experience with the presentation. The participants commented
on their experience in the following way:
“It was one of the best [presentations] I’ve seen for
overall feel – nothing out of place, the tone was
right and the graphics, and the sounds made it
interesting.” [Subject: 072]
“Fun as well as informative.” [Subject: 001]
“I feel much more informed about alcohol misuse
and the sounds have made the facts stay in my
memory longer than if there was no sound.”
[Subject: 017]
“I really enjoyed the slide with the body parts and
related sounds.” [Subject: 097]
Participants were asked about what they liked the most about
the presentation and reported that the sound design and music
were particularly entertaining:
“I thought the sounds were fun and helped to
demonstrate the graphs and pictures better than just
looking at them.” [Subject: 139]

For the purpose of this paper we focus on the preliminary
results for experimental group III only, as this group received
the full audiovisual interactive presentation and were asked to

“The different music relating to the more
dangerous/worrying facts helped me remember the
worst facts/countries/ages”. [Subject: 041]

The term “Sonorism” (coined by Józef Chomiński as
“Sonorizm”) is associated with a distinctive style within
Polish concert music of the 1960s (Penderecki, Górecki,
Kilar, Serocki, Szalonek, et al.) that explored contrasts of
instrumentation, timbre, texture, articulation, dynamics,
movement and expression as a primary factor of a
composition.

“The music made me more concerned about the
effects of alcohol”. [Subject: 027]

1
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There were also some negative comments regarding the
overall sound and music used in the presentation, particularly
in relation to the ability to focus on the presented data or the
use of the sound component in some slides. For some
participants the music interfered with concentration:
“Some [sounds] were excessively overdramatic and
the music was used on information that was quite
trivial”. [Subject: 031]
“When a slide had general background music it
helped, but when each thing you clicked on had
different effects I found that a bit distracting […].”
[Subject: 081]
“Some sounds were un-necessary and a bit
distracting, particularly the background music on
some slides with other audio content”. [Subject:
070]
There were also comments regarding the intensity of some
sounds. This was usually related to the musical sonifications
of the liver cirrhosis mortality graphs, which were reported to
be:
“[…] at times the sound effects were quite intense”.
[Subject: 124]
“The sounds on most slides are a little too intensefor example, the graph showing that Scotland had
the biggest increase.” [Subject: 001]
The intensity of the sound used for the liver cirrhosis graphs
was intentional, showing the changes in the trends. Some of
the participants’ comments reflect our intentions:
“Playing the sounds in increasing level of intensity
makes the presentation more attention grabbing due
to the increase in pitch / volume of the music.”
[Subject: 017]
“The pitch mirrored line graphs over time, which
was good, and the loud music was played when
there was a high figure, and vice versa, which did
make me think a bit more about the figures.”
[Subject: 012]
“The cirrhosis bit I will remember for a long time,
and the Europe map bit, as they used memorable
techniques that portrayed the impact […].”
[Subject: 072]
The mortality levels caused by liver cirrhosis due to alcohol
use in Scotland for men are particularly interesting.
Illustration of this steep increase required application of the
high pitch glissando effect of the violins, which could be
perceived by some as uncomfortable. The views regarding the
sound design/sonification of some particular elements of the
presentation, for instance the sounds associated with different
drinks in slide 3, were also divided:
“I like how the drinks make ‘clink’ sounds when
you click on them.” [Subject: 046]
“The cheesy noises. The “ding ding” like on a quiz
show that sounded for some of the buttons”.
[Subject: 036]
The duration of some musical clips was perceived as too long,
particularly the sonoristic pieces used for the liver cirrhosis
mortality levels:
“Sometimes the length of the sounds were too long”
[Subject: 139]
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“The sounds seemed a bit out of place and
continued too long.” [Subject: 064]
We also asked the participants how much they thought sounds
and music contributed to conveying the message. 72% (23 out
of 32) of the participants indicated that the
sounds/sonification helped in conveying the message.
Similarly, 72% of participants felt that the music helped to
convey the message. Some of the participants provided
additional comments:
“The sounds often differed with regard to the
severity of the consumption of alcohol for instance
in the different ages groups. The music got more
high pitched the higher the amount of alcohol […]”
[Subject: 055]
“The heartbeat, the blood vessels, the lungs…. The
sounds of those organs in particular helped me to
visualize the possible effects alcohol misuse.”
[Subject: 021]
“The interactive sounds definitely had a great
influence on the messages being portrayed,
bringing the facts and figures to life.” [Subject:
124]
The questionnaire also included a number of specific subquestions regarding the appropriateness of the sounds/musical
clips associated with the specific elements of the presentation.
For slide 3 “drinks”, 75% (24 out of 32) participants felt that
sounds were appropriate for this slide. For slide 4, “Binge
drinking”, 72% (23 out of 32) participants felt that the sound
component (i.e. short musical clips) was appropriate. For slide
5, which showed the differences in alcohol consumption
between boys and girls in different age groups, only 53% (17
out of 32) participants felt that the chosen sounds were
appropriate. For slide 6, illustrating short-term consequences
of alcohol on the body, 87% (28 out of 32) participants
indicated that sounds were appropriate. For slide 8, reporting
on liver cirrhosis mortality levels using sonoristic sounds,
75% (24 out of 32) of the participants felt the sound
component was appropriate. In the additional comments
section participants indicated that:
“The sounds of the short term consequences
reflected what was happening in the body which I
found quite memorable. The music for the binge
drinking percentages was very dramatic in the high
percentage” [Subject: 055]
“Some of the sounds on the body organs page
seemed really representative of the organs […].”
[Subject: 134]
“The sounds were cleverly collaborated and linked
to the meaning and diagrams which was a clever
and effective tool to use.” [Subject: 124]
It appears that slide 6, showing the human body and
informing about the short-term consequences of alcohol use,
was the most memorable. We were also interested in whether
participants
perceived
the
relationship
between
music/sonification and the displayed information/data.
Overall, 61% observed this relationship in slide 3 “drinks”;
79% in slide 4 “binge drinking”; 63% in slide 5 “consumption
of alcohol”; 90% in slide 6 “short-term consequences”; and
79% in slide 8 “liver cirrhosis”.
Some of the participants additionally reported that:
“At some points I definitely felt the relationship
stronger than at other points during the
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presentation, but nevertheless I recognized a
relationship between the information shown onscreen and the music” [Subject: 124]
“[…] the presentation had quite an obvious relation
to the information being presented” [Subject: 001]
“It was definitely successful in that it matched what
was on the screen and I felt like I knew it was
putting the seriousness of the information into
sound […]” [Subject: 125]
However, one of the participants did not perceive any
particular relation between the music and the data presented
on screen:
“The music didn’t seem connected. It felt like very
generic background music that you would get in
this type of self-service presentation and not
particularly related to the subject matter.”
[Subject: 070]
5.

CONCLUSION

rather than by text, thus minimising the need for focusing
on reading while also listening.
6.

The SCORe research project is funded by the Centre for
Chronic Diseases and Disorders of the University of York
and supported by the Wellcome Trust [ref: 097829].
7.
[1]

[2]

[3]

In the SCORe project we designed an original health
communication intervention prototype. This intervention
focused on information about young people’s alcohol
consumption in Europe and the UK, and related health risks.
We designed a trial to compare the effectiveness of a visualonly presentation of data with two augmented versions of this
same presentation: one with interaction and one with
interaction, sonification and music.
We have presented in this article preliminary results
related to the group of participants (32 in total) that
experienced the full audio-visual and interactive presentation.
The analysis of the overall trial is still in progress and it will
be the focus of a future article.
From these preliminary results we observe that:
1) The majority of the participants’ comments on the
different aspects of the presentation were positive.
2) Slide 6 (i.e. the short-term effects of alcohol on the body)
was particularly successful in engaging the participants
with the health information. This slide is perhaps the most
inventive and original of all the slides in the presentation,
and the one with the potential to be easily reinterpreted as
an interactive installation/game where a user could see
and listen to what is happening to the body and to
particular organs when excessive alcohol is consumed.
Imagine, for instance, a 3D representation of the body
with organs that can be listened to at different stages of
intoxication, etc.
3) Some of the participants indicated that the music was “a
bit” distracting. This comment highlights the importance
of maintaining a balance when stimulating different
senses (vision, hearing, etc.) during a presentation. We
recommend that in interventions of this kind music
accompaniment should be very simple and minimalistic,
e.g. a neutral drone. This would allow for an easy
transformation of the music in accordance with the
selection of different sections of the presentation (e.g.
different organs and the severity of the intoxication). The
use of a musical underscore solely based on the timbreorientated drones (which are free from harmony and
rhythm) would also facilitate a homogenous blend of the
music and sonification, allowing the latter to remain
dominant and easily absorbed by the users.
4) We also suggest that some of the information could be
delivered in the form of an audio narration/commentary
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ABSTRACT
When developing new devices for assistive technology, it is
important to consider auditory response times to different kinds
of warning and navigational sounds. Perception, processing and
action following the presentation of auditory stimuli depends on
several parameters, the most important being the stimuli
themselves and the method used for providing feedback. With
the growing market penetration of mobile devices
(smartphones, tablets etc.) and increasing popularity of
crowdsourced solutions, we have chosen to develop a mobile
application for the measurement of reaction times with respect
to a wide range of stimuli, including sine tones, speech and
various kinds of clicks and noises. During tests, participants are
asked to indicate the direction of sound samples by pressing the
appropriate button on the touch screen. Stereo panning can be
used up to five directions. In this paper, our goal is to
demonstrate the viability of this approach through a set of basic
(at this time, not yet crowdsourced) tests performed using the
application. A rudimentary statistical evaluation of measured
response times and success rates was performed. Results were
compared to an earlier study using similar categories of stimuli.
As in that study, some relative differences between the stimuli
types were found, i.e. the 1 kHz panned sine and pink noise
categories were shown to be somewhat more favorable than
speech and click-trains. Future enhancements to the application
will include tilt-based input control – allowing for the
participation of visually impaired test subjects who cannot see
the response buttons – as well as extensions allowing for the
logging and analysis of large-scale crowdsourced test results.

1.

INTRODUCTION

Reaction time is an important parameter in a large variety of
use-case scenarios where quick response to safety issues is
essential.
Test installations usually incorporate auditory and/or visual
excitations and investigate subject reaction times in terms of
This work is licensed under Creative Commons Attribution
– Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

time taken to press an appropriate button or to take an
appropriate steering action. Common areas of interest include
driving assistance scenarios, aviation tasks and combat
simulator operation [1-5]. Assistive technologies helping
impaired people in safe navigation – especially in the case of
multiple sound sources – also benefit from well selected
auditory stimuli in their auditory interfaces [6-13]. This
application area carries with itself additional challenges
inasmuch as feedback is not only required to be fast and
accurate, but it is also required to take into consideration a
potentially broader set of user interactions than the mere
pressing of a button. For example, directional instructions can
be responded to by a broad range of limb and/or full body
movements. Thus, the test environments developed for the
evaluation of assistive technologies can be expected to involve
an equally broad range of interaction modes, including the
tilting, turning, shaking or translational displacement of the
mobile device.
Several authors have in the past investigated the relative
advantages of various kinds of auditory stimuli in different
contexts (among many others, examples can be found in [1315]). In this paper, we present an application we have
developed for such purposes. As a first step towards its
evaluation, we compared the results obtained in a set of offline
(i.e. not yet crowdsourced) experiments to a very recent report
by Nagel et al. on the measurement of response times in
navigational tasks [15]. We use the same categories of stimuli,
including panning, noises, female TTS (text-to-speech) and sine
stimuli as summarized in Table 1 [15]. The experimental setup
in Nagel et al.'s paper was developed using MATLAB and
dedicated hardware equipment for low latency measurement.
The input device included three buttons corresponding to three
directions. Eight listeners were tested in a 50-round random
order test run after a suitable training period. Both response
times and success rate were measured.
Summarized results showed overall response times of 450.8ms
with a standard deviation of 180.4ms. Responses faster than
100 ms were rare, while responses slower than 1 second were
frequent. Panned sine tones were confirmed as the best (M =
338 ms, SD = 118 ms, success rate = 95%) while long chords
resulted in the slowest reaction times and much lower success
rates (M=533 ms, SD = 198 ms, success rate = 79%). After
three runs, mean response times were about 6% better than in
the first run [15].
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In this paper, we considered these results as a baseline for
comparison. Our investigations also focus on similar excitation
signals, although the hardware/software architecture used for
the presentation of stimuli and for the analysis of response
times was somewhat different. For this reason, we first discuss
the measurement setup and procedure, along with possible
advantages and disadvantages. This is followed by a
presentation and comparative discussion of results. A final
section on future work highlights possible enhancements.
Type
Chords
Distinction

Left
Major

Straight
Sine tone

Right
Minor

(f_B=300Hz)

(f=300Hz)

(f_B=300Hz)

Click train

Sine tone
0 deg
Mid pitch

White
noise
+90 deg
High pitch

sine, 80 Hz

sine, 200Hz

sine, 4000Hz

“Left”

“Straight”

“Right”

sine, 800Hz

sine, 800Hz

sine, 800Hz

(f=300Hz)

Panning
Pitch

-90 deg
Low pitch

Speech

MEASUREMENT SETUP

2.1. The CrowdAudio app
The application was developed by the authors for the Android
platform with the long-term goal of conducting not only
laboratory but crowdsourced auditory psychophysical
experiments. Through the use of the application, an important
research question will be whether any kind of statistical
smoothing performed on vast amounts of crowdsourced data
can compensate for variabilities in hardware setup and the lack
of standardized experimental protocols. In its current version,
the app supports the flexible creation of tests in which the
direction of wave samples linked to 2 or 3 directions can be
queried from users (Figure 2). Reaction times and measures of
correctness are recorded by the app into a locally stored log file
(Figures 3 and 6). The parameters associated with each test
include:






Number of directions (2 or 3)
Number of test questions (1-100)
Minimum delay between test questions
milliseconds)
Maximum delay between test questions
milliseconds)
Maximum response wait time (in milliseconds).

features to increase users’ level of interest and willingness to
contribute), which involves displaying the top 5 scores of all
time, as well as the current user’s relative performance, was
introduced to further encourage correct answers at low response
times (Figure 5). This game score is not used for the purposes
of scientific evaluation and only serves to encourage users to
participate actively. Upon the selection of appropriate settings,
results are saved to a text file in .csv format (Figure 6).
2.2 Test protocol used

Table 1. Stimuli in Nagel’s experiment [15].
2.

Austria
JulyJuly
6-10,8–10,
2015,2015,
Graz,Graz,
Austria

(in
(in

The difference between maximum and minimum delay between
test questions serves to create uncertainty as to when exactly
the next wave sample will be played. Following the minimum
time delay, the GUI is activated and lights up, however, the app
continues to wait for a random amount of time (maximized at
the difference between the maximum and minimum delay)
before actually playing the next test question. The maximum
response wait time is specified so that the test can be aborted
whenever the test subject is interrupted or is ostensibly not
paying attention (Figure 4).
When a test is complete, a summary of results are provided to
users. An element of gamification (i.e., the use of game-like

The application was installed on two smartphones and one tablet
from the same vendor. In the case of smartphones, headphones
were attached, while in case of the tablet, a set of built-in
loudspeakers (on two sides of the device) were used. No special
selection criteria were applied for the headphones, users were
allowed to use either their own equipment or the one supplied
by the administrator of the tests.
To keep the number of variables investigated to a minimum, the
number of directions was set to three (left, right, front), the
number of questions in each run to 15, and all maximum delay
times to 2 seconds. Sound was played back from the left and
right speaker in the case of left and right directions respectively.
In the case of the front direction, both speakers radiated sound
(50%-50%) in order to create a frontal sound source image. If
the test is aborted by the user or automatically due to the user
exceeding the maximum response wait time (Fig.4.), tests were
repeated and logged data were deleted during the evaluation
process. The app logged the user’s unique identifier (name),
gender, age, date and time of the test. This allowed for the same
users to repeat their tests any number of times, while allowing
for the integrated evaluation of results. Thus, although the main
goal was to test reaction times for different categories of stimuli,
it would have also been possible to measure correlations across
both individual users and groups of users.
In a way similar to the tests reported by Nagel et al, the
following samples were used: 1 kHz sine, pink noise, click-train
burst and female TTS speech. The current test included the
Hungarian version of TTS samples “left”, “right” and “front” as
this was the mother tongue of most users in our preliminary
experiments. In further use, English samples will be provided.
Two different methods were used for the generation of samples.
In the first method, test samples and real-time filtering was
done using SuperCollider-Android (a port of SuperCollider for
Android); while in the second method, simple playback was
provided of pre-filtered wave files. In the latter case, sound
samples were created in 44.1 kHz / 16 bit resolution and stored
as stereo wave files (e.g. in case of “left” only the left channel
was active). As long as only short wave files were used, the
latter approach was preferred and used in this test.
In every run, 15 random questions were presented to the users,
and even though this is a multiple of 3, it was not guaranteed
that all 3 directions would be presented exactly five times.
Results were stored in a log file, which was later imported into
Excel for further evaluation. Figure 6 shows the logged data.
Experiments were conducted using the application in normal
listening rooms with staff guidance. Altogether, there were 15
participants in the experiments (9 male, 6 female, between 23
and 47 years of age, with a mean age of 34 years). All subjects
were sighted persons.
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Figure 3. Feedback on correctness and measured time
delay following each test question.

Figure 4. Tests are aborted when user is apparently not
paying attention.

Figure 5. Results are summarized following the test.

perhaps be outweighed by the advantages of the availability of
large amounts of data.

2.3 Advantages and disadvantages of the approach
Before presenting results, we briefly discuss the advantages and
disadvantages of the approach taken.
It is a well-known fact that Android devices as well as other
popular mobile platforms run pre-emptive operating systems,
meaning that all measurements will inherently involve some
random latency that depends on a variety of factors, including
number of background processes, memory availability and
others. Compared with previous investigations, in which
dedicated low-latency hardware was used, together with e.g.
audio recording technologies to detect the times at which the
stimuli became audible and the (physical) response buttons
were pressed, the approach reported here involves more
uncertainty.
On the other hand, the use of a relatively limited set of devices
together with large numbers of (crowdsourced) data means that
hopefully relative differences remain comparable. For example,
if response accuracy or delay is found to be more favorable for
one type of stimuli compared to another, the use of the same
pair of devices, along with a sufficient number of
measurements can mean that relative differences can be
generalized.
An important question in the long run will be whether enough
data can be collected in crowdsourced settings such that
differences in devices and testing protocols can be compensated
for in a statistical sense. If the answer is in the affirmative, and
statistically rigorous approaches are used, then the
disadvantages associated with the lack of fixed latency can

3.

RESULTS

Altogether, participants delivered 1990 responses for evaluation.
1925 were correct (96.73%) and 65 were (3.27%) incorrect.
From the correct answers 126 (6.545%) were labeled as outliers.
Outliers were defined per person if measured reaction time
value was at least 50% higher than of the mean reaction time of
the same person. Such outliers were considered to be due to
incorrect use of the touch screen, tapping outside the borders of
buttons, or releasing the buttons too fast. The data was tested
for normal distribution using a linear regression model.

Figure 6. Example showing the format of logged results.
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Results for the test signals (PN: pink noise; 1k: 1 kHz sine; CT:
click-train; SP: female TTS speech) are shown in Table 2.
Results based on gender are shown in Table 3. Five of the
subjects performed each test several times. Figure 8 shows
average response times for the first five runs. After the third run,
users’ response times became relatively stable.

PN
1k
CT
SP

MIN
0,406
0,490
0,565
0,470

MAX
1,285
1,551
1,473
1,350

MEAN
0,753
0,769
0,843
0,828

MED
0,736
0,748
0,815
0,815

SD
0,131
0,138
0,149
0,158

ERR
2,85%
2,48%
4,81%
3,33 %

Table 2. Minimum, maximum, mean, median, standard
deviation and error rates for the test signals (excluding outliers
and incorrect answers).

Figure 7. Box and Whisker plot for all test signals (left) and for
male and female results (right).

male
female

MIN
0,406
0,523

MAX
1,350
1,473

MEAN
0,760
0,838

MED
0,733
0,823

SD
0,146
0,140

ERR
3,49%
1,96%

Table 3. Minimum, maximum, mean, median, standard
deviation values and error rate for male and female subjects
(excluding outliers and incorrect answers).

Figure 8. Average response time for five subjects in the same
test after repeated trials in seconds.
4.

DISCUSSION

The main purpose of the investigation was to see whether the
use of the CrowdAudio application yielded realistic results
when used to measure reaction times to various auditory
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excitation signals through touch screen interaction on mobile
devices. According to Table 1 and Figure 7, signals were
detected with an accuracy of 97.15 - 95.19%. Pink noise and
the 1 kHz sine were detected most accurately, as in the
experiments reported by Nagel et al. Errors using the click-train
signal and speech were more frequent. The same applies to
mean and median values, and SDs were also larger.
The overall mean response time for correct answers was 798ms,
much larger than Nagel’s 450.8ms. This is probably due to
differences in equipment, that is, the difference between the use
of dedicated hardware with hardware buttons in contrast to the
touch screen of a mobile device. Although in general
applications (e.g. for blind people) we do not expect such
differences to play a significant role, they do highlight the fact
that response times highly depend on the input media and the
feedback action required from the user. The same observation
can be made with respect to minimum and maximum response
time rates in this comparison.
In order to find out whether differences in performance among
stimulus categories were significant, a one-way ANOVA test
was performed. Prior to that procedure, the O'Brien test was
used to determine whether the data sets were sufficiently
homogeneous. As the result was in the negative, a logarithmic
transformation was applied as a pre-processing step, following
which the criterion towards homogeneity was satisfied. The
subsequent ANOVA test confirmed that differences between
test types were significant (p < 0.001).
Left and right directions were easily identified by the users
upon first use, but inexperienced subjects (that is, most subjects)
asked about the meaning of the “front” direction and how they
should perceive sound sources in the frontal direction. Subjects
usually did not localize this direction at all (and this was not the
purpose of our tests either), but they adopted and learned the
link between the sound coming from both speakers and the
button with the up arrow. Future work will include 5 directions
instead of 3, with 45-degree directions emulated using stereo
panning. It is assumed that introducing these directions between
front and side will increase both error rates and reaction times.
Preliminary results of test runs using 5 directions support this
assumption.
In general, speech was not favorable to user performance. It
was difficult for users to abstract away from the semantic
meaning of spoken words, and to interpret the signals merely as
directional cues. Hence, an interpretation of speech required
more time. Furthermore, all other signals were active at full
loudness throughout the entire presentation time, while speech
samples are different for each direction (especially in
Hungarian) and users needed some time to recognize even the
first vocals.
Based on the results of the participants who performed the
same test many times, reaction times were not significantly
altered after three runs. It is suggested that about three full runs
are needed for naïve participants to grow accustomed to the test,
i.e. to learn the signals, the presentation method, and to
optimize their strategy for obtaining the best results. This also
corresponds with Nagel’s experiment, who measured response
times that were 6% faster after three runs. While this cannot be
seen as a “real training and learning effect” in a classical sense,
results nevertheless indicate a short accommodation time and a
low number of trial runs to achieve maximal efficiency of
inexperienced users in such tests.
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It was observed that users tended to use this small application
as an “unofficial” competitive game against their own as well
as others’ results. After some test runs users developed their
own method to maximize their chances for acting fast. This was
usually done by placing the device on a table, holding the index
finger as close to the screen as possible, and a bit below the
“front” arrow. Although it was not determined how participants
should use the device, none of the subjects were holding it in
the hand(s) and/or were trying to use more than one finger. In
turn, this often led to users to react in haste, and in some cases
the speed of their movements was such that their pressing
motions were not registered by the touch screen. Quite often
this led to outliers in the data set.
5.

FUTURE WORK

SUMMARY

[1]

[2]

[3]

[4]

[6]

[7]

[8]

[9]

[10]
[11]

[12]

[13]

A mobile application for the Android platform was presented
along with a measurement of reaction times of 15 untrained
subjects using four different acoustic stimuli. The 1 kHz
panned sine and pink noise produced the best results, while
click-train and the female TTS speech were less favorable to
performance. These results were shown to be significant. Mean
response times of about 800 ms were detected, which is much
slower than could be achieved using dedicated hardware
feedback devices. Although there was no special protocol
designed for the training of individuals, after three runs naïve
users were able to use the system at their full potential.
7.

8.

[5]

Plans for future work include:

Extension of possible directions to 5 or 7 using prefiltered stereo panning of sources in wave file format
in the horizontal plane (no HRTF filtering and no
vertical simulation is planned),

Measurement of response times for feedback given
by tilting the mobile device instead of pressing
buttons on the screen,

Inclusion of blind participants in the test, especially
for testing alternative GUI and feedback options,

Testing possibilities for including directions outside
the frontal hemisphere (e.g. from the back) with
additional filtering such as using pink noise from
behind and white noise from the front,

Testing the effect of vibration using the built-in
vibration motors of devices (as an extension to the
stimuli),

Testing the effects of training, i.e. how response
times and accuracy evolve after several test runs,

Offering the application for free use and testing using
crowdsourcing in order to compare lab data and data
gathered from the Internet [16, 17].
6.

8–10,
2015,
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[14]

[15]

[16]

[17]
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ABSTRACT
The past century has witnessed the emergence of expressive musical forms that originate in appropriated technologies and practices.
In most cases, this appropriation is performed without protest—
but not always. Carefully negotiating a space for sound as an objective, scientific medium, the field of sonification has cautiously
guarded the term from subjective and affective endeavors. This
paper explores the tensions arising in sonification popularization
through a formal analysis of Sonification of the Tohoku Earthquake, a two-minute YouTube video that combined audification
with a time-aligned seismograph, text and heatmap. Although the
many views the video has received speak to a high public impact,
the features contributing to this popularity have not been formalized, nor the extent to which these characteristics further sonifications’ scientific mission. For this purpose, a theory of popularization based upon “sublime listening experiences” is applied. The
paper concludes by drawing attention to broader themes in the history of music and technology and presents guidelines for designing
effective public-facing examples.
1. INTRODUCTION
Sonification of the Tohoku Earthquake was a YouTube video uploaded nine days after the March 2011 Tohoku Earthquake in
Japan. The earthquake was accompanied by a powerful tsunami
that killed thousands of people, caused billions of dollars of infrastructure damage, and untold environmental catastrophe. A chilling
“natural” phenomenon, the geophysical event was captured digitally using seismometers and quickly made available online. The
decision to represent it using sound—as the creators intended—
gave deep expression to the destructive powers of our planet’s natural processes.
In sonification, the case of music is often problematic. In principle, sonification welcomes interdisciplinary perspectives and insights, yet musical or aesthetic listening practice admittedly does
not coalesce smoothly with an objective, scientific mission. Efforts to construct definitions for the field echo this sentiment [1].
Musical appropriation is positioned as a fringe case, or not proper
sonifications at all.
Discussing objectivity and aesthetics as a battleground be-

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

tween two opposing forces is not fitting. Positioning it as a scale in
need of balancing is only a slight improvement. The full cultural
capital of sonification may be determined by the extent to which
it can transgress traditional epistemological dichotomies. Towards
this goal, researchers have argued against differentiation [2], for
transcendence [3], for listening-centered design [4], and for application in music research [5].
Tohoku was not intended as a “musical” piece. It was never
meant to be performed in a concert hall, and many viewers undoubtably left before the piece played to completion. Its popularity1 however speaks volumes to the power of sonifications that
“transcend scientific or artistic practice” [3]—sonifications that
pour forth from broader socio-historic relations of listening rather
than a specialized scientific initiative. If an when a “killer application” does arise, it may not be scientific, and may instead arise in
the context of music or popular culture [6].
This paper analyzes Tohoku using frameworks derived from
music, philosophy, and science popularization. After identifying
Tohoku in a history of auditory seismology, this paper situates itself
in a broader context of sonification popularization and “sublime
listening experiences” [7]. Tohoku’s formal content is presented
using a tailored visual score and supplemented by video content
analysis. This detailed approach allows a critique of aesthetic decisions according to the following three questions:
1. What features contribute to Tohoku’s popularity?
2. What about Tohoku offers experiences of the sublime?
3. Is Tohoku a “success” for the sonification community?
A discussion follows that identifies characteristics contributing to popularity without detracting from scientific legitimacy. The
topic is then abstracted to trends in contemporary music whereby
sonification and specifically Tohoku are at home. This discussion
contributes to an ongoing dialog on the relationship of sonification
and music [8], and the extent to which their research agendas can
be “mutually beneficial” [5].
2. SEISMOLOGY, POPULARIZATION, AND THE
AUDITORY SUBLIME
Earthquakes are a natural geophysical phenomenon created by a
release of energy on the earth’s crust and producing seismic waves
that travel along its surface. Although the waves themselves travel
at frequencies well below the human threshold for perception,
1 47K+
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sounds produced as a result of these waves have a rich history,
inspiring collection and categorization [9]. Recently, sound reproduction technologies have been applied to listening to the previously inaudible seismic waves [10, 11, 12]. These researchers
have approached sound as a unique medium for representation, viable as a functional tool and capable of “challenging the epistemic
power of the eye” [12, p. 229].
The functionality of auditory seismology is balanced by a history of aesthetic reflection [13]. For example, the naturalist John
Muir recalls being suddenly awoken, both glad and frightened, by
a sound “inconceivably deep and broad and earnest, as if the whole
earth, like a living creature, had at last found a voice and was calling to her sister planets” [14, p. 263] (as quoted by Kahn [13]).
Muir’s allegorical impression of the Inyo Earthquake of 1872 highlights a powerful emotion whereby the terrifying is overcome by
an estimation of inconceivable greatness and power. Though perhaps sharing many features with what might be termed “beautiful,”
it is differentiated as being worth of fear, carrying it to a new plane
altogether. The emotion elicited by estimation of inconceivable
greatness and power has been termed “the sublime” [15, 16].
The scientific arm of sonification has largely concerned itself
with the first case—the use of sound production as a tool for producing new data insights. Although sound can not be “seen,” this
does not necessarily disavow it from scientific method, functionality or objective knowledge. In spite of the way non-speech audio
usually occurs in music, listening is not merely capable of arousing
emotions and aesthetic appreciation.
This ongoing struggle in the community for scientific credibility has received recent attention in the work of Supper [17]. Within
the so-called “hierarchy of the senses” [18], Supper states that the
field of sonification acts as a “breaching experiment” that “challenges conventions of scientific representation” [19, p. 26], while
seeking a place in the prevailing doxa [20]. The notion of “challenging” in this case might be re-termed expanding. In contrast
to a static, stale, and pure representation of data, expanded scientific convention may invigorate data through sound and appeal to
experiences that defy strictly quantitative measurement.
In the pursuit of this goal, sonification has been appropriated
into what might be considered more “traditional” functions of organized sound. Artistic practice [2] and science popularization [7]
are two such areas. For example, instead of experts listening to
to extract hidden information about a complex dynamic process,
non-specialists listen and react emotionally or aesthetically without acquiring deeper objective knowledge per se. These expanded
listening practices occur in social and cultural contexts (e.g. concert halls, online), and draw value not from data relationships, but
from the meaning of the work, which may be mediated by an artist,
scientist, or publicists’ interpretation. For example, science popularization writers often leverage interpretations that leverage any
and all facets of the social and cultural context. Audiences may be
drawn to ‘exotic,’ ‘mysterious,’ or ‘eerie’ sounds [7], and it is not
uncommon to draw upon musical metaphors.23
One thought for the way that science writers attract audiences
is by appealing to the sublime. Supper has demonstrated how in
various scientific fields, publicists have used sonification to con2 E.g.
“Using
the
Sun
to
Make
Music”
https://www.youtube.com/watch?v=kcqiLvHiACQ. Date accessed :
December 5, 2014.
3 “Singing
Comet Detected by Rosetta Is Pure Science
Weirdness”
http://www.huffingtonpost.com/2014/11/13/singingcomet n 6150246.html. Date accessed : December 5, 2014.
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struct and advertise “sublime listening experiences” [7]. They
occur most often for phenomenon that have traditionally been
associated with the sublime (e.g. astronomy, volcanoes, earthquakes), but may also happen in the small (i.e. genetics). Listening is proffered as a unique, immersive and visceral experience
that frequently draws upon social and cultural conceptualizations
of sound. Although this type of popularization may lead to many
listens, the type of listening (e.g. non-specialist, affective) may
do little, or even counteract the objectivity of sonification in the
public’s mind.
This paper makes explicit the “sublime listening experiences”
theory, and approaches the subject from the ears of the listener
rather than from the written words of the communicator or advertiser. Do listeners actually have sublime listening experiences?
What if anything contributes to this possibility? Can sublime listening experiences be compatible with sonification’s objective, scientific mission?
As with other sound producing technologies, it may be necessary to teach how to listen, or what to listen for [21]. The popularization of Tohoku can not be explained solely by “sublime listening
experiences,” and there are additional requirements originating in
the preparation of the listener. The following sections analyze the
form and content of Tohoku as source material for a subsequent
analysis.
3. TECHNICAL & AESTHETIC CONTEXT
To understand the technical side of the piece, one must first realize that the so-called “sonification” is not a sonification, but an
audification [22]. Audification is a process whereby a previously
inaudible signal is made audible by direct transformation into an
acoustic pressure wave in the audible domain [23]. In the case of
seismographic signals—those originating from the fluctuations of
the earth—frequencies below 1Hz are common. At any magnitude, the corresponding changes in pressure waves are too “deep”
or “low” to be heard. To make this data audible, the creators compressed a seismographic signal in time, making it exactly 1440
times shorter in length. Perhaps not coincidentally, this transforms
one day of data into one minute of audio.
This decision is one of three that might characterize an otherwise aleatoric form. The second—much less important than the
first—is the simple transformation of amplitude of the signal to
fit in an audio buffer. The result of this transformation is simply
a change in loudness with otherwise no changes in frequencies.
The third is the spatialization of the signal. In this case, four seismographic signals (three in Japan, one in Russia) are spatialized
between the left and right stereo channels.
Seeing how little was done to create the audio, it may be more
insightful to highlight what was not done. In his chapter in The
Sonification Handbook [22], Dombois lists other techniques available to an audification designer. In addition to transposing the signal to a perceptually desirable frequency range by resampling, one
can also filter to minimize uninteresting components and highlight
those that matter. If the dynamic range of the signal means that
the difference between loud and soft is too great or small, one can
use dynamic compression or expansion. In some cases, it might
be useful to time-reverse a signal, or add reverberation, though in
general techniques that add new frequencies should be avoided.
The phase vocoder [24] is the last tool Dombois recommends, and
it is useful insofar as it lets the designer independently adjust pitch
and speed. It may be advantageous to change the pitch without
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changing the playback speed, or on the other hand, to change the
speed without adjusting the pitch.
The analysis of their compositional decisions is not complete
without analyzing another possibility for transforming the seismographic signals in to sound—that of parameter mapping sonification (PMSon) [25]. By contrast to audification, PMSon treats the
data signal not as an acoustic signal, but as a set of instructions to
be applied to the control parameters of another sound producing
object. This object can be an acoustic, electronic, or digital instrument, or a collection of such sound-producing objects like an
orchestra.
The parameter mapping approach was used by Marty Quinn
for his Seismic Sonata.4 Like Tohoku, the “sonata” uses seismographic data, in this case from an earthquake that occurred in California in 1994. Instead translating the data directly to an acoustic
pressure wave, Quinn maps the seismographic signal to a collection of 45 discrete pitches based upon a C-major scale and plays
these pitches with a piano and oboe. To draw attention to important
places in the data, Quinn uses additional orchestral instruments
such as plucked strings, bells, low sustained strings, and a timpani
drum.
Instead of compositional complexity—created by additional
signal processing or parameter mapping—Tohoku is marked by its
stark absence. By representing the fluctuations of the earth’s surface directly, and drawing the listeners attention to an aspect of
nature that might otherwise be unheard, the piece might be linked
with contemporary musical practices of soundscape composition
and acoustic ecology [26]. Instead of using a microphone however, the composition arises from a seismometer, a technology that
was not designed for sound recording or production, but has been
reappropriated for an aesthetic purpose. Using this technology, Tohoku exposes the listener to the raw timbre of the earth’s surface
as it bursts, buckles, and purges its way to a new stasis. The resulting experience can be characterized by a purity of sound, a clarity
that would degenerate with further sound processing or mapping.
Within the audification aesthetic, unessential sonic additions must
be avoided as they would amount to creative anathema.
4. FORMAL CONTENT
The piece begins with a bang—literally and explicitly. In fact, as
the title suggests, this piece is really about this one bang, which
serves as an exposition and introduction of the listener to the formal content. The material that follows this initiation—the next 1.5
minutes of the piece—is a continuation and resolution from this
first explosive nightmare.
4.1. Visual Score
To study and present the unfolding of the earthquake in time, the
first minute of the piece was transcribed as a musical score.5 Instead of a cartesian conception, the score uses a polar coordinate
system with time directed radially outwards from the center of the
canvas. Although in traditional western music notation, a piece
is often scored linearly, facilitating a clear trajectory of the piece
from beginning to end, this was not chosen for the visual score. In
these pieces, musical emphasis is typically distributed throughout
a piece, with the conclusion being often just as important as the
4 http://www.drsrl.com/seismic.html
5 Actual

Accessed: September 24, 2014.
timings start at 00:08:50 and end at 01:08:50.
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beginning. This is not the case for Tohoku. On the contrary, what
is important about this piece is the shattering surprise of the first
quake. As the score suggests, as time approaches infinity, events
become less frequent and more dispersed. Although the score focuses on the first minute, Tohoku lasts two minutes total. There
is not a precise ending, just a moment the creators chose to stop
listening.
Following the initial shock, the earth continued to shake but
with less intensity. The presence of earthquake-like single events
after a big earthquake are called aftershocks. Although less important than the initial quake, they are the acoustic events that describe
the piece until its conclusion. Though at first hardly differentiable
from the major quake and mostly contributing to its monstrous,
unified timbre, as time stretches away from the initial quake, they
become more discernible. They occur randomly in time, intensity, and spatial location and always occur in the midst of a noise
resembling the cracking of wood under pressure.
To create Fig. 4.1, the exact timings of salient aftershocks
were recorded and positioned on the canvas randomly except for
cases in which the timbre, spatial location, or timing was a salient
descriptor. When timbre was salient, it could be described as lower
or higher than the other aftershocks. When spatial location was
prevalent, it was usually located to the right of center. When timing was salient, the occurrence of multiple aftershocks in a short
period of time gave the impression of an echo, or closeness in their
relationship. On the score, each aftershock is represented by a circle whose radius is determined by the loudness of the event, and
whose foci represents the exact position of the quake in time, radially from the center of the canvas. When timbre or spatial location
was salient, this was used to determine the position on the canvas
(up/down→high/low timbre, left/right→left/right stereo position)
along the exact radial position.
Aftershocks occur with all manner of magnitude and those
that were included in the score as circles were those that were the
strongest. The events that were not audibly differentiable yet nevertheless contributed to the timbre are notated as red lines radiating
outwards from the center of each aftershock and ending abruptly
with a crack. These cracks were too many in number to be counted,
and thus they are portrayed in density rather than precisely in time.
These aftershocks occur with diminishing frequency until the end
of the analysis.
4.2. Stasis
A somnific character enters 37.5 seconds in to the analysis: the
return of faint broad-band noise to the signal. For the listener,
it may not be clear why this happens, or what this corresponds
to. However, on careful auditory analysis, it is strikingly similar
to the noise heard at the beginning of the piece, before the first
quake occurred. The physical correspondence of this event is not
clear (and may even be evidence of prior low-pass filtering), but
the similarity of the two temporally displaced sounds is notated in
the score through the color orange.
Orange represents stasis, or the presence of normalcy. For the
first 6.5 seconds of the analysis, there is a faint rustling noise. This
precludes the first quake, and provides context whereby the listener can determine what “peaceful/uneventful” sound is like. The
return of this sound towards the end of the piece is marked by a
circle at 37.5 seconds and wavy orange lines continuing until the
conclusion of the piece.
Each aftershock includes orange in its center between the foci
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Figure 1: A visual score representing one minute of the Sonification of the Tohoku Earthquake. Time radiates outwards from the center of
the canvas. The primary, central circle represents the first earthquake, and the additional circles are salient aftershocks with foci representing
their exact moment in time. The loudness of each aftershock is represented by the radius of the circle.
and the circle’s circumference. The purpose of this choice was
to draw attention to the similarity of the aftershocks to the initial
quake. Although not as loud, they arise as essentially less intense
versions of the first event. Although there is not a similar peaceful noise that immediately precedes them, their seemingly random
occurrence in time draws attention to the fact that the moments immediately preceding them could be thought of as a relative stasis.
4.3. Video
Tohoku was released as a video with the audification time-aligned
with the recorded seismometer data. For many listeners, this visual component (or score) will figure highly in their cognitive representation of the piece. A few characteristics of the video should
be highlighted. For one, there is a vertical tracker that moves with
respect to time, indicating the precise position that is being heard
at each moment. This assists in the auditory presentation, alerting

the viewers to the place in the signal that is currently producing
sound, and leading their attention to events that will occur in the
future. When these events do occur, the listener can expect it and
perhaps better focus their attention to the bimodal correspondence
of the two mediums.
This dynamic audio visualization is coupled with a small map
placed in the lower right hand corner of the screen. The map visualizes the magnitude of each aftershock and couples it to the station
in Japan or Russia where it was recorded. Thus, when an aftershock is heard, it can also be ”placed” in terms of its geo-physical
location. This small map adds content that the pure audification
could not, a reference point to a specific place.
5. ANALYSIS
Having presented the context and content of Tohoku, this section
analyzes it with respect to questions that were identified in the in-
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troduction:
1. What features contribute to Tohoku’s popularity?
2. What about Tohoku offers experiences of the sublime?
3. Is Tohoku a “success” for the sonification community?
5.1. Popularity
In line with Supper’s study of “the public fascination” of sonification [19, Chp. 2], the popularity of Tohoku can be at least
partially attributed to the rise of three types of digital technology:
digital images, digital audio, and digital publications. In this case,
the digital image is a video that superimposes text, a time-aligned
seismograph, and a heat map. These features further the composition by reinforcing clarity in the acoustic content, even allowing the viewer to direct their listening to events before they happen. Although original “audifications” of seismographs would involve magnetic tape [10] (thus being analog), Tohoku benefits from
technologies related to digital audio. For example, by using digital audio, the creators were not limited in their playback speeds,
and selected a speed that was 1440 times the original recording
speed, allowing the simple conceptual transformation of 1 day ↔
1 minute. As a YouTube video, the creators also benefited from the
ease of digital publication. YouTube provided a media for rapidly
transmitting audio and visual content across the web without an
intermediary. No publicist advertised “this is what an earthquake
would sound like if you were a giant buried in the earth”—this was
an unsolicited comment contributed by a member of the listening
public.
The second aspect of Tohoku that contributed to its popularity
is its clarity and intelligibility. As discussed in Section 3, Tohoku is
marked by compositional simplicity created by direct translation of
the data into an audio signal (i.e. audification). The creators could
have chosen to represent the same data using traditional musical
instruments or an advanced sound generation system, but they did
not. The result is a sound and formal structure that does not circumvent listener expectations: earthquakes are loud, noisy, explosive events that are unpleasant and shocking. There would be no
reason to expect an earthquake to have a rich harmonic spectrum,
or lead to a musical piece that is repetitive or pleasant sounding.
Combined with the time-aligned video, there are no “sounds” that
occur without a visual counterpart. Instead, “hidden content” in
the visual signal is revealed through a roaring, deep timbre with
occasional pops with higher spectral centroid. For any listeners
that did not listen all the way through, the first few seconds would
have communicated the authenticity of its timbre sufficiently.
Lastly, the popularity of Tohoku can be linked with a wellunderstood physical event with large social impact. Apart from
the catastrophic consequences to infrastructure, environment, and
lives, the event was greeted with several days of international media coverage extending well beyond Japan’s physical borders. It
is not often the case that a “scientific” sonification would target
data sources concomitant to a specific geo-social event, much less
hastily publish to a broad audience nine days after the catastrophe first struck. This role might be attributed to an artist or social
commentator, whose interest may be social and cultural rather than
scientific in nature.
5.2. Auditory Sublime
A stated goal of this paper is to make explicit the “sublime listening experiences” theory of sonification popularization [7], and
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apply it to actual listening experiences as opposed to the offerings
of publicists. This theory has been demonstrated in the various
scientific fields traditionally associated with the sublime (e.g. the
large and powerful), but also to fields of the small and subtle. Engendering a sublime emotion requires two basic elements and one
secondary. In the first, phenomenon are required that inspire notions of the sublime through their own unique characteristics. In
the second, sound is applied to communicate the associated phenomenon, creating a new experience that is immersive and visceral, and for which visuals alone are pallid or insufficient. With
this concoction brewed, the applied technical facilities of digital
audio, images, and publication contribute to its diffusion, reproduction, and reception.
Several features of Tohoku make it a good candidate for the
auditory sublime. Firstly, and most directly, its subject matter (an
earthquake), appeals to tried and true conceptions of the sublime.
The earth—large and great—is wretched into peril through sudden, overwhelmingly powerful tremors affecting everything on its
surface. The power of these quakes and their after-effects demonstrate that even the most robust and sophisticated of human engineering endeavors are essentially feeble. The greatness and power
of this phenomenon creates terror in unmediated experience, but
for those whose experience is mediated, the estimation of its power
and greatness in relation to the self triggers a sublime emotion.
The audification approach chosen by the creators astutely carries forth these features in an acoustic signal. Power and magnitude are brought forth in the loudness and noisiness of the sound,
which under the right listening circumstances can cause an immediate ”fight or flight” response due to the emotional mechanism of
“brain-stem reflex” [27]. The creators go so far as to warn their
listeners of an impending “loud signal,” presumably to temper or
avoid this automatic averse reaction. Within all acoustic qualities
that might communicate power and greatness, overwhelming loudness would appear to be most adept. The noisy, low timbre and
subtle spatialization in no doubt contribute, but if so, more likely
to the immersive and visceral environment. Coincidentally, loudness figures in original writings of the sublime. The philosopher
Edmund Burke recalls in his Philosophical Enquiry, “excessive
loudness alone is sufficient to overpower the soul, to suspend its
action, and fill it with terror” [15] (as quoted by Kahn [13]).
Although acoustic features of Tohoku might trigger terror,
magnitude and power are not in and of themselves qualifiers for
a sublime reflection. Experience must be mediated—the subject
must identify themselves as separate from the phenomenon, be reprieved of terror and anguish, and ultimately realize that they are
conceiving something almost inconceivably great and powerful.
In his formal treatment of the sublime, Kant summarizes this additional content as preparatory knowledge, culture, and mediation
[16]. Though the object of sublime reflection is worthy of terror,
the sublime is only elicited upon more thoughtful consideration.
The object may be inconceivably large and powerful, but realizing that one is experiencing this grandeur elevates consciousness
above fear and into the recognition of its own part in sublimity.
Thus, when considering the degree to which Tohoku might create a sublime listening experience, it is necessary to recognize that
the listener must be equipped with an understanding of the deeper
meaning of what is being heard. When listening, their consciousness and knowledge must have adequate preparation to the point
that the audible instantiation is simply an acoustic anchor to the
physical embodiment. This preparation may be provided by advertisers that “teach” the public how to listen [21], but may also arise
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without grandiose titles or fanciful appellations from the sonic vernacular. In any case, a sublime listening experience is brought
forth by sonic qualities that contribute to terror, immersion and
viceralness, but can not be solely derived from the acoustic signal.
5.3. Success
Continuing with a discussion that began in Section 2, the popularity of a sonification does not necessarily make it “successful” for
the community. By eliciting listening practices rooted in social relations and culture, popular sonifications may do little to further its
acceptance as a scientific method [28]. When a creator or advertiser appeals to musical metaphors and formal structures, listeners might enjoy a sonification aesthetically and be only marginally
aware of the data relationships it purports to objectively represent.
From this perspective, a popular sonification might become
successful in so far as it transgresses traditional social and cultural
functions of listening and seeing. Although seeing is the dominant
mode of scientific and functional analysis, a successful sonification
demonstrates the deficiencies of visual-only techniques, revealing
unseen information that is too fast, subtle, or otherwise insufficient
for visual representation. Outside of the senses of science, the
writer Jonathan Sterne refers to this problem as “the audiovisual
litany” [21]—-listening and hearing are not merely vehicles for
mystical [29], emotional [30], or subjective [31] experience.
For Tohoku, popularity is relative. Although having over
fourty-seven thousand views to date on YouTube, this hardly
would qualify for popularity compared to scores of videos available on the same media platform. With respect to sonifications,
other examples surpass it quantitatively, but either evade the term
“sonification,” use traditional, subjectively-oriented sonic vocabularies (e.g. calling it “music”), or have significant content that is
not the sonification itself. Lastly, other examples may have had
more “listens,” but have either not been published online, or have
used dissemination strategies that do not divulge play counts. With
these limitations made clear, as a public facing example, Tohoku
may be the most popular sonification on the web.
Sidestepping missed opportunities through a hearty “Sonification” title, the success of Tohoku may be still be equivocal given
the factors previously described. As a video, the present discussion examines the balance of audiovisual materials, specifically
the degree to which the sonification complements or augments the
visuals with content that is unseen. The complementary function
of sound is brought forth though a time-aligned seismograph and
time-cursor—much like a digital audio workstation (DAW). As
with DAWs, the impression this visual display imparts onto the
viewer is that the sound is derived directly from “the data.” In this
case, because the sonification is actually an audification, this interpretation closest to being technical correct. This direct correspondence further emphasizes that visuals and audio are in some
respect interchangeable mediums. The data is a “recording” of the
sound, and the sound is a “playback” of the data. As in DAWs,
the fact of equivalence of visuals and audio is surpassed by the
fact that the visuals do not display the actual content, but are in
fact a reduction. Only through playback does the data make itself
truly available to the listener. The content that is hidden in the
visual reduction encompasses all the colors of qualities of audio
recordings. Thus, Tohoku clearly supports at least one cornerstone
argument for sonification—sound can convey information than can
be seen [32].
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6. BROADER DISCUSSION: “MUSIC”
In this paper, it has been argued that the popularity of Tohoku can
be attributed to the digital technologies involved in its dissemination, its clarity and intelligibility, and its rich conceptual and sociocultural meaning. Although Tohoku had several characteristics that
made “sublime listening experiences” possible, actually having
this experience was found to be dependent upon listeners having
the requisite preparatory knowledge and culture. Although Tohoku
might hold subjective and affective appeal, it presents sound as a
complementary and interchangeable medium to visualization that
can provide more information than available visually.
In the present paper, a “musical analysis” was applied to a
sonification, providing a thoughtful framework for the presentation of content, and supporting a discussion relating to popularization, the auditory sublime, and success. Specifically, a “score”
was appropriated to facilitate audio content analysis. Historically,
the relationship of sonification and music has been troubled. The
term “sonification” is too often appropriated to describe creative
processes that only loosely fit the bill. Meanwhile, the popularity of these examples does little to further the public acceptance
of listening as a useful, objective or scientific method. Drawing
the public to sonification using metaphors drawn from the sonic
vernacular (e.g. “music”) also can not be condoned.
However, it is not the case that music and sonification must remain forcibly distinct. Music offers frameworks, tools and results
that equip the field of sonification for complex tasks, and indicate
areas where visuals alone will pale [33]. Music research is also
a source of data in and of itself for which sonification can be applied and benefit from the shared medium and listening culture
supported therein [34, 35]. Analysis such as the present demonstrate future areas for crossover work, specifically how music can
assist in the analysis of non-specialist listening experiences. More
generally, Tohoku is exemplary of a “mutually beneficial” relationship between scientific and artistic fields [5].
The listening aesthetic and processes involved in audification,
and perhaps auditory seismology more specifically are not isolated, and can be linked with several recent trends in music composition and technology [36]. Tohoku is an example of listening
to our natural acoustic environment in new ways, and of focusing
our auditory attention to phenomenon that might previously go unheard. It therefore demonstrates clear links with similar goals arising in acoustic ecology and soundscape composition [26, 37]. Because of the naturally indeterminate structure of earthquakes, and
the relative absence of mapping decisions that characterize audification, Tohoku can be considered as an advanced form of aleatoric
composition. The composers have narrowed their composition to
a specific event, a timeframe, and a spatialization, but have let all
other matters of the composition unfold naturally as they would by
chance. Lastly, the appropriation of technologies to make sound,
perhaps even those that previously did not make sound (like a seismometer), is rooted in a tradition that developed through pioneering work by Christian Marclay and others in the 1970s. Although
their works were grounded in sound-producing technologies, the
appropriation of a non-sound producing technology for sound production is a clear extension.
However, Tohoku was not created for a concert hall or performance. It does not come with a score or a composer, and most
likely this piece was not created with musical listening in mind.
Tohoku is unequivocally a sonification. Even more, it is a type of
sonification that treats the acoustic translation of data in a most
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direct, pure way. Pieces such as these draw attention to listening
modes in sonification [4] that can capture the listening attentions
of a broad audience. Tohoku’s scientific and creative roots speak
clearly to the noted capacity of sonification to transcend discipline
[3], and further to the ability of sonification to be listened to musically [2]. Perhaps future considerations rooted in music might
contribute to a more prevalent place for sonification in culture and
society.
7. DESIGN GUIDELINES FOR SOUND OUTREACH
This paper has presented an in-depth analysis of one popular example of sonification. There are many others, and certainly more
to come. Popularization can be beneficial to the research community due to the exposure that these examples can provide, but too
often poor choices are made that stymie or even counteract positive
outreach. As this paper has argued, a public-facing sonification is
“good” insofar as it is capable of advancing the theory of sonification in its listeners. This requirement does not forbid an affective
and aesthetic reaction of its listeners. However, this can not be the
only understanding imparted.
The goal of this section is to provide data-independent guidelines for creating public-facing examples of sonification that are
ethically sound. These guidelines should contribute to publicity
without detracting from scientific legitimacy.
1. Pair sonifications with visualizations
2. Publish on websites that allow re-sharing
3. Use mappings “authentic” to the data source
4. Balance word choice to preserve scientific character
For sighted individuals, the use of visuals to aid in the presentation of a sonification is crucial for two reasons. Firstly, for
aesthetic reasons, an image or video can give the listener’s visual
attention and memory something to latch on to—standing as a visual anchor for the sound. Visuals can inspire imagination and
also educate on what is being heard. As in the present case, visuals can also advance the theory of sonification by demonstrating
how sound can provide more information than visuals alone.
The choice of medium for publication is also important. Sonifications should be published on sites that allow for re-publication
(e.g. “sharing”). If the sonification is paired with a dynamic visualization or video, a good choice for sharing would be YouTube. If
the sound is paired with a static visual or picture, a good choice
would be SoundCloud. In both cases, the ability for users to
share will assist with dissemination and finding new listeners.
From these points, a poorer choice for publication would be in
an HTML5 Audio tag. Alone, this tag does not allow for republication, and furthermore does not include an image.
With regards to sound design, an illusion of ”non-mediation”
may be helpful in establishing the authenticity of the mapping.
Certain data types admittedly do not have associated sounds (e.g.
Twitter), yet the sound designer should make an effort to provide
sounds that have a clear correspondence to the data. It would be
best if is not obvious that there is any “mapping” at all. The sound
should be authentic—like a simple photograph. “The Singing
Comet” mentioned previously provides such a mapping. Although
the authors have not yet divulged their mapping strategy, the sound
has a certain ”audification” quality, which allows the audience to
listen as though they were listening to a true recording. It therefore seemed authentic to the data source. Although a sonification
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designer might be tempted to weave a musical tapestry for their
own enjoyment or to increase ”pleasantness” of the data, this is
inadvisable for public consumption. If there is not a clear link
between the data and the sound, the fact that sonification is objective, reproducible or functional—even to the point of surpassing
visualization—will be lost.
The last point that should be highlighted is with regards to
word choice or “framing” of the sonification. Dissemination
strategies designed to highlight the “musical” character of an example are particularly questionable. Although a sonification can
be listened to musically and trigger profound experiences in a listener, if the title or description of the work does not include the
word “sonification” or the fact that there is any objective function
to listening, it can not contribute to advancing the field in the public sphere.
8. CONCLUSION
Tohoku is a success for the sonification community. In the past
four years, it has garnered over forty-seven thousand views, making it one of the most popular sonification-titled examples on the
web. The source of this asset is its ability to engage listeners of
many backgrounds, mostly non-specialists, and present them with
sounds they had never before heard, realities they had never before experienced. Its capacity for translation is two-fold. Beyond
its basic translation—that of inaudible to audible—it also provides
an easy-to-understand example of sonification to a community that
may previously been unaware of its existence.
Although this paper demonstrated how popularization may
sometimes detract from sonification’s scientific mission, Tohoku
demonstrates how sound can display more information than available visibly—a key argument in the theory of sonification. Several
factors contributed to its popularity: digital images, audio and publication, the mapping’s clarity and intelligibility, and being tied to
a well-known socio-cultural event. Tohoku involves data traditionally associated with the sublime, and the aesthetic choices made
my the creators (i.e. audification) contribute to the terror, immersion and viceralness of the piece. Actually having a “sublime”
listening experience was found to be dependent upon the preperatory culture and knowledge of the listener, which may be cultivated
by an advertiser, but can arise independently in the listener themselves.
Although the advertisement of “sublime listening experiences” may in some cases detract from the pursuit of scientific
legitimacy, the two are not incompatible. The framing and word
choice of advertisers can do more to stymie the success of a popularization. Not mentioning the word “sonification,” or drawing
upon traditional associations of sound as a subjective, mystical, or
aesthetic medium make for missed opportunities to advance the
theory of sonification in the public’s eye. Non-specialist listening
does not require compromising clarity, intelligibility and objectivity of a sonification. Instead, they should be employed to support
the full biological, cognitive, social and cultural capital of sound.
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[34] R. M. Winters, A. Savard, V. Verfaille, and M. M. Wanderley, “A sonification tool for the analysis of large databases
of expressive gesture,” International Journal of Multimedia
and Its Applications, vol. 4, no. 6, pp. 13–26, 2012.
[35] R. M. Winters and J. E. Cumming, “Sonification symbolic
music in the ELVIS project,” in Proceedings of the 20th International Conference on Auditory Display, New York, NY,
June 2014.
[36] V. Straebel, “The sonification metaphor in instrumental music and sonification’s romantic implications,” in Proceedings
of the 16th International Conference on Auditory Display,
Washington, D.C., June 2010.
[37] A. Polli, “Soundscape, sonification, and sound activism,” AI
& Society, vol. 27, pp. 257–68, 2012.

ICAD 2015 - 280

st International
The 21th
International Conference
Conference on
on Auditory
Auditory Display
Display (ICAD
(ICAD–2015)
2015)

July 8–10,
8-10, 2015, Graz, Austria
July

END-USER DEVELOPMENT OF SONIFICATIONS USING SOUNDSCAPES
KatieAnna Wolf, Genna Gliner

Rebecca Fiebrink

Department of Computer Science
Princeton University
Princeton, NJ 08540
kewolf genna @university.edu

Department of Computing
Goldsmiths, University of London
London, UK
r.fiebrink@gold.ac.uk

ABSTRACT
Designing sonifications requires knowledge in many domains including sound design, sonification design, and programming. Thus
end users typically do not create sonifications on their own, but instead work with sonification experts to iteratively co-design their
systems. However, once a sonification system is deployed there is
little a user can do to make adjustments. In this work, we present
an approach for sonification system design that puts end users in
the control of the design process by allowing them to interactively
generate, explore, and refine sonification designs. Our approach
allows a user to start creating sonifications simply by providing
an example soundscape (i.e., an example of what they might want
their sonification to sound like), and an example dataset illustrating
properties of the data they would like to sonify. The user is then
provided with the ability to employ automated or semi-automated
design of mappings from features of the data to soundscape controls. To make this possible, we describe formal models for soundscape, data, and sonification, and an optimization-based method
for creating sonifications that is informed by design principles outlined in past auditory display research.
1. INTRODUCTION
“An important goal of sonification is to yield an auditory display
that will be intuitively maximal in meaning to the observer [1].”
This statement from Gregory Kramer was published during the
early years of the auditory display community and stresses the
importance of considering the end user (listener) when designing
sonifications. Each end user of a sonification system may have
different objectives, data, perceptual abilities, and aesthetic preferences, so we should allow users to develop auditory interfaces that
best fit their needs and desires.
Designing these displays is a complex task that involves
knowledge of the particular data to be represented, the design of
the sounds, the best way to convey the data using sound, and the
programming ability to build the system. Typically, this knowledge is distributed between end users, who are usually experts in
the data and know their intentions for using the system, and system designers, who know about sound and sonification design. Iterative refinements of designs between end users and designers
have been proposed as one way to balance the technical knowledge needed to develop a system with practical knowledge of how
This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

the system will be used [2]. However, in many cases once a system
is created and deployed, the end user no longer has the opportunity
to make changes to the system.
We are interested in putting the end user in control of the design process and assisting them as they iteratively design their own
sonifications and explore the space of possible sonifications. Our
work applies methods and techniques from the field of humancomputer interaction (HCI) to the design of sonifications. In particular, this paper presents a novel approach for sonification design
that encompasses:
1. Models as structures for defining components of the system: a soundscape model for defining the sound structures,
a data model for defining the properties (i.e. features) and
structures of the data, and a sonification model that utilizes
the soundscape and data models as well as user input to
create a sonification;
2. A policy as a part of the sonification model for defining the
interaction between the user, the data, and the sound, and
that encapsulate past knowledge of sonification design on
how to best convey data with sound; and
3. An interaction workflow that describes how users interact
with the system, and how that interaction is used to guide
the creation of the sonifications.
Our approach is embodied in a prototype system we developed called the Environmental Soundscape Creator (ESCaper).
ESCaper currently demonstrates sonification of two different data
sources and allows end users to create, generate, and refine sonifications using a graphical user interface. The goal of ESCaper is
to demonstrate an implementation of our approach and allow us to
evaluate our design decisions in practice (which we hope to do in
future work).
This paper is structured as follows: we first motivate our approach by relating it to previous work done in HCI and sonification, and we describe how the work in this paper builds off of our
own previous work in this area. In Section 3, we then present our
models for structuring and defining soundscapes, data, and sonifications. In Section 4 we present our policy for creating datato-sound mappings from user-specified example soundscapes and
data. Section 5 describes the use of our models, policy, and interaction workflow used in ESCaper as it applies to data taken from
Twitter and the stock market.
2. MOTIVATIONS
In this section we present related work in HCI focused on supporting users in the design process, as well as work in auditory displays
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that utilizes interactivity and soundscapes in sonification. We also
describe the relationship of our recent work to this paper.
2.1. Related Work
2.1.1. Human-Computer Interaction
Several design methodologies, such as user-centered design and
participatory design, incorporate the user in the design process.
In both of these methodologies, users give feedback in the design
phases of a project as designers iteratively refine designs with end
users. However, once these designs are finalized and deployed,
making changes over time is not supported. Therefore the design
approach called metadesign was created to open up solution spaces
for users to explore rather than giving them complete solutions
[3]. Our sonification approach utilizes metadesign by presenting
end users with a space to explore possible sonifications, instead of
giving them a completed sonification system.
However, the sonification design space is very large and may
be tedious or difficult to explore for a novice sonification designer.
We can therefore look at specific approaches in HCI to assist
novice designers in exploring the design space. For instance, some
interfaces incorporate expert knowledge to automatically generate
designs (e.g. automatically generating magazine covers [4], web
designs [5], and user interfaces [6]). Another way to interactively
create and explore designs is to use examples supplied by the end
user. Examples are described as “a cornerstone of creative practice” [7] and give users a simple way to communicate their design
goals. The Bricolage algorithm in particular focuses on transferring the design (e.g., layout) of a web page selected by the end
user onto the content of another web page [5]. Our approach to
sonification design incorporates both these strategies, combining
user-specified examples with known sonification principles to automate aspects of the design process.
Other relevant work in HCI has proposed methods for enduser creation of cross-modal mappings. Fiebrink et al. enabled
musicians to create mappings from gesture to sound using supervised learning, where users iteratively provided examples of gestures and matching sounds [8]. That work demonstrated instantiating gestural control systems from user-provided examples, helped
users abstract away low-level details, sped up the mapping exploration process, and facilitated use by non-programmers. Here we
employ a similar user interaction paradigm to create cross-modal
mappings from data to sound using examples. However, we use
a novel mapping generation approach that incorporates sonification design principles, rather than using general-purpose supervised learning algorithms.
2.1.2. Interactivity in Sonification
The triennial Interactive Sonification Workshop (ISon) started in
2004 focuses on putting sonification users at the heart of an interactive control loop. Some of the ways that this can be done include: using real-time sonifications of actions produced by users,
applying user-centered design to the development of sonification
systems, and allowing users to interact with a playback of a data
display. However, little work has focused on putting end users at
the center of designing sonifications. Some toolkits have been developed that allow users to input data, select mappings, and control
the playback of sonifications [9, 10], but these use complex interfaces with terminology that may not be intuitive for a novice sound
designer. Additionally, the creation of good mappings may not be
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easy for someone who does not have experience in sonification design. Our goal is to make sonification design available to end users
who have little or no sound or sonification design experience. We
do this by providing methods for automatic generation of designs
using known principles for sonification and auditory display.
Hermann et al. had similar motivations in their design of an
interactive technique for automatically generating sonifications.
They used a listener’s relevance feedback about the perceptual
quality of proposed sonifications to guide in the creation of an optimal sonification [11]. We also utilize user input in the creation
of our sonifications, but we do so in multiple ways. Users of our
system can directly select the sounds used in the sonification, specify details of how a sonification should be created, and continually
develop and reapply their designs to the data.

2.1.3. Soundscapes in Sonification
Some of the ways that soundscapes have been used in the field
of auditory display include using ambisonic sound recordings
from urban soundscapes as a layer in a display [12], synthesizing
“tweetscapes” using data from Twitter [13], and creating soundscapes of complementary ecological sounds by using sampled audio segments as units to build a display [14]. All of these uses of
soundscapes aim to create a sound environment where the individual streams of sounds fit together cohesively to form an immersive
environment, while also conveying information about the data.
Our models and mapping policy presented here are designed
to support natural acoustic soundscapes that include animal vocalizations and sounds of the weather. These soundscapes have been
identified as useful for sonification as they can be easily distinguished from the background and have even been found to be “relaxing” [14] with the potential to be less fatiguing than other sound
interfaces [15]. While our models and mapping policies could be
generalized to sonifications that use any type of sounds (e.g., music or other types of recordings), we use natural sounds from the
same physical location that have evolved in a way specific to that
location (i.e. each sound has a unique timbre that can be easily
distinguished from others in that same environment). This difference in timbre can be identified by everyday people using terms
that they know such as wolf howling and owl hooting, rather than
using sound terminology like frequency and timbre.

2.2. Building on Recent Work
Our recent work [16] has presented formal models for soundscapes, data, and sonifications, and demonstrated a proof-ofconcept sonification of Twitter data. We directly build upon that
work here by describing the relationship of our model formulations to past work in the auditory display community. We first
present a modified and expanded mapping policy that explicitly
incorporates user interaction. Users are able to specify their data
and sound selections, and our updated policy allows users to guide
the generation of mappings to produce sonifications that either prioritize conveying properties of the data or that prioritize producing
output sounds that are most similar to the initial example soundscape. Finally, in this work we present a prototype application that
demonstrates the interaction workflow of our approach and the use
of our models with the new policy for two different datasets.
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Figure 1: Here we depict our model formulations.
3.1. Soundscape Model
3.1.1. Soundscape Description
We define a soundscape as a sequence of soundscape events St ∈
S. Each soundscape event has a finite set of possible sound groups
Gj ∈ St , and each sound group consists of a finite number of
sound recordings gj,k ∈ Gj called sound samples. For example,
in Figure 2 each distinct bird chirp recording is a separate sound
sample (g2,1 · · · g2,4 ), which is a part of the bird sound group G2 .
Every soundscape, sound group, and sound sample has a set of
properties, called features, described below and listed in Table 1.
3.1.2. Soundscape, Sound Group, Sound Sample
Two types of soundscapes are relevant to our approach: an input soundscape (denoted S in ) is the pre-recorded soundscape provided by a user as an example of the sonification he or she might
like to create from data. An output soundscape (denoted S out ) is a
soundscape that is generated by a specific sonification design (i.e.,
a mapping) in response to a specific dataset. Both types of soundscapes can be characterized by features listed at the left of Table 1).
Furthermore, we can characterize each sound sample and sound
group in terms of sample- or group-level features, respectively.
Our approach of using soundscapes for sonification enables us
to encode data using sample recordings of real-world sounds, or
what Kramer describes as “realistic voices” [1]. Kramer describes
six dimensions of recordings that can be manipulated to convey
properties of data: speed (or density), duration, envelope, master
Soundscape Features
Soundscape Type
Num. of Sound Groups
Total Num. of Sound Events
Duration of Soundscape Event
Duration of Soundscape

Value Range
Input, Output
[0, max]
[0, max]
Min. sample duration
[0, max]

!!,! !

!! :"Creek"
Sound&Groups&

We define formal models of soundscape, data, and sonification that
are amenable to algorithmic control in order to make it possible to
automate the sonification design process in a user-friendly way. A
soundscape model describes the structural hierarchy of a soundscape to make it easier to analyze, understand, and utilize. For
those same reasons, we create a data model to provide a way of
structuring the data in a dataset. Our sonification model is a framework that defines the data-sound mapping, which takes an input
soundscape and a dataset, and utilizes a policy to analyze the structure of those models and incorporate user interaction to produce an
output soundscape that represents a sonification of the data:
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Figure 2: An example forest soundscape
groups Gj , each with a different number of sound samples gj,k .

loudness, master pitch (pitch area), and master brightness. Inspired
by that work, we define eight features of a sound sample (found in
center of Table 1) that can be analyzed (in an input soundscape) or
manipulated in response to data (in an output soundscape). One of
the key actions of our sonification policy discussed in Section 4 is
to choose which features of the sound samples in the output soundscape will convey the data. We hope to explore additional sound
features (e.g. reverb and more complex spatial representations) to
take advantage of other human perceptual abilities.
A sound group has features that aggregate information about
the sound samples in that group, which are depicted at the right
of Table 1. For instance, the ‘on/off’ feature denotes whether
any sound sample occurs in the sound group. The ‘on/off’ feature can thus change over each soundscape event. The type of a
sound group is either interval or instant, depending on the duration and sonic properties of the sound group. Interval sounds are
those that occur continuously throughout the soundscape, while
instant sound groups have multiple samples occurring at varying
intervals. We use a basic heuristic for defining whether a group
in an input soundscape is interval or instant. If a sound group has
only a single sound sample that has a duration equal to the duration of the entire soundscape (e.g. a river flowing), then that sound
group is interval, else it is instant (e.g. a bird chirping).
3.2. Data Model
3.2.1. Data Description
Our automated mapping policy requires a model for the data that
is to be sonified. We consider a dataset D to be made up of a finite
set of data points di,t . Data points that share a common feature
(i.e. the source of the information) are grouped into a data group
Di . Similarly, data points that occur at the same time (or within a
small time interval) are also collected in a finite set called a data
event Et . The duration of a data event is equal to the minimum
interval between any two adjacent data points. Figure 3 shows a
visual representation of our data model.

Sound Sample Features
Duration of Sample
Start of Sample
Spectral Features
Sample On/Off
Gain
Panning
Layering
Playback Rate

Value Range
[0, max]
[0, max]
[min, max]
0, 1
[0, 1]
[-1, 1]
[0, 6]
[0.5, 1.5]

Sound Group Features
Type
% of Soundscape Duration
Num. of Samples in Group
Avg. Spectral Features
Group On/Off

Value Range
Interval, Instant
[0, 100]
[0, max]
[min, max]
0, 1

Table 1: The features used to describe a soundscape, sound group and sound sample, along with their value ranges.

ICAD 2015 - 283

st International
The 21th
International Conference
Conference on
on Auditory
Auditory Display
Display (ICAD
(ICAD–2015)
2015)

Data$Groups$
(Tweet$Groups)$

Example(Dataset(D:(Twitter(Data(
!! :"Keyword="
#superbowl"

Along with type, we define two other group feature categories:

!

Type: Representation of the data points (aggregated or single)
Filter: Describes the commonality between the data points in
the group (e.g. from the source, some SDV, etc.).
Aggregated Data Value (ADV): Aggregates information from
data points in the group (e.g. a minimum, maximum, or average value of a SDV) and normalizes it.

! !!,! !

!! :"Author="
kewolf"

!!,! !

!! :"Keyword="
#earthquake"

!!,! !

Data$Point$ !! !
(Tweet)$

!!,! !

!!,! !

!!,! !

!! !

!! !

!! !

Data$Events$

!! !!!!

July 8–10,
8-10, 2015, Graz, Austria
July

! ! !!!!

!! = !!!"#$%&!

Figure 3: An example of our data model with a Twitter dataset
D containing data points (tweets) di,t that each belong to a data
group (tweet group) Di and a data event Et . In data event E1 a
tweet occurred in all three groups, but in E2 . . . E4 only tweets
containing #earthquake occurred.
3.2.2. Data Features
Each data point and data group contain a set of features which are
dependent on the domain of the data. However, we have defined
some requirements of all datasets and guidelines for developing
the data group and data point features.
Alberto de Campo wrote that “To ensure that the auditory
gestalts of interest will be easily perceptible, the most fundamental design decision is the time scale [17]”. In our approach, each
dataset must have a way to represent an ordered sequence of their
data points, i.e. a feature to represent time. Since humans are particularly sensitive to perceiving changes in sound over time [18],
we want to create sonifications that “display” an aspect of the data
using these perceived temporal changes. Each data point may or
may not contain information, for instance one data group may have
information every four seconds while another captures information
each second, and still another captures data sporadically. To determine the window for a single data event, we use the minimum
time difference between data points. This value should be represented in terms of seconds, however, as de Campo points out in
his Data Sonification Design Space Map, gestalts of 100 ms and
less are difficult to discern meaningful information, while longer
than 30 seconds take great concentration [17]. Thus we stick to
de Campo’s suggestion of using 1–3 seconds for a time frame for
single gestalts (i.e. for the duration of our data events) by adjusting
our time values over our dataset to fit into this range.
As each dataset has its own particular features, we only propose a generalized model for defining these features. However, in
Section 5 we apply this model and feature representation to realworld datasets. One required feature of all data groups is the type
feature. There are two types of data groups: single data groups,
where each data point di,t ∈ Di is represented as its own discrete
event, and aggregated data groups, that aggregate an aspect of the
data point features. The equation we use to determine the data
group type uses the number of data points per second (DPPS) and
the shortest duration sample in the soundscape (SD):
Aggregated Data Group: DP P S × SD ≥ 0.5
Single Data Group: DP P S × SD < 0.5
We define three categories of data point features:
Time: Portrayed in terms of seconds.
Source: Describes where the data point came from (this can be
consistent across many data points).
Single Data Value (SDV): Information from the source at a
specific time.

3.3. Sonification Model
Our sonification model is motivated by a model created by Hermann et al. [11] and is built upon our original model defined
in [16]. We formally define the sonification model as the mapping [D, S in ] 7→ S out that takes the dataset D and an input
soundscape S in and outputs the resulting soundscape S out . We
define the output soundscape as the sequence of all sonification
events S out = [S1 , S2 , S3 , . . . Sn ] where each of these sonification events is defined by:
X
St (D) =
φ(di,t , θ(S in , D)).
(1)
di,t ∈Et

in

Here φ(di,t , θ(S , D)) represents an acoustic event occurring at
time t. This acoustic event is created based upon two functions
(denoted φ and θ and defined in the next section), which determine
how a data point at time t will be represented using sounds from
the input soundscape S in .
4. MAPPING GENERATION POLICY
We present one possible policy which is simply a function that determines the mappings between the data and the sound. We derive
our policy from previous work in the field of auditory display. For
instance, Kramer [1] states that “...important features will be more
discernible if the display is structured to reflect structures in the
data.” Using this idea, we take advantage of the parallel structures
in our data and soundscape to create sonifications where:
1. Each selected data group is mapped to a sound group
(Di 7→ Gj ). The group mapping function θ determines
which data group should be mapped to which sound group.
2. Each data point in a data group (di,t ∈ Di ) is mapped to an
individual sound sample in the corresponding sound group
(gj,k ∈ Gj ). The point-sample mapping function φ determines how the data points should be represented by the
sound samples.
When a user interacts with the system, they select a tuning parameter to choose whether they wish to have the system create mappings such that the output soundscape is either: as similar to the
input as possible or designed to best convey the data. They can
then select the data they wish to sonify and either manually select
the sound group to which the data will be mapped, or they can allow the system to automatically choose one for them (determined
by the group mapping function θ).
4.1. Group Mappings
By mapping each data group to a sound group, we are matching
the parallel structures in our models. Similarly, for data that will
be updated as it is aggregated continuously over time, we want to
represent it with a sound that can be played over long intervals

ICAD 2015 - 284

st International
The 21th
International Conference
Conference on
on Auditory
Auditory Display
Display (ICAD
(ICAD–2015)
2015)

July 8–10,
8-10, 2015, Graz, Austria
July

(an aggregated-interval mapping). When the data is displayed for
every single data point we want the sound to be played at a specific
instant (a single-instant mapping). This is not only supported by
Kramer’s similarity of structure rule [1], but also by Ahmad et
al. who proposed that instant-based temporal information (in our
case “instant” sounds) are used to specify a point in time, where as
interval-based temporal information (“interval” sounds) are used
to indicate status or progress [19].
A dataset is defined as D = Dsel ∪ Davail where Dsel is
the set of user selected data groups to use in our sonification, and
Davail is the set of data groups that have not been selected. The
selected data is also a union of two sets: Dsel = Dsel,m ∪ Dsel,m̄ ,
user selected data groups that are mapped (i.e. there is a datasound mapping that uses this data group), and those that selected
by the user, but are not mapped. A soundscape is similarly defined
as the union of sound groups that have been mapped (i.e. there is
a data-sound mapping that uses this sound group) and those that
have not: S = S m ∪ S m̄ .
The group mapping function selects specific sound groups
to which each user-selected data group should be mapped: θ :
Dsel 7→ S m . These mappings are constrained to follow the
aggregated-interval and single-instant rules described above such
that: Dsel,m̄,aggr 7→ S m̄,inter and Dsel,m̄,single 7→ S m̄,inst .
Given all possible permutations we can then evaluate each mapping θi ∈ Θ and use a quality function Υ to evaluate and select
the best one. Our quality function is a weighted sum of two quality terms. The soundscape similarity quality term Υss evaluates
a mapping based on how similar the output soundscape is to the
input soundscape, and the data conveyance quality term Υdc evaluates a mapping based on how well the data is conveyed in the
output soundscape. The weighting of these quality terms is input
by a user as α ∈ [0 1].
θ = arg maxθi αΥss (θi ) + (1 − α)Υdc (θi )

(2)

4.1.1. Data Conveyance Quality Term

example the Mel-frequency cepstrum coefficients (MFCC) or FFT
bin values. In our implementation we take the L2 norm between
the power spectrum bins. We use a weighting term β to adjust the
importance of including diverse timbres versus minimizing overlapping frequencies. Let bi be the average spectral centroid (over
all sound samples in a group) for each sound group in S m and f~i
be a vector representation of the average frequency components
(over all sound samples in the group) for each sound group in S m .
Then the data quality term is calculated as follows:
Υdc (θi ) =

|S m | |S m |

X X
i=1 j=1

β||bi − bj ||2 + (1 − β)||f~i − f~j ||2 .

4.1.2. Soundscape Similarity Quality Term
To create soundscapes that have a similar sound as the input soundscape, we include sounds in the output soundscape if they occur
during more than 75% of the duration of the input soundscape
(p > 75%), even if they are not mapped. Thus S out = S m ∪S m̄,p ,
where S m̄,p represents the non-mapped sounds that meet our criteria. We compute the similarity measure depending on the difference in the soundscape and sound group features.
The soundscape feature we use is the maximum number of
sound groups played at once, which approximates the density of a
soundscape. The sound group features we use are the number of
samples played, the percentage of soundscape duration, the maximum number of other sound groups played at the same time, and
the other sound groups that occur at the same time. We define h~i to
be the sound group feature vector for each sound group Si ∈ S in ,
and h~o to be the feature vector for the same sound group in the
output soundscape Si ∈ S out . Also let li be the maximum number of sound groups played at once for soundscape S in and lo be
the same for S out . Our soundscape similarity quality term is thus:
2

As reported by de Campo, “After time scale, the number of streams
is the second most fundamental perceptual design decision [17].”
Thus in evaluating a mapping where our main goal is to represent the data as clearly as possible, we want to make sure we are
not over-burdening the user with too much information. A recent
study found that listeners could accurately identify five concurrent variables presented together in a single sonification [20]. We
utilize that principle and limit the number of data groups that a
user can select to five (|Dsel | ≤ 5). We also restrict the number of aggregated-interval mappings to three (|Dsel,aggr | ≤ 3), as
we currently have three possible parameter choices for aggregatedinterval mappings. By reducing the data a user is allowed to select,
we are also reducing the number of possible permutations we evaluate in our data conveyance quality term.
We use additional principles outlined by Kramer on how to use
sounds to make the data more distinguishable in the sonification
[1]. He suggests using distinctly different timbres to distinguish
different data groups (or “families”) to make the information in
auditory displays more perceptible. We incorporate this by using
recorded sounds from a soundscape and choosing sound groups
in our mapping that have a diverse range of spectral centroids (a
measure of the “brightness” of a sound). Kramer also mentions
that the use of sounds with a minimum overlap in frequency can
be helpful to avoid masking, so we choose sound groups by maximizing the distance between their frequency representations, for

(3)

Υdc (θi ) = −γ||li − lo || − (1 − γ)

|S out |

X
i=1

||h~i − h~o ||2

(4)

4.2. Point-Sample Mappings
The function φ (equation 1) is used to determine how each element
in a data group is represented by a sound sample in the corresponding sound group determined by θ (equation 2). The heuristic for
choosing the point-sample mapping depends on the type of group
mapping. Additionally, since the data features are dependent on
the dataset, we generalize this model for any type of data using the
data group and data point feature categories from section 3.2, and
then apply it to two datasets in Section 5.
4.2.1. Aggregated-Interval Heuristic
By definition, an aggregated data group contains many data points.
If multiple data points are “on” in a single data event, we want to
aggregate information at each time event. For instance, we could
consider the number of data points at time t or an average of a data
point feature over all data points at time t. Since the data is continuously updated, we employ sound groups that are continuously
played in the input soundscape and loop them while updating one
feature each time our data changes. For the sound sample features,
we apply changes continually over time to either the playback rate,
layering (density), or loudness (gain). The other sound sample features are not used since continuously updating panning values may
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Figure 4: The ESCaper prototype allows users to design sonifications simply by interacting with the interface. There are three different
ways the system can produce sound (depicted in the green bubbles): playing the input soundscape, playing the individual sound samples,
and playing the sonification.
disorient a user with the constant change of the location of a sound,
and changing the duration or start time of a sample does not apply
for a continuous sound. Below is a summary of the mappings that
we use for updating an Aggregated Data Value (ADV):
Density: N umberLayers[0, 6] ← dADV × 6e
Pitch: P laybackRate[0.5, 1.5] ← ADV + 0.5
Loudness: Gain[0, 1] ← ADV

5.1. ESCaper Interactions

4.2.2. Single-Instant Heuristic
Instant data represents each data point in the data group, so we use
the sound sample features to differentiate each data point. We give
each data point a unique sound and location by using the timing
and selection of a particular sound sample from the sound group
as well as the panning. The Single Data Values (SDV) are information about a single data point and can also be used to influence
other dimensions of the sound representation, such as the loudness.
To generalize the particular feature to fit any data group, we use the
notation SDV (di,t ) to represent a SDV feature of any data point.
Below is an example formulation of a single-instant heuristic for
point-sample mappings:
Attack: StartT ime(gj,k )[time] ← time(di,t )
Sample Selection: StartT ime(gj,k
∈
Gj )[time]
source(di,t ∈ Di )
Location: P anning[lef t, right] ← source(di,t )
Loudness (Optional): Gain[0, 1] ← SDV [min, max]

ESCaper we apply our model to two datasets: data from the microblog Twitter and data from the stock market. While there is much
work to be done in evaluating the policy, interactions, and sonifications of this system, our goal is to demonstrate what a meta-design
sonification system might look like, and how we might be able to
leverage the knowledge of sonification in assisting end users in the
creation of sonifications. In this section we describe the interaction workflow of the system and demonstrate an example of the
data features and mapping heuristics.

←

5. ESCAPER APPLICATION
The Environmental Soundscape Creator (ESCaper) is a prototype
system we created to demonstrate our model and policy. Within

Figure 4 depicts the graphical user interface for ESCaper. When
a user runs ESCaper they are presented with the top pane of the
window where they can select a dataset and a soundscape from
drop-down menus. Currently, the datasets have been curated for
off-line use and are hard-coded into the system. This makes it
easier to both compare the same dataset when it is mapped to different soundscapes, and to compare the behavior of different users
as they interact with the same data. The input soundscapes are also
hard-coded using sound samples from freesound.org.
At this point, the user selects an indicator to describe how they
wish to have their mappings created: (1) the output sonification
is similar to the selected soundscape or (2) the data is most accurately represented. The main purpose is to determine how the
group mappings will be generated (the tunable α in (2)).
A user then selects the data group from the dataset that they
wish to sonify. When they click a specific data group the sound
group box appears containing the sound groups that are relevant
for that data-sound mapping (i.e. interval sound groups appear for
aggregated data groups, and instant sound groups appear for single data groups). The user clicks on a particular sound group to
create the mapping or they can select to have the system choose
the sound group for them. The mapping will then appear in the
Data-Sound Mapping Table. If the user selected to have the sound
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Tweet Group Features

group chosen for them, the data group will appear with the sound
group as “to be created”. The user can repeat this process to create
additional mappings, remove the mapping from the table, play the
sonification if it does not contain any “to be created” mappings, or
have the system generate the “to be created” mappings. To generate the mappings, we use the quality term defined in (2) to compare
all possible mappings and select the best one. Once a sonification
is running a user can iteratively refine their design by stopping the
playback and making changes to the design.

Density: N umberOf Layers[0, 6] ← dT P S × 6e
Pitch: P laybackRate[0.5, 1.5] ← T P S + 0.5
Loudness: Gain[0, 1] ← T P S
For the single-instant mappings we use two different types of
filters to define the tweet groups: the author of the tweet (author)
and a keyword used in the content of a tweet (keyword). If a
tweet group has only one author we map the time of each tweet to
the start time of a random sample from the sound group:
Attack: StartT ime(gj,rand ∈ Gj )[t] ← time(di,t ∈ Di )
If a tweet group has more than one author, we use the ceiling
of the numAuth/numSamp to represent the number of source
locations to use for panning. If there is only one source location,
we do not use panning and simply utilize the sample selection to
associate a particular sample with a particular user:
Sample Selection: StartT ime(gj,k )[t] ← author(di,t )
If there are multiple source locations we use both the playback
of a specific sound sample and panning to distribute the sounds
spatially around the user and give them a sense of different voices.
Sample Selection: StartT ime(gj,k
∈
Gj )[t]
author(di,t ∈ Di )
Location: P anning[lef t, right] ← author(di,t )

←

5.3. Stockmarket ESCaper
Sonification has been shown to be useful for stock market monitoring [14, 21]. In our Stock Market ESCaper we apply our approach
to a stock market dataset that reports price changes for specific
stocks and the percentage price change from that stock’s previous
close price. These two values were used in a toolkit for stock market sonification along with many others [21]. We only selected two
as we seek to demonstrate our approach, rather than present a fully
designed sonification system that stock market traders would use.
Each change in the stock price at time t represents a data point,
or price change point, di,t . The features for this price change

-

Total Num. of Tweets
Tweets per Second
Num. of Twitter Users
Author
Keyword
Tweet Features
Author of Tweet
Content of Tweet
Length of Tweet
Time of Tweet

5.2. Twitter ESCaper
Previous work has investigated sonification of Twitter data, including Tweetscapes [13] and I Hear NY4D [12]. However, neither of
these applications allow users to configure the Twitter data selection for their own needs and desires or to directly select the sounds
that are used in the Twitter data sonification.
Our Twitter data model adheres to the data model we outlined
in section 3.2 and uses features (Table 2) that are slightly modified
from our previous work [16]. We apply our aggregated-interval
mapping framework to the Twitter data model and use the number
of tweets per second (TPS) for the Twitter-specific ADV feature:

Feature Type

Type

ADV
ADV
ADV
Filter
Filter
Feature Type
Source
SDV
SDV
-

Value Range
Single,
Aggregated
[0, inf]
[0, inf]
[1, max]
“*”, null
“ * ”, null
Value Range
“*”
“*”
[1, 144]
[0, max]

Table 2: Twitter data features.
Stock Group Features
Type

Feature Type
-

Total Num. of Price Changes
Price Changes per Second
Num. of Stocks in Group
Max. Num Stock Change at Once
Max. % Price Change
% Change Threshold
Stock Name
Top 1% Rise in % Price Changes
Top 1% Fall in % Price Changes
Price Change Point Features
Stock Name
Stock Price
% Price Change
Time of Price Change

ADV
ADV
ADV
ADV
ADV
Filter
Filter
Filter
Filter
Feture Type
Source
SDV
SDV
-

Value Range
Single,
Aggregated
[0, inf]
[0, inf]
[1, max]
[1, max]
[0, max]
[0, inf], null
“ * ”, null
0, 1, null
0, 1, null
Value Range
“*”
“*”
[1, 144]
[0, max]

Table 3: Stock market data features.
point are the name of the stock whose price changed, the new
price of the stock, the percentage change in price from the last
closing price, and the time of the price change (bottom of Table
3). Each price change point can be collected into a stock market
group Di which can filter the price points by: a specific stock name
(stock), a threshold on a particular percentage change in price
(%threshold), the highest 1% rise in price percentage changes,
and the highest 1% fall in price percentage changes.
Similar to the Twitter ESCaper, we use our mapping framework to create the heuristic for the data-sound mappings. For
aggregated-interval mappings of the stock market data we use the
ADV feature for the normalized percent price change (PPC). The
mapping is exactly like that of our twitter aggregated-interval mapping with PPC instead of TPS. For the single-instant mappings, our
data source is a specific stock name (stock), so we want all price
change points of that source to be sonified with the same sound
sample. We can use the various stock market group filters to narrow down the price change points that will be sonified.
If a stock market group has only one stock source, then we
map the timing of the price change point to a randomly selected
sample in the corresponding sound group:
Attack: StartT ime(gj,rand ∈ Gj )[t] ← time(di,t ∈ Di )

If a stock market group has more than one stock source, we
use the ceiling of the numSources/numSamp to represent the
number of source locations to use for panning. If there is only
one source location, we do not use panning, but simply utilize the
sample selection to associate a sample with a particular stock:
Sample Selection: StartT ime(gj,k )[t] ← stock(di,t )
If there are multiple source locations we use both the playback
of a specific sound sample and panning to distribute the sounds
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spatially around the user and give them a sense of different voices.
Sample Selection: StartT ime(gj,k
∈
Gj )[t]
stock(di,t ∈ Di )
Location: P anning[lef t, right] ← stock(di,t )

←

For both of our ESCaper applications we have presented general formulations to which any Twitter or stock market data set
could adhere. We present these formulations to demonstrate how
the generalized policy presented in Section 4 can be applied to information particular to a specific data sets.
6. DISCUSSION AND FUTURE WORK
In this paper we built upon our previous sonification model to take
advantage of the parallel structures between data and soundscapes.
The sonification model presented here uses a more complex policy
and optimization technique for the automatic creation of the datato-sound mappings and is inspired heavily by work in the auditory
display community. Additionally, our model allows users to input
their preferences into the system (using a simple indicator slider)
to guide the automatic creation of mappings. These are our first
steps in exploring the possibilities for using interactive systems to
assist end users in the design of sonifications.
There are many ways in which we hope to build on this work
in the future. We are currently working on user tests to evaluate the algorithms we have presented here, and we will continue
to explore more sound features and evaluate the use of our current features in the context of our system. We hope to expand our
user interaction to allow users to specify more dimensions of the
mapping (polarity, specific point-sample mappings, etc.). Additionally, by using more intelligent schemes such as learning user
preferences and analyzing data in real-time to update the mapping,
we can make a more practical tool that could help users refine their
mappings over time.
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ABSTRACT
In this research, we developed a real-time sonification system
to be used in biceps curl. The sonification is generated using
a parameter mapping method based on exercise information
collected from a muscle sensor and Kinect camera. A crossover trial (AB-BA method) using biceps curl exercises was
conducted, which included 14 healthy subjects equally
assigned to two different groups. The first group started their
sessions without any feedback then received sonification in
the last sessions. The other group completed the sessions
with the sonic feedback in the early stages.
The experimental results show that the sonification
worked well at portraying temporal information to help
subjects improve the pacing of their movement. Results also
show greater improvement in exercise metrics (greater
average repetition range and total effort) when participants
exercised with sonification, but not statistically significant.
However, a significant result is that participants enjoyed the
training more with the sonification than without. Positive
comments were made on the sound feedback. The study
demonstrates the potential for a real-time auditory feedback
oriented training device to be used in fitness training or
physical rehabilitation.
1.

INTRODUCTION

For example, [4] developed auditory feedback of an
ankle exercise, based on leg/foot ankle angle, which aimed to
help visually impaired or bedridden patients improve the
quality of physical rehabilitation. [5] is another example
where the user’s body movement was completely guided by
sonification in sporting activity. Auditory biofeedback
has also been applied to patients who lack proprioception as a
means of improving the limb movement accuracy [6]. The
use of biofeedback was also used in physical therapy related
projects, such as the use of electromyography (EMG, a
measurement of muscular activity) sonification in [7, 8].
The biceps curl is a highly popular training method,
which involves both concentric contraction (lifting the
dumbbell) and eccentric contraction (the lowering phase) of
the key muscle. Yet many people do not pay enough
attention to the quality of the exercise, for example lowering
the dumbbell too quickly and skipping the effort of eccentric
contraction. Therefore, this exercise is a good option with
which to test the sonification device. This could also lead to
applications in a wider range of physical exercise from
fitness training to physical rehabilitation. Motor control can
be improved through practice regardless of the complexity of
the movement [9]. This assertion is highly important in
physical exercise as better quality can contribute to quicker
and greater improvement in body condition.
1.2. Research Overview

1.1. Background
Sonification, as a means of portraying data using non-speech
acoustic signals [1], has been applied in areas such as sport
training and physical rehabilitation for many years. Typically,
the output sounds are created based on a subject’s body
movement and bio-information. Biofeedback is used to
provide an indication of the state of a bodily process using
external sensors [2]. The purpose is to increase the awareness
of a physiological response. In physical exercise, the use of
biofeedback has the potential to improve the quality of
exercise in many aspects, such as movement precision,
temporal accuracy and muscular activity patterns [2].
Sound is a suitable candidate for portraying biofeedback
due to several advantages [3]:
• The biofeedback is not restricted by a screen monitor,
thus allowing visual attention to focus on the action or
surroundings.
• Acoustic energy is very alerting and can be detected
rapidly.
• Auditory information is superior to visual information
in portraying time-sequenced (rhythmic) data.
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

This study investigated whether the quality of physical
exercise can be improved using real-time auditory feedback
of users’ exercise routines. In particular, we developed a
sonification system facilitating sensory devices to measure a
user’s muscular activity and arm kinematics and mapped
them into synthesis parameters for generating real-time
auditory feedback. By listening to the feedback, we
hypothesized that the users would be able to gain better
awareness of their exercising states, which could potentially
lead to a better exercise performance and progress. Another
aspect we looked into was the general experience of using the
sonification.
A cross-over trial was conducted to measure the effect of
the sonification. In this method, equivalent groups of subjects
receive counterbalanced sequences of each treatment, which
cancels ordering effects and allows each subject to participate
in all of the experimental manipulations [10, 11]. Specially,
this experiment studied the effects of real-time auditory
biofeedback in biceps curl exercise over an 8-session trial.
Among the sessions, half of subjects were asked to do the
exercise without the sonification for the first 4 sessions, then
with the sonification for the other 4 sessions. The other half
of the participants completed the same experiment but in the
opposite fashion.
The experiment documented in this paper is a
continuation of the previous between-subjects experiment
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[12], which studied the effect of the sonification of biceps
curls between two groups of participants in a 3-session setup.
The between-subjects design could not avoid the individual
differences of a participant’s physical condition, which could
influence the outcomes. The crossover experiment (withinsubjects) eliminates the factor of individual differences. It
was also performed over a longer scale than the previous
experiment.
1.3. Paper Structure
Section 2 presents an overview of system design including
descriptions of the sensory devices and the software
platform. Section 3 provides details of the experiment, which
consists of the experimental setup and procedures, and the
quantitative/qualitative results. The summary section
concludes the study and discusses the implications of the
results.
2.

SONIFICATION SYSTEM DESCRIPTION

Figure 1: Setup example
A real-time sonification system was developed featuring an
EMG (electromyogram) belt for muscular activity
measurement and a Microsoft Kinect camera for limb
position tracking. A software program was developed on
Max/Msp to work with the sensory devices for generating the
sonic feedback and data storage. A pictorial demonstration of
the setup is shown in Figure 1.
The EMG belt consists of a surface EMG sensor for
measuring myoelectric signals from the active muscle. The
EMG signal is then transmitted to the computer (9600 baud)
using an Arduino Duemilanove microprocessor with a
Bluetooth modem.
The other sensory device, the Microsoft Kinect, is used to
track the coordinates of a subject’s arm relative to the centre
of the torso. A program named Synapse [13] was used for
tracking the movement, and coordinates of different body
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joints are then transmitted via Open Sound Control (OSC),
which can be acquired directly in the sonification program.
The software environment is shown in Figure 2, which
has three main functionalities:
(1) The data management section, also the main
interface, consists of data visualization, data recorder, system
setup and sound selection. The sampling rate for the data
recorder is set at 50Hz, which is sufficient for recording the
relatively slow biceps curl. Information being stored includes
the EMG signal, hand coordinates, speed, repetition range.
This section contains the basic analysis of the data, including
calculating the rate of change of the y-coordinate of the hand
(indicating the speed of biceps curl) and the range of
repetition (difference between the lowest and highest ycoordinate of the hand).
(2) The sound engine used in this experiment is designed
using frequency modulation and subtractive synthesis
methods. As shown on the top right side of Figure 1, there
are four different sound outputs for selection. However, this
particular experiment only used the Linear Synthesis Sound
option, which is different to our previously published
experiment where participants were free to choose one of the
four sounds according to their own preferences.
The linear synthesis sound produces a spectrally rich
sound using two triangular oscillators. The pitch of the
synthesizer varies continuously rather than using discrete
MIDI signals. A band-pass filter is used to shape the
brightness of the tone. Some users describe the overall tonal
characteristic of this sound as “sci-fi”. A white noise unit is
used separately to function as a warning. This sound is
triggered if the speed of movement is over a threshold value
to encourage the user to exercise at a slower speed.
(3) The data mapping section links the bio-information to
selected sound parameters, which were used to generate
audio output. Parameter mapping [14] is used. We have
chosen the EMG signal, y-coordinate of the active hand,
movement velocity and repetition count as the input
parameters. This data is scaled accordingly in order to create
the correct range of values to control the sound parameters.
Specifically, the pitch of the synthesizer is controlled by the
active hand’s y-coordinates and has a valid frequency range
between 0 to 620Hz (from the lowest hand position to the
highest). The EMG signal is mapped to control the cut-off
frequency of the band-pass filter. As a result, the brightness
of the sound is directly controlled by the biceps contractions
(both concentric and eccentric). As more effort is exerted, the
brighter the tone becomes. A white noise unit is also in use,
which is controlled by the movement velocity. When the
movement velocity is over a threshold value, the noise is
triggered and heard by the user indicating that the user needs
to slow down the pace of their exercise movement.

Figure 2: Main interface
of the
sonification
software
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EXPERIMENTS & ANALYSIS

3.1. Experimental Setup
This study was conducted to find out the difference in
exercise quality between two phases for the same participant:
effect phase and control phase. This means that all
participants experienced doing biceps curl exercises both
with and without the sonification feedback. The experiment
was carried out at the Audio Lab in the Electronics
Department, University of York, UK. 14 healthy university
students participated in the experiment (8 females, 6 males,
aged 24 ± 3). All participants were reported to be healthy
with no conditions or injuries which could affect the exercise.
Participants were randomly assigned to two groups,
referred to as Con-son (first four sessions Conventionally
without sound then the remaining four sessions with the
Sonifcation) and Son-con (sonification first four sessions,
then the remainder without). All participants signed a consent
form prior to the first session, which explained the
procedures and safety advice of the experiment. All
participants completed the full 8-sessions of the experiment.
There was 1-3 day’s gap between each session to allow for
the necessary muscle rest. Between the cross-over (before the
fifth session), participants received a one week break with no
heavy biceps-related training during this time.
Participants were advised that there were three main
criteria in terms of the quality. Criterion 1 is to aim for a
slow and steady pace, with each repetition to be completed in
at least 4 seconds. Criterion 2 is to aim for a large range of
motion of the lower arm, with the upper arm remaining static.
Criterion 3 is to complete at least 2 sets of a minimum of 5
repetitions in one session. Participants were not encouraged
to do as many repetitions as possible even though it was
desired. This was to allow the participants to manage the
quantity of exercise at their own motivation. However, being
able to perform more repetitions is also an indication of good
performance. The exercise and any safety issues were
demonstrated to all participants prior to them commencing.

Figure 3: Average repetition time
A paired T-test was conducted, which indicated a
significant difference between the mean value in the
sonification phase (M = 7.06s, SD = 2.62) and the control
phase (M = 5.73, SD = 2.98); t(13) = 2.68, p < 0.05. This
indicates that the sonification worked very well at providing
extra awareness to help participants to exercise at a slower
pace (Criterion 1).
3.2.2. Repetition Range
The repetition range is the relative distance completed per
repetition. The vertical hand coordinate (modified from the
Kinect sensor) ranges between 0 (straight-arm position) and
0.8 (shoulder position) and 1 (top of the head). Figure 4
shows the comparison of the average repetition range of the
participants based on the two different treatments. 9 out of 14
participants showed better results in the sonification phase.

3.2. Quantitative Results

3.2.1. Repetition Time

Figure 4: Average repetition range

The repetition time is the average time in seconds to complete
one repetition of the biceps curl. Figure 3 presents the average
repetition time in the two different treatments. Each data point
is the overall average repetition time of that participant in the
4 sessions with the same treatment. The data is arranged
according to participant’s group.
Greater repetition time indicates slower movement
velocity, which also indicates better exercise quality. Apart
from participants 2 and 7, there were better results in the
sonification phase (triangle) than the control phase (circle).
Also, notice that the repetition times for participant 2 and 7
are very large already (No. 2: 7.9s in Sonification and 9.8s in
Control; No7: 11.5s in Sonification and 11.95s in Control),
which means that there was very little room for improvement.

No significant improvement was found in this variable
between Sonification phase (M = 0.639, SD = 0.051) and
Control phase (M = 0.629, SD = 0.047). However the
significance level (p = 0.076) indicates the result is not far
from being significant (0.05). This could be due to the
relatively low difficulty of the exercise; most participants
were already capable of achieving a good range of movement.
Also, the relatively small sample size could affect the
significance level.
3.2.3. Total effort
Total effort is defined as the product of dumbbell weight and
the total repetition amount. This is because subjects were
allowed to increase or decrease the selected dumbbell weight
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between sessions. If the weight is increased, achieving the
same repetitions becomes more difficult.

Figure 5: Effort comparison
The comparative result is shown in Figure 5. Paired T-test
showed no significant difference (p > 0.5) in the effort results
between the Sonification phase (M = 162, SD = 53) and
Control phase (M = 155, SD = 66) even though the
sonification phase has a higher recorded mean effort.
However, some participants in the Son-con group expressed
that after the sound was taken out, the exercise became more
tedious to complete (No. 1, 4, 13, 14). Also, participant 1 said
that while it had become less interesting without the sound,
his muscle was already feeling stronger and hence he could
still manage to finish more repetitions than in the initial
sessions. In the Con-son group (adding the sound feedback
from the fifth session), 3 participants showed improvement in
the sonification phase; 3 have shown a decrease in effort and,
1 remained unchanged.
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test was conducted to compare the mean rating for the two
treatments. There is a significant difference in the rating for
sonification (M = 6.93, SD = 1.57) and control (M = 5.73, SD
= 2.28); t(55) = 3.89, p < 0.001.
Subjects were also asked to rate, on a scale of 0
(confusing) to 10 (informative), whether the sound gave
sufficient feedback to the exercise movement. The mean
value for this variable is M = 7.16, SD = 1.94, which indicates
that the feedback was relatively informative to the majority of
subjects. Regarding the sound aesthetic rating (0 being
disliked to 10 highly enjoyable), the result is M = 6.30, SD =
1.86. The paired t-test shows a significant result of t(55) =
3.87, p < 0.001. A strong p value suggests that participants
enjoyed the exercised more with the sonic feedback
presented.
In addition, there was an optional question in the survey
to let participants make open comments on the sessions.
Selected results are shown in Table 1. Other results, which
were mainly based on participant’s physical condition after
the session such as “feeling tired”, have been excluded.

3.3. Survey Results

ANALYSIS

6

4.

2

4

Experience Rating

8

10

Table 1: Subjects’ open comments
Overall, participants made positive comments on the
sound feedback, which mainly focused on how the sound
feedback can affect the pacing of movement and make
exercise more interesting. Similarly, three participants in the
Son-con group felt the sessions had become less interesting
after the sound feedback had been removed.

Control

Sonification

Figure 6: Boxplot of the user rating comparison
Participants were asked after each session to rate how much
they enjoyed the workout after the exercise on a scale from 0
(not at all) to 10 (very enjoyable). Figure 6 shows that
subjects in general had a more enjoyable experience when
exercising with the sound feedback than without. A paired t-

The three main conclusions that can be drawn from these
experiments are as follows:
1. The sonic feedback has a strong impact on the pacing
of the movement. There is not enough support to indicate the
auditory feedback could lead to a larger repetition range.
Although no obvious improvement is shown in the total
effort, the post-session survey indicated that participants felt
more motivated with the auditory feedback.
2. A significant result is shown that the participants
enjoyed the exercise more with the feedback than without.
3. Participants generally found the auditory feedback
informative. However, the sound aesthetic still has room for
improvement. While this particular experiment used only one
type of sound for the sonification, the system provides other
options such as probability-based melodic mode, sea wave
sounds, and a music player allowing users to upload their
own music files. Hence, there are more options to
accommodate a user’s personal preference.
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SUMMARY

6.

This paper presented a study of the effect of real-time
sonification on a subject’s biceps curl exercise based on
muscular activity and movement information. A sonification
system was developed, which consisted of an EMG sensor
belt and a Microsoft Kinect camera as hardware, and custom
sonification software using Max/Msp. A cross-over trial was
conducted to study the difference in exercise quality between
2 phases (exercise with auditory biofeedback and without
auditory biofeedback) in 2 different sequences.
The experimental results resonate with the previous
experiment we conducted based on fixed treatment group
comparisons. This latest study shows that participants
performed better with sonification in terms of pacing, but no
significant difference was seen in movement range. This
result indicates that the auditory feedback is more effective at
portraying the temporal characteristic of the movement. Also,
participants found exercising with the sound more motivating
and interesting. This is an important finding, especially as a
repetitive exercise over a longer time scale is often
considered to be tedious. According to participant feedback,
the sound was considered to be informative.
A conclusion is drawn concerning the movement range
mapping. The movement range was portrayed with a linear
mapping of the pitch of the synthesis. The continuous
mapping could provide a raw portrayal of the hand’s position
yet is not suggestive enough for the listener to realise the
quality of that variable. Further adjustment is required to
make this mapping more intuitive. A possible approach is to
use notification to sonically present whether the movement
range is considered as ‘good’ or ‘bad’ quality rather than the
current raw representation.
In summary, the sonification used in this research does
not only relate to the biceps curl itself, but also shows that
the auditory cue could help the users to regulate their action
in order to satisfy certain exercise criteria. The sonification
has the potential to improve the quality of physical exercise
and the current system can be developed further to suit more
exercise types. This has applications both in fitness training
and physical rehabilitation. In comparison to some of the
commercial products such as Wii Sports and Xbox games,
this system places more attention on portraying the user’s
muscular activity, which is an essential attribute in weight
training. In addition, the exclusive use of sonic display has
possibilities for multitasking and portability.
One of the possible further developments of this system
involvement is to replace the Kinect camera with an
accelerometer to detect movement velocity. By doing so, the
system can be developed as a wearable device, which has
greater accessibility for situations such as outdoor physical
activity. In recent years, we have experienced a revolution of
portable computing device and wearable technology.
Products such as smartphones, smartwatches and fitness
tracking gadgets provide sonification designers with a huge
worldwide platform for developing auditory assistive tools
and devices to help to improve our general health. As more
situations are made possible to extract biodata, auditory
biofeedback has the advantage of being screen-free and
interesting to use, while delivering sufficient bio-information
to increase the awareness of the exercise. With more
advanced sensory devices becoming available to the public
and the advantage of the mobile application market, the next
stage for the research is to implement the sonification into
mobile platforms, which could hence improve the portability
and accessibility.
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ABSTRACT
This paper presents a set of real-time sonifications of heart
rate variability in the context of biofeedback. The objective
of the study is to explore new ways in providing biofeedback
information rather than the typical graphic displays in
medical products. Four different auditory displays were
created by mapping heart rate variability to timing variations
of the sound. In the experiment, ten subjects completed five
tests of biofeedback training with four auditory displays and
one graphic display. During all tests, the heart rate variability
and respiration data were recorded for evaluation of the
effectiveness of biofeedback training. Subjects were also
asked to rate their subjective experience after each test. The
results suggest that most subjects could achieve a similar
training effect with auditory feedback compared to graphic
feedback. Although the user experience of auditory feedback
did not meet our expectations, some subjects were
enthusiastic about the direct auditory feedback. We discuss
these results and provide a description of what is learnt from
our design explorations.

1.

INTRODUCTION

Heart rate variability (HRV) is a physiological phenomenon
of variation in time intervals between heartbeats. Heart rate is
regulated by the autonomic nervous system, and the balance
between its two divisions, accelerating (sympathetic) and
decelerating (parasymthetic) systems, produces a complex
and ongoing pattern of heart rate variability [1]. HRV could
reflect various physiological states such as mental workload,
emotional responses, stress at work and concentration on
tasks [2]. Previous studies [3] showed that giving users an
immediate feedback of HRV data would help them improve
awareness of heart rhythm and make subtle changes in their
body to achieve a better health. This process is referred to as
HRV Biofeedback.
Biofeedback is often referred to as ‘bio-mirror’ since it
enables users to ‘see’ internal physiological processes. Most
of biofeedback systems present feedback (physiological
information) in visual forms, for example the graphic display
used in [4]. But in the context of stress relief, meditations,
deep-breathing training and relaxation exercises, auditory
feedbacks have an advantage over visual forms that it can
liberate users’ eyes from the computer screen and improve
user’s focus and pleasure during a biofeedback training. With

auditory displays, biofeedback sessions can be performed
with the eyes closed and in a more comfortable position,
which is an excellent condition for relaxation.
The sonification of heart activities is not a new idea. The
most common approach for doing this is parameter-mapping
[5], which links the parameters of heartbeats (HR/HRV) to
the parameters of sound. In [6], the authors introduced a
heartbeat-responsive music system, in which the heart rate
values were mapped to a scaling factor to adjust the tempo
and timbre of a piece of music. The works in [7] sonified
maternal and fetal heartbeats as musical notes in different
timbres, namely a cello and a flute. The variation of heart
rates is mapped to the duration of the notes. A similar
example could be seen in [8], a heart rate indication system
was developed to provide biofeedback by converting heart
rate data into a music with pitch and tempo changing in realtime. A more complex Model-based sonification [5] of heart
rate variability has been explored by [9] for medical
diagnosis. In the system, multiple variables of heartbeats data
were extracted as a source of musical events, being mapped
to the specific pitches with different timbral annotations,
such as a “tinkling” sound, or a clarinet-like timbre. In [10],
Bernd et.al established three different ways of HRV
sonification based on frequency analysis: (1) by mapping LFHF frequency to MIDI pitch of a constant sound; (2)
mapping the amplitude of the filtered signal to the volume of
sound; and (3) using filtered signal as the MIDI note control.
In this study, four versions of auditory feedback are
designed and integrated into a HRV biofeedback system,
which provides real-time feedback by converting the heart
rate variability into the sound rhythms. In our design, the
timing variations of heart rate are mapped to the variations of
rhythm in MIDI notes. We assumed that the biofeedback in
the form of sound could also enhance the user experience and
contribute to the effect of biofeedback. An experiment was
carried out to evaluate the effectiveness of auditory feedback.
The results will be presented and discussed in this paper,
with the insights from the comments from the participants.
2.

SONIFICATION DESIGN

Our goal is to provide the heartbeats feedback information
faster. This idea has been explained for visual feedback in
[11] using the language of classical PID feedback controllers.
In Fig 1 we show a typical tachograms from [11], where the
length of each bar represents one heartbeats interval. This is
an example of proportional feedback. The tachograms of the
Stress-eraser [4] are very similar to this.

This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
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Each chord consists of notes G4, B4, D5, and G5, as shown
in Fig 3. The non-emphasized tones are played at 45%
volume where 100% refers to the emphasized tone. Although
we added already a fourth note to the chord, this still gives a
less fine-grained feedback than the previous audio-form. As
before, RR variation is calculated and then mapped to one of
the four possible chords.
Figure 1: A typical tachograms by plotting successive heartbeats
intervals

Could a similar effect be reached using the auditory
modality rather than the visual? In fact it is easy to map
heartbeat to timing information: just produce a short tone or
ping upon detection of the heartbeat event. But the difficulty
is that the difference in the heartbeats (RR) intervals is small
compared to the RR intervals themselves. For example, if the
average RR interval is 1000ms (i.e., a 60bpm HR), then the
typical variation of two successive RR intervals is less than
100ms, which is hard to perceive. Therefore we look for
ways of amplifying the differences between the RR intervals,
making the difference easier to perceive. Through
exploration and experimenting we found four promising
audio-forms:
1. arpeggio chords with timing variation,
2. arpeggio chords with emphasis variation,
3. two distinct notes with RR interval delay,
4. stereophonic notes with RR interval delay.
First we present audio-forms 1 and 2, which are easy to
explain: each heartbeat is translated into one arpeggio chord
of a few hundred milliseconds. We choose major scale
arpeggios because minor scales tend to be associated to
sadness in western culture and also because [12] found that
higher arousal ratings were given during minor mode music
than during major mode music.

Figure 2: Slow and fast G chord arpeggios

For audio-form 1, we created MIDI files for the major G
chords using notes G4, B4, and D5, as shown in Fig 2(a). The
duration of one chord is N times 75ms where N is in the
range 1 to 10. So, the shortest chord arpeggio is 75ms, which
sounds very fast and the longest one is 750ms, which sounds
very slow, see Fig 2(b). At each heartbeat one chord is
chosen, for which the applicable N is calculated by a linear
mapping of RR/RRavg. The linear mapping works such that
the fastest chord happens when RR/RRavg = 80% and the
slowest chord when RR/RRavg = 125%. Here RRavg is the
averaged RR interval obtained by a first-order low-pass filter
with a time-constant of 24 heartbeats (somewhat similar to a
moving-window average). If the changes are bigger, the
effect is truncated at 80% and 125%, respectively. The effect
is that relatively small changes in RR variation are translated
into better perceivable variations in chord length: an increase
in RR of 5% for example is mapped to a 20% increase in
chord length. At the same time, extreme values will be
mapped into truncated ranges at the ends of the spectrum.

Figure 3: G chord arpeggios with emphasis on different note.

For audio-form 2, the timing of the chords does not vary,
but one tone is accentuated, i.e., played louder than the others.

Figure 4: (a). GC intervals presenting accelerating and steady
heartbeats. (b). Stereophonic notes presenting accelerating and
steady heart beats

Next we explain audio-forms 3 and 4, which are based on
a different idea: while the previous two audio-forms
presented the length of the latest RR interval, the new forms
present the difference between the latest interval and the
previous interval. So it is the differential of the intervals, not
the interval itself that will be presented as sound. For this we
use two tones at a fifth interval (the notes C and G). As the
heartbeat occurs, the C is played, whereas the G note is
queued to be played later, the queue-delay being set to the
most recent RR interval. The effect is an up-going interval
(C-G) when the heart rate is accelerating and a down-going
(G-C) when it slows down. The mechanism is shown in Fig
4(a) for one interval of duration T1 followed by a shorter
interval T2, followed by a third interval T3 which is equal in
length to T2 again.
The fourth audio-form is similar to the third, but now
using the stereo panorama instead of the different tones, as
explained in Fig 4(b). As the heart beat occurs, the C is
played in the left speaker and a right-panned C note is
queued to be played later on the right speaker, the queuedelay being set to the most recent RR interval. The effect is a
panning transition, going double-note rightward (left C–right
C) when the HR is accelerating, and leftward (right C–left C)
when the HR slows down.
3.

EXPERIMENT

In this study, we developed a biofeedback system with pure
forms of sound to provide a direct and fast feedback of heart
rate variability. We hypothesized that the proposed auditory
displays would be a more comfortable and effective interface
of the biofeedback system. An experiment was conducted to
examine the biofeedback effect of four proposed auditory
displays by comparing to a typical graphic display as shown
in Figure 1 and described in [11].
3.1 Participants
We designed a within-subjects experiment with ten
subjects (five females and five males, age range: 20 to 30).
All subjects reported no history of diagnosed cardiac or
psychiatric disorders. Participants who were technically
unable to use the biofeedback system were excluded from the
trial. All participants have never received any medical HRV
biofeedback training. All subjects gave the written informed
consent and provided the permission for publication of
photographs with a scientific and educational purpose.
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3.2 Equipment and Measurements

3.3 Experiment design

The HRV biofeedback system consists of three parts:
bio-signal acquisition module, biofeedback module and
sonification module as shown in Fig 5. The pulse signal
measured by the pulse sensor is calculated into RR intervals
data in the bio-signal acquisition module. Through a USB
serial port, the data is transmitted to the biofeedback module
on a computer in which RR intervals are translated into
sounds or graphics. Considering the context of use, as shown
in Fig 6 the biofeedback laboratory served as a dedicated
room which provides a quiet environment to receive auditory
feedback information.

The experiment is designed to answer two questions: 1.
whether a similar effect could be reached using the auditory
display rather than the visual and 2. which of four audioforms could be the best one in term of user acceptance and
biofeedback effectiveness? Hence, we designed a withinsubjects experiment, in which all participants would complete
five 10-minute biofeedback tests: four with auditory displays
(A1:A4) and the other one with visual display (V1). The
experiment randomizes the order of the five tests to
counterbalance carry-over effects. The independent variable
was the form-giving of the biofeedback given to participants,
while the dependent variables were the average HRV value,
respiration data, and the subjective ratings.
3.4 Procedures

Figure 5: The HRV biofeedback system developed in the study

For each participant, the physiological data (pulse and
respiration) and subjective perceptions were collected
throughout the experiment. The pulse signal was measured by
the bio-signal acquisition device developed at TU/e.
Respiration signal was recorded by the ANT system (ANT,
the Netherlands) with a sampling rate of 256 Hz. The
respiratory sensor was placed at the chest of the participant
and the pulse sensor was placed on the left index finger of the
participant, as shown in Fig 6.

Figure 6: The experiment setup

In the experiment, the users’ subjective perceptions on
each auditory display were evaluated from two dimensions:
‘Clarity of feedback’ and ‘Comfort of feedback’. Accordingly,
the questionnaire was designed into two parts. Each part
consists of three questions. The participants were asked to
evaluate the clarity of feedback by rating the following three
questions: 1. the difficulty to understand it, 2. the difficulty to
follow it and 3. how often they were lost. To evaluate the
comfort of feedback, the participants were asked to rate the
subjective feelings of stress, tiredness and sleepiness. The
questionnaire used a visual analogue scale (VAS) from 1 to 5
with 1 being ‘strongly disagree’ and 5 being ‘strongly agree’.
After the experiment, each participant answered several openended questions for any comments and suggestions to
improve the sonification design. For instance, “do you like
this audio feedback? and why?” , “Which audio-form do you
like best?” and “In what aspects do you think the audio-form
need to be improved?”

Before the biofeedback tests, the participant watched a
short video instruction to familiarize them with the
biofeedback system. A brief introduction was given: “the
purpose of HRV biofeedback is to perceive the variability of
heart rate and learn to improve the variability by regulating
breathing pattern.” Then, the participant was instructed to
relax with natural breathing for 5 minutes. This pre-test
resting period is intended to normalize the baseline of HRV
and respiration data without biofeedback. Next, the
participant would undertake five biofeedback tests separately
with different forms of feedback, including four audio-forms
and one visual form. Each biofeedback test lasted 10 minutes.
The order of the tests was generated randomly.
Before each test, a corresponding video instruction was
given to the participants for guiding them how to use
feedback information to improve HRV through a breathing
regulation. For the graphic biofeedback test, the instructions
were:
“The waveform represents heartbeats intervals, and it
is closely related to your breathing. Try to make the
waveform in a smooth sinusoidal form by adjusting
your breath. You breathe more slowly and deeply, the
waveform becomes more smooth and regular.”
As described above, the design of four audio-forms
follows different design principles (see section 2). For the
four auditory biofeedback tests, the instructions were
different but similar in style. Hence, taking audio-form 1 as
an example, the instructions were:
“In this test, you will hear a major G chord. The
duration of the chord represents heartbeat intervals,
and it is related to your breathing. Try to make the
chord arpeggio change from fast to slow and then to
fast periodically by regulating your breath. You
breathe more slowly and deeply, the changes of chord
arpeggio become more smooth and regular.”
After each test, the participants were given a 5-minute
break to relax and answer the questionnaire. The pulse data
and respiratory data were recorded throughout all five tests.
Throughout the experiment, participants were seated
comfortably and instructed to move as little as possible.
During the auditory feedback tests, participants all were
instructed to close their eyes.
4.

RESULTS

The qualitative data about the biofeedback effects and the
user experience of the auditory displays was collected in the
experiment. One-way ANOVA was then used to analyze
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whether there were any significant differences between the
four audio-forms and the visual form.

4.1 Users’ perception

The results of the participants’ subjective ratings on user
experience of each audio-form are shown in Figure 7. In
terms of “Clarity of feedback”, the score of the visual form
(V) is significant higher than audio forms 2, 3 and 4 (A2, A3,
A4) (p<0.05; A2, A3, A4 vs V1). In terms of “Comfort of
feedback”, the score of the audio-form 3 (A3) was significant
lower than the visual form (p<0.05; A3 vs V1). The overall
score of audio-form 3 was significantly lower than the visual
form. (p<0.05; A3 vs V1).

Figure 8: The improvements of HRV in biofeedback tests

4.3 Respiration

Figure 9: Typical respiration waveform from one of the participants

Figure 7: Results of the participants ’subjective ratings

From the feedback of the open-ended questions, we
found that more than 70% participants were generally
enthusiastic about the auditory displays of heart rate
variability designed for the biofeedback. In particular, they
emphasized that the auditory feedback was more convenient
to use because it frees the eyes of users and has fewer
restriction on place of use. Specifically, they preferred to
close their eyes when they breathe slowly and deeply for
relaxation. Regarding the disadvantages, two participants
mentioned that the sounds of feedback were still changing
too quickly for them to perceive a pattern of changes; this
made them feel confused and even anxious. This is the main
reason why they give the audio-form low marks on “Comfort
of use”.

4.2 Heart rate variability

The SDNN (standard deviation of beat-to-beat intervals) was
calculated as the index of the HRV during each test. The
SDNN of the pre-test resting period was calculated as the
baseline. Comparing the SDNN during the biofeedback tests
to the baseline, the improvement of heart rate variability was
calculated as shown in Fig.8. The mean values of HRV
improvement in each test are denoted with dashed lines, and
in biofeedback tests of A1, A2, and V1, the improvements
are significant (p<0.05). But there was no significant
difference in the HRV improvement among the biofeedback
tests.

The observation of the respiratory waveform is interesting for
understanding how the listeners perceive the feedback and
use it to adjust their behaviors. Figure 9 shows the typical
respiratory waveforms from one of the participants. During
the pre-test resting period, breathing is automatic and
unconscious; and in the biofeedback tests, the participant’s
respiration was regulated towards a deep and regular pattern
with both audio and visual forms of feedback. In the tests of
A1 and A3, the participant responded to the feedback rapidly
and accurately. In A4 and V1 tests, it took the first 1-2
minutes to get familiar with feedback and then reached the
same effect. The feedback of A2 seemed to be difficult for
the participant to understand and follow, so he failed to
follow the auditory feedback, instead he did deep breathing
autonomously.
5.

DISCUSSION

A natural rhythm in heart rate could be observed when
people relax and breathe deeply; on the contrary, this rhythm
becomes weak and even disappears when people under
constant stress at work. Several attempts [4-11] have been
made to present the heart rate rhythm (variability) to
individuals through visualization or sonification design. With
biofeedback, people could see, hear and even feel the heart
rate rhythm (feedback), improve awareness of the rhythm,
and then learn to enhance the rhythm. In this study, we
proposed four audio-forms based on the similar principle that
the variations of RR intervals are mapped to the rhythm of
the sound. The different mapping strategies are explored.
Audio-form 1 presents heartbeats intervals by changing the
intervals between four notes of a chord. It is the most direct
mapping approach between timing variations of heartbeats
and the sound. Because the rhythm of sound could also be
represented by the variations in the positions of emphasis, in
Audio-form 2, the emphasis of a G chord arpeggio is being
modulated among four notes according to the latest RR
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interval. Audio-form 3 and 4 use the interval between two
successive notes to present the most recent RR interval. In
these two forms, the differential of the RR intervals is
presented as sound. The results of the participants’ subjective
ratings on audio-forms show that the listener gave the A1
higher ratings due to its clarity.
The results of heart rate variability support our
hypothesis that in a biofeedback session, a similar
biofeedback effect (HRV improvement) could be achieved
using the auditory displays rather than the visual. Although
the clarity and the comfort of the audio-forms still need to be
improved, the direct and fast responses of the audio-forms
ensure effectiveness for conveying information. With the
auditory feedback, individuals received the sound, perceived
the information of heart rate variability and learned to
regulate the breathing pattern to enhance it. After a few
minutes self-regulation with biofeedback, the heart rate
rhythm would be enhanced and become gradually distinct,
and being linked to a clear rhythm in the sound. The auditory
display acts as the “output” of the biofeedback loop, which
are important to the human’s self-awareness and selfregulation processes. The respiration data also reflected the
self-regulation process, and suggested that most participants
could adjust their breathing pattern with audio feedback as
same as visual feedback during the tests.
As a presentation of information, the clarity of auditory
display is crucial for biofeedback effect. Because the
variation between two successive RR interval values is too
small to perceive, in the sonification, we tried to amplify the
differences between the RR intervals, allowing listeners to
perceive the heart rate variability as clearly as possible. From
participants’ subjective ratings on “Clarity of feedback” in
figure 7, we can see that the graphic display is clearer and
easier to follow than the proposed audio-forms. Our
explanations for this are as follows. The proposed auditory
displays are designed for conveying the variation between
two successive heartbeat intervals, but might not be suitable
for presenting the rhythm of the variations, which occurs at
0.1 Hz during relaxation. This helps explains why the
participants thought it was clearer to perceive the patterns of
HRV through the visual display, see figure 1.
In terms of “Comfort of feedback”, the ratings on
auditory displays are generally below the visual display. The
participants were questioned regarding the subjective feelings
of stress, tiredness and sleepiness. In order to go deep into
the reason for the low ratings of audio-forms, we analyzed
the score of each item and found that the participants gave
the audio-forms high marks on “stress”. In other words, they
were feeling more pressure with the audio feedback. One
possible explanation we obtained is that the unfamiliarity
with the novel audio-forms increased learning difficulty that
caused a psychological burden to users. Compared to music
or sounds of nature, the proposed audio-forms are not
common in daily life. We believe there is a possibility that if
the participants may get more exposure to the auditory
feedback, after they are accustomed to the audio-forms, they
might be able to accept and execute more easily.
For biofeedback purposes, the transparency would be a
priority for sonification design. The clarity of feedback is
crucial for users’ understanding of biofeedback loop.
Meanwhile, the sonification should strive for a good sound
design, which is “meaningful”, “pleasant” or can refer to
aesthetic considerations. During the previous experiment, the
participant’s behavior (breathing) was modified by the
presence of the audio feedback, but they were still unable to
relax down mentally. We think, through different levels of
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the interpretation biosignals, biofeedback may be presented
in an explicit way (for example: the direct-mapping in this
study) or in a more implicit way (for example in [16]). In a
future work we wish to “add” more elements (from music or
natural sounds) into these pure sonifications. We want to
investigate how to make the biofeedback could be perceived
as clear and pleasant by the listeners.
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TWO EXAMPLES OF SONIFICATION FOR VIEWER ENGAGEMENT:
HURRICANES AND SQUIRREL HIBERNATION CYCLES
Mark Ballora
School of Music/School of Theatre
Penn State University
University Park, PA 16802, USA
ballora@psu.edu
1.

2.2. Sonification and Sound Design

INTRODUCTION

This extended abstract describes two sets of sonifications
that were commissioned by researchers from the fields of
meteorology and animal ecology. The sonifications were
created with the software synthesis program SuperCollider
[1]. The motivation for creating them was to pursue
additional levels of engagement and immersion,
supplementing the effects of visual plots. The goal is for
audiences, in particular students and laypeople, to readily
understand (and hopefully find compelling) the phenomena
being described. The approach is parameter-based, creating
“sonic scatter plots” [2] in the same manner as work
described in earlier publications [3-4].
2.

HURRICANES

2.1. Description of the Datasets
Sonifications of eleven hurricanes were commissioned by
Jenni L. Evans of Penn State’s Earth and Environmental
Systems Institute. The datasets have a sampling period of six
hours, so that each day contains four measurements, taken at
midnight, 6:00 AM, 12:00 PM, and 6:00 PM. Each dataset
has on the order of 30 data points. For each timestamp there
are values for:
• latitude and longitude of the storm’s center;
• air pressure – this is the most direct measurement of the
storm’s intensity, with lower millibar pressure values
corresponding to higher storm intensities;
• asymmetry – around the storm is a band of varying
thickness within which the pressure drops from 900 to
600 millibars; the asymmetry values describe the
difference in this band’s thickness on the right and left
sides of the storm;
• -VTL and -VTU – degree to which the storm’s
temperature differs from the surrounding environment,
in the lower and upper tropospheres, respectively.
The position and intensity data were obtained from (i) the
National Hurricane Center for Atlantic and East Pacific and
(ii) the Japanese Meteorological Agency. The asymmetry
values were derived at Penn State from information obtained
from the European Centre for Medium Range Weather
Forecasting.

This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

Satellite videos of hurricanes are publically viewable online
at the National Oceanic and Atmospheric Administration [5].
We made screen recordings of eleven videos, using Apple’s
QuickTimeTM Player. The playback rate is variable, and we
made a choice to render a seven-day event over a timescale
that lasted two to three minutes, depending on the hurricane.
After the videos were recorded, we adjusted the datasets so
that they matched the starting and ending dates reflected on
the videos. Sonifications were then created on a timescale
that matched the playback time of the video. These audio
files were then added to the corresponding QuickTime files.
For a typical animation project, this method would be far too
imprecise – it would never work to lip-synch dialog, for
example. But given the low sampling rate of these datasets, it
is accurate enough. Our videos and accompanying
soundtracks may be downloaded at [6].
The sonifications have three layers:
1. A swirling, windy sound was an intuitive choice to
represent pressure changes. Lower pressure values
result in increased speed of the swirls, higher
volume levels, and a greater degree of timbral
coloration. The stereo pan position changes with
changes in longitude.
2. The latitude is mapped to a high pulsing sound. As
the latitude moves from the equator, the pitch drops,
which is meant to suggest lower temperatures away
from the equator. We tried varying the pulsing speed
as well as its pitch, but found that the urgency
suggested by an increasing pulse rate was misleading,
particularly when heard within the context of the
windy sound produced by the intensity data values.
So we made the decision to keep the pulsing rate
constant, and vary the pitch only.
3. The asymmetry values were mapped to a rich
harmonic wave that pulsed in volume. Higher
asymmetry levels were mapped to higher amounts of
harmonic content, which created a richer timbre that
sounded higher in pitch, even though the
fundamental did not change. The -VTL values were
mapped to changes in the rate of pulsing, so that
lower values produced slower pulses. The -VTU
values were mapped to the pan position of the rich,
pulsing harmonic wave.
2.3. Presentation at Conference and as Museum Exhibit
The datasets are typically studied visually, and the online
satellite videos are helpful for studying the shape and
position of the hurricanes. When we added the sonifications,
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listeners have generally found that the added sound
dimension enhanced the viewing experience. In at least one
case, additional insights were gained through the use of
sound. As hurricanes become more visibly symmetric, their
intensity rises. However, there are times when the intensity
rises without a corresponding change in symmetry, and these
occasions can be difficult to discern visually. With the
additional sound cues, the intensity changes can be heard
regardless of whether or not there is a change in symmetry.
The sonifications were initially prepared for a poster
session/reception held at an international workshop [7]. They
will also be exhibited in Penn State’s Earth and Mineral
Science museum starting in June 2015. An interface created
in Max/MSP/Jitter will allow museum visitors to select one
of the eleven videos. A supplementary screen will provide
explanations of the sonifications, with examples of each
parameter [Figure 1].
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3.2. Sonification and Sound Design
Four datasets, a male and a female from two arctic locations,
were sonified. The sonification design consists of a ringing
filter, which transforms an impulse signal into a sound
resembling a handbell. Thus, each data point is considered a
scaled impulse that “rings” a bell. The iteration rate is such
that temperature activity spanning a year’s time plays over
six minutes of listening time. This high iteration rate blurs
the “rings” into a throbbing, buzzing sound. This was an
aesthetic choice meant to suggest heat levels. Data values
control both the pitch and volume, such that at higher
temperatures, the pitch is higher and the volume is louder.
During active periods, a subtle throbbing can be heard,
which reflects daily temperature cycles. The lower
hibernation temperatures are mapped such that the pitch
drops an octave and a half to reflect the lowest temperature
levels. The differences between torpor and euthermal levels
are readily audible, just as they are readily visible in graphs.
What emerge most clearly in the auditory renderings are the
irregular cycles that occur just before and after hibernation.
Audio examples may be heard online at [9].

Figure 2: Twelve months of body temperature changes in a
male adult squirrel from Toolik, Alaska.
3.3. Intended Audience: Secondary School Students
Figure 1: Interface screen for museum exhibit in Penn State’s
Earth and Mineral Science Museum.
3.

SQUIRREL SEASONAL BODY TEMPERATURES

3.1. Description of the Datasets
These sonifications were commissioned by Michael Sheriff
of Penn State’s Department of Ecosystem Science and
Management. His work involves the study of arctic squirrels
in order to better understand how their dates of hibernation
and reproduction affect their larger ecosystems [8].
The data is collected by surgically implanting squirrels
with temperature sensors, which track their body
temperatures until the sensors are removed a year later. The
datasets consist of timestamped body temperature
measurements, which are taken every 34 minutes. Each
dataset, describing approximately 12 months of body
temperature changes, consists of some 15,000 values.
During active periods, their body temperatures undergo
daily cycles. In the fall, the squirrels go underground, where
they eventually hibernate. At first, they are conscious for a
period of time, although in a state of sensory deprivation.
Their body temperatures become irregular in the absence of
cyclical changes in sunlight levels. During hibernation, they
enter a state of torpor, which is characterized by inactivity
and a drastic drop in body temperature. Torpor is interrupted
by brief arousal intervals, where the body temperature returns
to euthermal (active) levels in a series of short spikes.
Following hibernation, the squirrels remain underground for
a period of days before returning above ground, when the
cyclic changes resume almost immediately [Figure 2].

Professor Sheriff intends to use the sonifications in outreach
programs he presents to school children, who sometimes
have difficulties engaging with visual graphs such as
Figure 2. The groove-like quality of some of the temperature
cycles should be immediately apparent, and hopefully
appealing. The aim is for the sonifications to make the cyclic
and quasi-cyclic qualities readily understandable to these
young audiences.
4.
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DIAGNOSTIC SINGING BOWLS
Stephen Barrass
Faculty of Arts and Design,
University of Canberra,
Canberra, ACT, Australia
stephen.barrass@canberra.edu.au
ABSTRACT

Diagnosis

The Hypertension singing bowl is a CAD object shaped by a
year of blood pressure data, 3D printed in steel so it resonates
when stuck or rung. But can blood pressure really be
diagnosed by listening to singing bowls shaped by blood
pressure datasets ? This paper presents work in progress to
answer this question.

1.

INTRODUCTION

Diastolic

Hypotension

85

55

Normal

110

70

Pre-Hypertension

130

85

Stage 1 Hypertension

150

95

Stage 2 Hypertension

160

100

Table 1: Blood pressure risk categories

Data physicalization maps a dataset onto the shape of a
physical 3D object that can be explored by touch as well as
vision. Data physicalizations have been considered as
artworks or educational props, but a recent evaluation has
shown improved effectiveness for 3D tasks involving 3D
datasets [1]. Shape and material physically affect the acoustic
vibrations produced from interactions with an object. The
possibility that data physicalizations could be designed to
produce sounds was explored in an experiment with bells
shaped by an HRTF dataset and 3D printed in stainless steel
[2]. The modulation of the shape of a bell by a dataset
produced audible differences when it was rung, that could
also be observed in the acoustic spectrum. This led to the
proposal of the hypothesis that Acoustic Sonifications could
allow users to hear useful information about a dataset
mapped onto the shape of a resonant object. This hypothesis
was explored further by modulating the shape of a tibetan
singing bowl with a year of blood pressure readings, which
altered the pitch and timbre of the sound that was produced
[3]. These results raise the further question of whether it is
possible to diagnose blood pressure by listening to Acoustic
Sonifications in the form of Singing Bowls?
2.

Systolic

DIAGNOSTIC CATEGORIES

Blood pressure readings are classified into five major
diagnostic categories of risk, shown in Table 1. A blood
pressure reading of 110/70 is classified as “Normal” and does
not require treatment. A lower reading is called Hypotension,
which has symptoms such as dizziness and fainting. Higher
readings are classified into 3 levels of Hypertension, where
the increased pressure on arteries and organs has increasingly
serious consequences for longterm health.

3.

DIAGNOSTIC SINGING BOWLS

The simple shape of a singing bowl makes it straight forward
to model a CAD template that can then be digitally
modulated by a dataset, using graphics progamming software
such as Processing [4]. Five Diagnostic Singing bowls were
computationally generated from the average Systolic and
Diastolic readings for each category of risk, as shown in
Figure 1.
The Systolic pressure
of 110 maps onto the
radius of the rim, and
the Diastolic pressure
of 70 maps onto the
radius of the base. The
spokes smoothly join
the rim and base to
create the simplest
shape, which should
also have the simplest Figure 1a: Normal
acoustics.
The spokes are slightly
larger in radius than
the rim and base,
causing the bowl to
resonate at a lower
frequency. The
Systolic pressure of 85
increases the upper
spoke radius to 36mm
compared to the rim of
Figure 1b:Hypotension
35mm. The Diastolic
pressure of 55
increases the lower
radius in the same
way.
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The Systolic pressure
of 130 maps to a
radius that is smaller
than the rim, and the
Diastolic pressure of
85 maps to a radius
that is smaller than the
ba se . The sma ll er
radius should cause
the bowl to resonate at Figure 1c: Pre-hypertension
a higher frequency
than the Normal bowl.
The disc ont i nuous
joi ns be t wee n t he
spokes, rim and base
may add acoustic
complexity.

Patient Dataset

CAD Bowl

200

Figure 2a:SB Bowl

180
160
140
120
100
80
60
40
20
0

1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 46 49 52 55 58 61 64 67 70 73 76 79 82 85 88 91 94 97

SB dataset
Ave=147/95, Stdev=10/8
180
160
140
120
100
80
60
40
20
0
1

The reading of 150/95
further reduces the
spoke radius, causing
the.bowl to resonate at
a higher frequency
than the Prehypertension
Diagnostic Bowl.

5

9 13 17 21 25 29 33 37 41 45 49 53 57 61 65 69 73 77 81 85 89 93 97

MK dataset
Ave=124/81, Stdev=14/10

Figure 2b: MK Bowl
Figure 2: Patient datasets and CAD Bowls
5.

EXPERIMENT

The experiment will test whether Patient bowls can be
correctly diagnosed by comparing the sounds with the
Diagnostic bowls. Preliminary results will be presented.

Figure 1d: Stage 1
The reading of
160/100 further
reduces the spoke
radius, causing the
bowl to resonate at a
higher frequency than
the Stage 1Hypertension
Diagnostic Bowl.

6.

Figure 1e: Stage 2
Figure 1: Diagnostic Blood Pressure Singing Bowls

4.

July 8-10, July
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PATIENT BOWLS

The Patient dataset, labelled SB, shown in Figure 2a, has 100
readings with an average of 147/95 which is in the Stage 1
Hypertension category. A second Patient dataset labelled
MK, shown in Figure 2a, have an average of 124/81, which is
in the Normal category. However these readings are more
erratic, with a standard deviation of 14/10.
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INVESTIGATIONS IN COARTICULATED PERFORMANCE GESTURES
USING INTERACTIVE PARAMETER-MAPPING 3D SONIFICATION
Kristian Nymoen
University of Oslo, Department of Musicology
kristian.nymoen@imv.uio.no

Natasha Barrett
University of Oslo, Department of Musicology
natasha.barrett@imv.uio.no
ABSTRACT

2.

Spatial imagery is one focus of electroacoustic music, more recently advanced by 3D audio furnishing new avenues for exploring spatio-musical structures and addressing what can be
called a tangible acousmatic experience. In this paper we present new insights into spatial, temporal and sounding coarticulated (contextually smeared) gestures by applying interactive
parameter-mapping sonification in three-dimensional highorder ambisonics, numerical analysis and spatial composition.
3D motion gestures and audio performance data are captured
and then explored in sonification. Spatial motion combined
with spatial sound is then numerically analyzed to isolate gestural objects and smaller coarticulated atoms in time, space and
sound. The results are then used to explore the acousmatic
coarticulated image and as building blocks for a composed
dataset embodying the original gestural performance. This new
data is then interactively sonified in 3D to create acousmatic
compositions embodying tangible gestural imagery.
1.

INTRODUCTION

In electroacoustic composition composers record a wealth of
sounds and use these as sources in their work: dissecting, transforming spectra, time and space to create the building blocks of
composition. Rather than being concerned with refined instrumental techniques, recording and its creative use are guided by
physicality, acoustics and kinetic behavior. In this way, spatial
imagery has developed hand in hand with electroacoustic composition and more recently, composers’ interest in 3D sound.
To gain greater insight into the potential of gesture in the
formation of spatial-temporal images, we propose a new approach relevant to a wide variety of performed sounds. 3D motion gestures and audio performance data are captured and first
explored with interactive parameter-mapping sonification in
three-dimensional high-order ambisonics as a way to identify
significant features. Spatial motion and spatial sound are then
numerically analyzed to isolate gestural objects, smaller coarticulated gestural atoms and their connectivity rules. The results
are sonified to verify the results and then used in the composition of a new fictional dataset embodying the original spatialgestural performance. This dataset is then explored in sonification as a performance and compositional tool. The work is sonified using 'Cheddar' [1], which has been developed over a number of projects in conjunction with both scientific and artistic
sonification needs. The method, results and further work described in this paper apply an analytical and rigorous approach
to some ad hoc assumptions suggested in [2].

This work is licensed under Creative Commons Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

METHODS

2.1. Source sounds and data recording
Instrumental performers acquire a refined control over motion
that is less obvious in a non-musician’s action-perception cycle.
For this reason, our work focuses on ‘non-instruments’ more
familiar in electroacoustic music, the performance of which also
stimulates investigation and yields surprise. We chose a balloon
as our non-instrument, where the action–sound language consists of a variety of spatial and spectral dynamics.
Audio was recorded with five DPA 4015 cardioid response
microphones, four arranged in a rectangle with diagonal of 80
cm and one elevated above the centre. The balloon motion occurred mainly inside this microphone array. Motion data was
captured using the Qualisys optical motion-capture system and
eight Oqus 300 cameras at a rate of 200Hz. Six markers were
placed on the balloon and 27 detailing various points on the fingers, hands and upper body. Two contrasting recordings were
chosen in developing our analysis method and to provide the
first results presented in this paper: (a) ‘Bouncing’: involving
balloon and body large motorics; (b) ‘Slip-Grip’: involving balloon and fingers micro-movements.
2.2. Sonfication
Cheddar is an interactive parameter-mapping 3D spatial sonification program built in MaxMSP and described in [1]. Cheddar
sonifies multiple 3D spatial datasets in high-order ambisonics
(HOA) where the virtual listening position can be freely moved
to explore the spatial world in real-time. Sound is transformed
by the data with a flexible, user-defined mapping. Parameter
mapping sonification is important in our work: data acts as a
layer of detachment from the original sounding event, thus
avoiding any multi-modal inferences that may mislead the investigation, as well as allowing modulations in time and space
which may clarify qualities hidden at the original tempo. In all
sonification examples velocity is mapped to volume and vertical
motion mapped to pitch shift. Accompanying examples are in
binaural for headphones, originals are in 5th order 3D HOA
(www.natashabarrett.org/ICAD2015/)
2.3. Data analysis
In our study, we consider gestural-spatial images consisting of
sound, excitation action and other performance motions that
proceed and follow the sound. From this combined motion and
audio image we are interested in isolating phrases (a number of
small sound-spatial objects linked together), sub-phrases (different phases in the phrase that may be separated in some way)
and coarticulated elements (elements that contextually smear
into the sub-phrase). [3] discusses coarticulation temporal
frameworks and [4] analysis options. Although using these as a
guide, our framework focuses on the temporal-spatial characteristics of our sound-source. Our phrases were selected aurally by
evaluating the mix of data sonification with the original audio.
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Sub-phrases and coarticulated elements were studied with numerical analysis of the audio and motion data: Audio from the
five microphones was gated to remove low level noise, band filtered and the RMS at each microphone used to reveal general
changes in the direction and location of the audio image. Motion data was reduced to the balloon, thumbs and middle fingers. Features extracted were absolute velocity and acceleration,
2nd derivative of distance between finger and balloon centre
and the rotational speed of the balloon. Each feature vector was
labelled positive when exceeding a threshold (set as mean value
of the vector). When 50% or more of the feature vectors returned a positive value, this signified a segmentation point of
some kind. The resulting boolean vector was filtered with a
simple moving average spanning a temporal threshold of 130
ms. Thresholding the moving average allowed extracting soundgesture units based on both spatial and temporal parameters.
When the time between units was less than 130 ms we would
assume the unit to be coarticulated. Values greater than this
would mark a sub-phrase.
3.

RESULTS

3.1. Main phrase, sub-phrases and coarticulated elements
Sound example 1a is the Slip-Grip audio recording as an ambisonic image in front of the listener. Sound example 1b sonifies
two balloon and two finger markers from Slip-Grip in the same
spatial area as example 1a and mixes 1a into the image. The
same is repeated for Bouncing in example 2a and 2b. We hear
the relationship of the physical motion in relation to the balloon
sound, yet also how perceptual segmentation of the total image
is different from that when assessing the solo balloon image.
Figure 1 shows the analysis from Slip-Grip phrase 1, for a
reduced set of parameters. In the forth section, blocks indicate
identified units of sound or motion information. If we impose
the 130ms threshold temporal value we can extract coarticulated
atoms and sub-phrases, as shown in the sixth section. When the
spacing of atoms was greater than 130ms, this would mark the
start of a new sub-phrase (emphasised with grey top line).
3.2. Macro and micro-movements analysis
We saw that when large movements of the balloon produced
loud sounds, large body movements were involved; small
movements of the balloon producing loud sounds involved micro body movements. This suggests different sets of markers are
appropriate for different types of sound-motion correlation - a
trend that can also be used as a rule influencing the choice of
sonification scaling, especially volume and spatial scaling.

Figure 1. Slip-grip phrase 1. See text for details
further apart than the spacing rule they are translated within the
proximity threshold. Also, some milliseconds of ‘padding’ are
allowed as a spatial cross-fade between atoms. A rule controlling this padding duration is being investigated.
4.

We saw no correlation between the balloon’s spatial audio analysis and the motion data, but this is an interesting area to investigate. We are also considering analysis methods such as canonical correlation analysis for marker and parameter selection,
phrase-transition parameters and threshold values. Creative
work will focus on how sonification can be used to explore spatial-gestural coarticulation, how temporal and spatial scaling influences our perception of each type of gestural unit, and how
the results can be used in the composition of 3D spatial imagery
along side other sonification and 3D audio techniques. Most
importantly we need to undertake listener tests to establish salient features in spatial-temporal gesture, the degree of connection or abstraction from the original source performance and a
general understanding of 3D motion-gesture imagery.

3.3. Connectivity rules and composing a new dataset
By looking at the spatial-temporal displacement between the
atoms and sub-phrases we can calculate connectivity rules.
Connectivity rules would normally be derived from the complete recording, but as an example we will focus on just phrase
1 shown in figure 1. Consecutive atoms are spaced a maximum
of 0.22cm with a maximum duration of 1.165 seconds; subphrases are spaced a maximum of 1.28cm with a maximum duration of 4.575. Following these rules we can make a fictional
data set capturing aspects from the original performance. Example 3a sonifies Slip-Grip phrase 1, repeating and slowing
down for two balloon and two hand markers. The listening location is placed central to the motion activity as a way to enhance the spatial-gestural image. Connectivity rules are used to
create a new dataset, sonified in example 4. When atoms are

DISCUSSIONS AND ONGOING WORK

5.
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Recordings of the Earth’s surface oscillation (seismograms) can be
sonified such that most of the signal’s frequency spectrum falls in
the audible range. Then, the pattern-recognition capabilities of the
human auditory system can be applied to auditory analysis of seismic data. We sonify seismograms associated with a magnitude 5.6
earthquake. A group of volunteers listen to our sonified data set via
headphones and software allowing them to reproduce each signal
as many times as they want by clicking on the corresponding icon.
Following the “free categorization” approach, listeners are asked
to group icons corresponding to sounds perceived as “similar.” The
goal of this test is to determine whether the human auditory system can perceive relevant “clues” in sonified seismograms, and
whether humans can group such stimuli accordingly. Our results
suggest that this is indeed the case, and allow us to identify at least
one categorization strategy followed by the majority of listeners,
which suggests that auditory analysis of seismic data is feasible
and possibly useful. Our findings encourage further work, where
we plan to take advantage of recent progress in auditory scene synthesis algorithms and spatial audio technology.
1. INTRODUCTION
Starting in the early 1960s [1], it has often been suggested that
sonification and auditory analysis could contribute to research in
seismology. A small community of researchers has sonified seismic data for a number of (often educational or artistic) applications
[2]; even though interest around seismic sonification seems now to
be growing [3, 4], the capability of the human auditory system to
recognize patterns in seismic sound has not been studied quantitatively. This work is a first attempt at evaluating whether and to
what extent auditory analysis can provide useful insight into seismic data.
2. SEISMIC DATA SET
We sonify broadband, vertical-component recordings (Fig. 1) of
the November 6, 2011 magnitude-5.6 Oklahoma earthquake[5],
made at 17 stations at local (<500km) epicentral distances. This
event has been selected for the large quantity and high quality of
available data recorded locally at diverse azimuths and distances,

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

for the reliability of hypocenter locations, and for the perceived
quality of sonified signals.
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Figure 1: Seismogram associated with a magnitude 5.6 event,
recorded at a relatively far station (the compressional- and shearwave arrivals are well separated).

3. SONIFICATION OF SEISMIC SIGNALS
Seismograms were sonified by a simple change of sampling frequency, from 40 Hz to 6000 Hz; this corresponds to playing signals 150 times faster than their actual speed, translating them to
the audible frequency range. Much of the signal that is usually
analyzed by seismologists falls within the “attack” and in the first
part of the “coda” (or “resonance”), which are presented here to
the subjects: the audio signals have a 2s-duration, corresponding
to seismic signals of duration 300s.
The dynamic range of seismic signals is greater than that of
audio signals, so we normalize each sonified signal with respect to
its maximal value. This way, even though signal attenuates quickly
as spherical seismic waves propagate away from the source, sonified signals recorded at large distances from the epicenter can still
be heard and analyzed.
All sounds are available online at http://hestia.upmc.
fr/∼boschil/sonification.html.
4. EXPERIMENTAL PROTOCOL
24 subjects took part in the experiment. 10 subjects are geoscientists, 4 are sound technicians, and 10 are acousticians. An exter-
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nal soundcard connected to a computer was used for playing the
sounds. Headphones were plugged to the output of the soundcard.
Subjects used the TCL-LabX software[6] to complete the proposed
free categorization exercise. This graphic interface displays stimuli as square icons, that can be clicked to play back the sounds,
and dragged around the screen to form groups.
Because we do not know a priori whether the physical parameters in our experiment (e.g., the magnitude of an earthquake) can
be linked to measurable psychological parameters (e.g., perceived
loudness), we apply the free categorization method [7, 8], which
requires no prior knowledge of the subjects’ response to “seismic”
stimuli. Each subject is asked to group together stimuli which
seem similar, and put in different groups those that seem different. No information about the nature of the data (other than that
they were originated from seismograms) was provided. The subjects are allowed to group all stimuli into one group, and/or to
form groups that contain a single stimulus (“singleton” groups).
All stimuli must belong to a group, and no stimulus can belong to
two different groups.
The goal of this test is not (yet) to test any specific hypothesis
as to how the stimuli are grouped, but, rather, to determine whether
the subjects are grouping stimuli in any coherent way at all.
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5. RESULTS

(b)

Our first observation is that, instructed to form groups of stimuli,
the subjects did manage to do so. Fig. 2a shows the distribution of
the number of categories in individual partitions. No subject chose
to form one single group containing all stimuli, or to form as many
singleton groups as there were stimuli. While differences between
stimuli within a group might be perceived, subjects have nevertheless recognized common properties, that allowed them to group
the stimuli together. Fig. 2b shows the distribution of the number
of stimuli in categories. 34 categories contain only 1 stimulus, but
the large majority of the other categories contain 2 to 6 stimuli. We
conclude that the subjects suceeded in producing a categorization
of the sound stimuli.
We next analyzed all individual test results, to find that 11 subjects (i.e., about half our sample) sorted the stimuli according to
fairly similar criteria. All 11 subjects in this subset placed two particular pairs of stations in one category each; about half of them
group together another specific pair of stations; finally, 5 out of
11 formed a category that contained the same three stations. The
main criteria that have been followed appear to be (i) the spacing between the two main peaks of each signal, corresponding to
the compressional- and shear-wave arrivals, and (ii) the frequency
content, which is probably related to crustal structure and composition between source and receivers. Future work will seek to
understand how and to what extent people can learn and be trained
to identify physical causes for differences in seismic signals.

Figure 2: (a) Histogram plotting the distribution of the number of
categories in partitions. (b) Histogram plotting the distribution of
the number of stimuli in categories.
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ABSTRACT
With the emergence of electroacoustic music, spatial figures have
become part of the musical vocabulary of many composers. But
the perception of auditory trajectories has received scant attention
in the scientific literature. This study aims at determining under
which conditions simple common spatial figures (such as circles,
squares and triangle) can be perceived by a listener positioned in
the center of a loudspeaker arrays. In a series of listening tests, we
investigate the effect of rendering techniques (VPAB vs. WFS),
reverberation (dry vs. modeled reflections) and sound velocity on
spatial figure identification performance.
1. INTRODUCTION
While spatial considerations in music date back to the Renaissance, space only earned its place among critical musical attributes
in the second half of the 20th century with the development of
spatial sound reproduction and the emergence of electroacoustic
music. However, the extent to which trajectories conceived in the
mind of the composer, implemented by sound engineers, musical
assistants and performers can be perceived by listeners remains an
open question. The present study focuses on closed spatial sound
figures inside of a circular array of loudspeakers based on a review
of musical works using dynamic sounds localization and spatial
rendering techniques. We investigate the conditions under which
these figures can be perceived as a function of the rendering technique, reverberation of the room and the velocity of the moving
sound. Previous trajectory studies have used other report methods,
such as asking subjects to draw the trajectory [1]. Investigation of
perceived trajectories in spatial audio is still in need of formalisation, so the three-alternative forced choice method intended for
use here should add to that conversation.

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

2. SPATIAL TRAJECTORIES IN CONTEMPORARY
MUSIC
With the emergence of electroacoustic music in the 1950s, composers became interested in positioning and moving sounds in
space. Since the development of loudspeaker orchestras in the beginning of the 1970s (gmebaphone [2] and acousmoniums [3]), the
interpretation of electroacoustic composition consists in a spatial
interpretation which tends to explore spatial effects mostly based
on manual amplitude panning [4]. According to Van de Gorne [4],
the ideal room acoustics to perform spatial interpretation is a dry
room or a open field, as reverberation is hypothesized to have
a detrimental effect on spatial interpretation precision. In 2008,
Peters [5] conducted a web-based survey with 52 composers and
sonic artists to better understand how they use spatialization, what
spatial aspects are essential and what functionalities spatial audio
systems should strive to include or improve. Immersion was reported as one of the most desirable effect produced by a spatial
reproduction system which was linked to source width and spatial
reverberation simulation. Furthermore, respondents highlighted
the need to consider room acoustics in spatial rendering software
tools.
3. DYNAMIC SOUNDFIELD SYNTHESIS
Static soundfield synthesis has been extensively studied over the
last decades and allows accurate and robust simulation results [6].
However, dynamic soundfield synthesis implies the reproduction
of physical alterations of the sound waves produced by moving
sources. The sound waves experience compression or expansion
related to the direction of motion, which leads to a Doppler effect
consisting in a pitch shift and an amplitude modification. Typical
implementation of soundfield synthesis do not take the Doppler
effect into account. Rather, dynamic virtual soundfields are discretized as a sequence of stationary snapshots. Depending on
the duration of each snapshot, this discretization may lead to a
Doppler-like frequency shift. Depending on the technique used,
this results from a compression/depression of successive loud-

ICAD 2015 - 308

The 21st International Conference on Auditory Display (ICAD–2015)
(ICAD 2015)

Figure 1: Experimental setup in the CIRMMT Spatial Audio Lab.
Both loudspeaker arrays consist of equally spaced loudspeakers on
a 3.5-m circle in the horizontal plane (16 Genelec for the top one,
48 B & W for the bottom one).
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spatial figures as suggested by Van de Gorne [4]. In addition, the
artifacts introduced by the spatial rendering systems could interfere with dynamic localization, especially at high velocities.
Binomial tests will reveal which figures can be correctly identified in each experimental condition. The findings will determine
conditions under which closed spatial figures can be perceived by
a listener in the center of a circular array. Incorrect answers will
inform us on misidentifications and confusions between figures.
Depending on the results of these experiments with the 3 basic figures, we will extend our investigation to a wider range of
figures at various distances from the listener. Another extension
will involve manipulating the spectral content of the sounds based
on the observation that low frequency sounds moving in a circle
around the listener can be tracked at higher velocities than higher
frequency sounds [12]. Furthermore, we will conduct acoustical
measurements with a binaural mannequin to complement the analysis of the perceptual tests and determine which psychoacoustical
cues are critical to track sound trajectories.
6. ACKNOWLEDGMENTS

speaker contribution radiation (e.g. VBAP) or from time warping
(e.g. WFS) rather than from the actual Doppler effect between the
virtual source and the listener. As shown by Franck [7] and Ahrens
and Spors [8, 9] for WFS, these artefacts occur in conventional implementations of WFS, but can be avoided by taking into account
the physics of soundfield generated by moving sources.
4. APPARATUS
The experimental setup is shown in Fig. 1 with two circular loudspeaker arrays with a diameter of 3.5 m in the hemi-anechoic Spatial Audio Lab of the Centre for Interdisciplinary Research in Music Media and Technology (CIRMMT) in Montreal (Canada). The
dry room is 5.40 m (W) × 6.40 m (L) × 3.60 m (H) with a measured Reverberation Time (RT60) and Early Decay Time of 0.09
s and 0.28 s respectively. The first circular array consisted of 16
Genelec 8040A (Genelec, Iisalmi, Finland, frequency range 48 20,000 Hz) regularly spaced in the horizontal plane. The second
loudspeaker array is located 10 cm below and consists of regularly
spaced 48 M1 Bowers & Wilkins loudspeakers.
Stimuli are generated using a Max/MSP object using Vector
Base Amplitude Panning (VBAP) [10] implemented in a previous
study [11] in order to guarantee smooth angle variations at very
high velocities. The MAX/MSP object was programmed in JAVA
language (with the MXJ functionality) to sample the angle parameter at the audio sample rate and allow modeled primary and secondary reflections upon four virtual walls while omitting specular
reflections.
5. PROCEDURE
On each trial, participants are presented with a spatial figure
around them and asked to indicate which of three figures they perceived (triangle, square and circle) using a three-alternative forced
choice. We manipulate 3 independent variables in a series of experiments, namely reverberation (dry, vs. modeled 1st and 2d reflections), the spatial rendering techniques (VPAB vs. WFS), as
well as the velocity of the moving sound. We hypothesize that
reverberation will have a detrimental effects on the perception of
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would like to thank Olli Rummukainen for his assistance with the
experimental setup.
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ABSTRACT
This abstract describes a modular tool, dedicated to the real
time spatialization of multiple sources in three dimensions,
based on a mixed Ambisonics or Higher Order Ambisonics
(HOA) to binaural technique, coupled with an interface that
allows to position sound sources using free-hand gestures in a
visual 3D environment. It is implemented in the real-time
programming environment Max/MSP.

1.

INTRODUCTION

Different approaches to binaural synthesis exist. The
Ambisonics to binaural technique allows the rendering of a
sound field representation in HOA by binaural synthesis of
virtual loudspeakers, through headphones. Ambisonics is a
spatialisation technique based on spherical decomposition of
the sound field. The sound field is encoded to ambisonic
components (spherical harmonics) and decoded on
loudspeakers configuration. The more ambisonics
components used (the higher the ambisonic order), the more
precise the reproduction. It is based on a uniform distribution
of speakers, around a listening position. However, as the
spatial resolution increases, its conventional application
makes it inaccessible outside specialized studios. Binaural
synthesis is convenient to render a unique, static source, but
inefficient when applied to multiple moving sources. The
process, based on Head Related Transfer Function (HRTF)
interpolation and their convolution with the sources yields
imprecise results, at a high computational cost [1]. A mixed
ambisonics to binaural technique enables the rendering of the
ambisonics representation of a sound field, encoded and
decoded in Ambisonics through virtual speakers, and then
synthesized as a binaural audio stream [2]. This allows to
increase the number of sources, while improving the binaural
rendering in 3D, whether sources are static, or dynamically
relocated. Using a gesture controller and applying it to 3D
allows a straightforward and intuitive exploration of the
relationship between sound, space and interpretation of
movement.

2.

Miguel Ortiz

REPRODUCTION LAYOUT DESIGN

Designing an ideal 3D loudspeaker layout is a non-trivial
task [3]. The number of speakers NS is expressed
proportionally to the order N by NS = (N+1)2. NS increases
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

m.ortiz@gold.ac.uk

exponentially with the precision of the representation, with a
large number of speakers below and overhead the listener. To
provide the best possible HOA representation in a generic
context, we chose to use conventional uniform speaker
layouts. For each order, a periphonic layout was computed
with the Matlab 3LD library [4]. The number of speakers and
their coordinates were made as close as possible to the ideal
NS, and HRTFs measurements.
Available HRTF databases are not necessarily
compliant with 3D HOA speaker configurations therefore, a
trade-off had to be made between HRTFs resolution, even
speaker arrays design, and the computational power required
by a joint HOA representation and binaural synthesis with a
large collection of HRTFs. Following informal listening, the
Ircam's database [6] yielded excellent results in terms of
externalization and 2D localisation accuracy. Furthermore, it
is fully compatible with a 3rd order speaker layout, and close
to other orders’ layouts. Higher orders require ad hoc
HRTFs. Concomitantly with growing computational power
the use of high-resolution databases should help reach
increasingly precise sound field representations with
headphones.

3.

SOFTWARE MODULES

A series of independent modules that divides the task of
ambisonics encoding/decoding, binaural rendering and
gestural control of sound source positioning are
implemented. The tool’s architecture is presented in figure 1.

4.1. Ambisonics representation module
The maximum number of encoded sources is set to 250, the
inputs being activated / deactivated in real time by the
creation or destruction of sound sources, without extra CPU
consumption. The sphere radius and distance encoding can
naturally be modified. The decoding parameters and speakers
coordinates are called when selecting an order. The encoder
uses ICST plugins [8] whereas the decoder is the SARCoder,
VST plugin developed at SARC. The three well known
decoding options are available : standard, maxrE, and inphase.

4.2. Binaural synthesis module
The binaural synthesis of the ambisonic representation is
executed by a module that ensures the convolution of the
audio signal emitted by a virtual speaker, with a left or a right
HRTF. To optimize the CPU usage, this module was
designed as a [poly~], that is duplicated into as many
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Figure 1: Overview of the different modules
instances as necessary. The HRTF file is selected according
to the ambisonics order and speaker configuration. It is
stored in a buffer to be convolved with the incoming audio
signal. The resulting signal is then routed to the left or right
audio headphone input.

4.3. Sources positioning module
The concept of source denotes the result of the
interdependency between a sound and its spatial location.
ICST’s Ambimonitor is a graphic interface used for the
manual or automated positioning of points in the horizontal
and vertical planes. Points can be created and deleted on the
fly, within a flexible spatial scope. This operation
automatically establishes audio and data connections to the
encoder. Each point gets a random position expressed in
Cartesian or polar coordinates. The number of points is
independent from the number of signals, which enables oneto-one connections, multilayered sources, or decorrelated
signals [7]. Points can be deleted and retrieved to explore the
effect of density variations. These features contribute to the
exploration of different sources-space relationships.
Additionally, we have worked on incorporating an
experimental module to allow for a more intuitive interaction
to position sound sources in 3D space. The module makes
use of the LEAP Motion Controller [8], an affordable
interface that allows for hand gesture control in Human
Computer Interaction contexts. Each sound source defined in
the Ambimonitor is displayed in a virtual 3D environment,
where the representation of the user’s hands allows to hover
over the sound sources. A basic « pinch » gesture allows the
user to grab a sound source and freely move it in real time
within the 3D space. Releasing the pinch ’drops’ the sound
source at the current 3D position. This module focuses on a
holistic approach to interacting and exploring sound source
positioning using free-hand gestures, as a complement to
more deterministic modes of interaction where spatial
coordinates are specified as provided by the Ambimonitor.

5.

FURTHER DEVELOPMENT

Reverberation is a major cue in distance assessment [9] and
sources localization accuracy. Therefore a robust solution
needs to be implemented, using natural or simulated Room
Impulse Responses. Additional work planned will be the
addition of a head tracker for a higher sound field stability
and further improvements to the free-hand gestural controller
for the real time manipulation of sound sources position.
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ABS TRACT

There have been efforts within the area of cognitive and
behavioral sciences to mitigate drivers’ emotion to
decrease the associated traffic accidents, injuries,
fatalities, and property damage. In this study, we
targeted aggressive drivers and try to regulate their
emotion through sonifying their emotional data. Results
are discussed with an affect regulation model and future
research.
1.

INTRODUCTION

There is a growing body of evidence that suggests
anger is linked to roadway fatalities, injuries, and
property damage. It is because difficulties in regulating
anger in the driving context could cause maladaptive
driving behaviors, such as aggressive driving [6].
However, anger is not an inflexible process. People can
change and regulate it at different levels in the emotion
generative process. Based on the psychological model
of emotion regulation, mitigating negative emotions
through cognitive reappraisal could modify overall
emotional responses including behavioral and
physiological ones. Based on previous research [5], the
present paper tries to show that music could be used as
a regulatory strategy dependent on the perceived
valence and arousal of the musical emotion.
2.

MECHANIS M

Emotional appraisal [1] is a model designed to
discriminate among emotional experiences in terms of
their appraisals of their circumstances, especially,
effective for discriminating between negative valence
emotions [4]. This model includes several orthogonal
dimensions of circumstantial appraisal: pleasantness,
anticipated effort, attentional activity, certainty, human
agency, and situational control [1]. These dimensions
are a reflection of mental models people have of their
“emotional environments.” In particular, anger and
sadness were shown to be predicted by appraisals on
the human agency and situational control dimensions,
respectively. The human agency dimension is a
continuum along which a person appraises the weight
of the responsibility and controllability on a s cale from
“my responsibility/I am in control” to “another person’s

responsibility/he or she is in control”. Anger is
characterized by the latter (another persons’
responsibility/controllability) consistently. Situational
control describes a continuum from human-centered
situational control to no human control (e.g.,
environmental factors, etc.). Sadness was strongly
characterized by no human control. On this basis, it is
possible that an introduction of stimuli that generate
anger or frustration in a person may be mitigated or
eliminated by the presentation of stimuli that cause sad
appraisals (e.g., sad music) by forcing a reappraisal.
To further examine the extent to which music can
mediate the driving performance deficits of anger, we
designed our experiment to test three hypotheses. In
this study, instead of pre-recorded music, we attempt to
sonify drivers’ physiological data (heart rate and
respiratory rate) in real-time. We plan to play their
physiological state data in a way that helps aggressive
drivers to regulate and decrease their anger. That is, an
introduction of sadness with minor key to an angry
individual should result in reduced angry state becaus e
of the incompatibility of the two appraisals. Assuming
that the sad stimuli are not ignored, they should result
in a lower other-agency appraisal.
The first hypothesis (H1) is that aggressive drivers
presented with “reflective sonification” (e.g., if heart
rate increases, sound tempo increases) will show fewer
aggressive driving behaviors than the no sonification
condition. The second hypothesis (H2) is that
aggressive drivers with “regulatory sonification” (e.g., if
heart rate increases, sound tempo decreases) will also
show fewer aggressive behaviors than the no
sonification condition, or even fewer than the reflective
sonification group. The third hypothesis (H3) is that the
self-rating scores in the other-agency will be
significantly lower in the two sonification groups than
the no sonification group. The goal of the present study
is to see if sonifying drivers’ aggression can force
cognitive-emotional reappraisal of circumstances.
3.

PHYS IOLOGICAL DATA-BAS ED S ONIFICATION
DES IGN

The sonification process involved manipulating the
stream of data in external software to be scaled to the
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MIDI (Musical Instrument Digital Interface) numerical
period of time, creating a droning sensation that pairs
protocol. This MIDI data could then be used by music
nicely with the increased delay effect caused by slow
production software to act as a “player” for the
heart rate. As respiration rate increased, the release of
instruments provided within the musical interface.
the flute became very short and sharp, creating a more
Pure Data Extended (PD) is the software package
percussive tone and a sense of shortness of breath
that was chosen to process the bio data. Within the file
musically.
developed in PD, known as a patch, the two lists of data
4. EXPERIMENTAL DES IGN
for heart rate and respiration rate were scaled in real-time
We will have three groups of drivers: two groups
to fit within the MIDI protocol discussed above. At a
will listen to their physiological data-based sonification,
rate of 60 Hz the lists were sent a pulse, forcing a line of
and the remaining group will not listen to any sounds
data through a scaling object with output parameters
while driving. After completing the consent procedure,
based on the desired effect or control within Reason,
participants will be asked to fill out the Aggressive
the sequencing and music production software. Inside
Driving Behavior Questionnaire [2] to delineate between
of the Reason file, there was a single “instrument” that
aggressive and non-aggressive drivers. Then, they will
comprised of three layers: a kick drum, bass synth, and
respond to human agency and situational control
flute synth.
questions [4] and rate their affective states using a
The first strategy was to sonify the data in an
Likert scale measuring discrete driving related emotions
informative way or we call "reflective sonification". The
[3]. To induce anger, participants will write about their
heart rate data input was scaled to an output between 40
personal emotional experiences for 12 minutes and then,
bpm and 240 bpm, the average extremes of human heart
will rate their affective states, and human agency and
rate. This means that as heart rate data were changing,
situational control for the second time. Then, they will
the tempo of the music changed accordingly. The pitch
fall into one of the three groups and drive in a
of the instrument was controlled by respiration rate. The
prescribed scenario. After completing the drive, they
respiration rate was scaled to fall between 40 and 80,
will answer those three questionnaires one more time.
which represent the notes E2 and G#5. These notes
5. CONCLUS ION AND FUTURE WORK
were chosen arbitrarily, as they provided enough pitch
range to listeners without becoming too high or too low.
Based on the results of this study, we hope to
This note was then sent through another object within
construct a model relating emotional driving and
the PD patch that forced the note to fit within the C
sonification variables. We also plan future studies with
minor scale, truncating the pitch values if it did not fit,
more behavior measurement techniques , such as SCR
creating a more musical sonic experience.
(skin
conductance
response),
EEG
The second strategy was to sonify the data in an
(electroencephalogram), fNIRS (functional near infrared
opposite direction, or “regulatory sonification”. The
spectroscopy), etc. In-vehicle sonification can also be
goal here is to counteract the user's current state with
extended to eco-driving research. For example, we
sonification that represents opposite ends of the data
plan to conduct an actual driving study on the road with
input. For example, heart rate data would control tempo
real-time driving performance sonification based on the
such that as heart rate increases, tempo of the music
data extracted from CAN (controller area network) bus.
slows down. Respiration rate would also be reversed,
6. REFERENCES
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ABSTRACT
This paper presents the sonification of a multimedia streaming
server based on its log file. The server is used at a technical university to provide lecture recordings. Due to the large number of
datapoints and various data categories it’s a promising approach to
use sonification as a display method instead of the traditional visual representation.
The SuperCollider script allows to simulate a realtime scenario as
well as to monitor a past period of time.

The script was written for the SuperCollider programming language [3] and is able to simulate realtime monitoring or to represent data of a chosen period of time using logfile data.
2. SONIFICATION APPROACH

1. INTRODUCTION
With growing internet bandwidth the number of multimedia
streaming services increased in the last few years. Besides entertainment services, more and more informational and educational
content is available online. To provide this content reliably, multimedia streaming servers have to be managed and monitored almost
permanently.
Because of the large and complex log files of multimedia streaming servers it can be advantageous to use an auditory display instead of traditional diagrams to represent relevant data. Although
there are a few programs that allow monitoring network data with
sound (such as “NeMoS” [1] or “Personal Webmelody” [2]), there
are no programs that sonify log files of streaming servers. Both,
NeMoS and Personal Webmelody, create realtime datastreams by
using the standard web protocols SNMP or HTTP and associate
MIDI tracks to predetermined events. Personal Webmelody additionally offers the feature of mixing an external music source with
system-generated music.
In this paper the sonification of a technical universitys streaming
server log file is presented. The log file contains a large number
of datapoints (approx. 9000) each whith many catgories like date
and time of access, amount of data streamed between server and
client, the clients ip-address and user-id, the name, size and type
of the streamed file etc.
The sonification, which was created during a university seminar,
represents two chosen categories:
• the amount of data streamed from server to client per access
• seven different lecturers
This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
available at http://creativecommons.org/licenses/by-nc/4.0

Figure 1: Plot of data streamed from server to client in Megabytes
over a period of one day, where all seven lecturers are mixed together.
The log file needs to be adapted by hand before the SuperCollider script is able to read it. The most important and time
consuming parts of editing are to delete irrelevant datapoints like
internal server events and to anonymize user information (like IP
addresses or user-IDs).
For the chosen data categories, two sounds are generated in
real time and played simultaneously. Data of each parameter are
normalized within the range of the whole data set. The first sound
is a continuous, pitched/ resonated noise, called “Whistlesynth”.
The second sound is based on granular synthesis of the lecturers
themselves, i.e., short excerpts of the voices of the lecturers, which
we call “Grainsynth”.
2.1. Whistlesynth
Here, sound is generated by a resonator (Klank) which is
triggered by brown noise. The frequency of the resonator depends
on the amount of data streamed from server to client (see Fig.1) the higher the amount of streamed data, the higher the resonance
frequency of the resonator. This generates a whistle like sound
between 1000 Hz and 4000 Hz.
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4. CASE STUDY

Controllable parameters are:
• resonance frequency
• amplification
the more data is transmitted the louder the sound
• position in the stereo panorama
to allow temporal orientation, the sound can move in a
continuous way from left (00:00) to the center (12:00) to
right (00:00)

2.2. Grainsynth
To sonify different lecturers a granular synthesizer (GrainBuf)
is used. The grains are generated from sound samples which again
are taken from corresponding lecture video clips. Attempts were
made to create a sound which can be recognized as voice but does
not allow understanding words. Each speaker is assigned to a
fixed position: this allows to get an idea about different speakers
even if the grains are very short and the succession of different
lectures downloads is quick.
Controllable parameters are:
• length of grains
the duration of grains depends on the amount of streamed
data. If many data are downloaded from one speaker, the
grains become longer and are better perceived as speech-like.
• playback position in the grain
can be chosen either to create comprehensible language or to
create a more abstract sound [4].
• position in the stereo panorama
each speaker is assigned to a fixed position

3. APPLICATIONS
The script is intended to be used by multimedia streaming server
administrators in their daily work.
Two possible practical applications are for example:

3.1. Realtime monitoring
To enable realtime monitoring the script has to be adapted so that
it is possible to process data received directly from the server (see
[5]). Up to now, it is only possible to simulate realtime, which
means that the synthesizers are not triggered by actual server accesses but from a random process with approximately the same
pace (approx. 2-6 accesses/second).
In this way, the sonification could be received in the backround
all the time and therefore enables permanent monitoring of server
activities.

Three versions of parametrization of this sonification design have
been developed and tested in an informal questionnaire. In version
1 Grainsynth generated a very abstract sound while in version 2 a
sound similar to voice and in version 3 comprehensible language
was generated [4].
The 5 test participants were asked how many lecturers they were
able to identify, to draw approximately the amount of streamed
data shown in Fig.1 and to judge whether the sound of each version was rather pleasant or unpleasant.
While none of the participants was able to identify all 7 different
lecturers (the answers varied between 4 to 6) all of the drawings
were very similar to Fig.1.
Three participants assessed the first version as rather pleasant and
the second and third version as rather unpleasant. Two participant
assessed version 1 as very unpleasant, version 2 as rather unpleasant and version 3 neither unpleasant nor pleasant.
While this evaluation is only a short pilot test, it gives some feedback about the sonification’s usability and sound quality. It showed
that it is principally possible to distinguish and memorize different speakers and to visualize the temporal development of the
streamed data.
5. OUTLOOK
The next step is to adapt the script so it’s possible to receive and
sonify data directly from the streaming server. Moreover it’s crucial to find a better trade off between a pleasant sound which can
be listened to over a long period and a more analytic sound.
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3.2. Monitoring past periods of time
The second application is to get an overview over a period of time
using a saved log file. While this could also be done with traditional graphical interfaces, the advantage of the sonification is the
possibility to monitor several categories simultaneously.
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ABSTRACT

We have developed the SoProMon process monitoring system
to evaluate how real-time sonifications can increase
awareness of process states and to support the detection and
resolving of critical process situations. Our initial design
conveys analogue information as process-data-driven
soundscape that users can blend out in favor of a primary
task, however the sonification attracts the user's attention
even before things become critical. As result of a first user
study we gained and present here insights into usability and
acceptance of the sounds. Although effective, the aesthetic
qualities were not rated highly. This motivated us to create a
new design that sacrifices some functional aspects to
emphasize long-term use compatibility. We present and
compare the new designs and discuss our experiences in
creating pleasant sonifications for this application area.
1.

INTRODUCTION

Real-time process monitoring is becoming increasingly
important for companies and organizations. In consequence,
companies and organizations provide an overview of their
processes using visual means such as graphs and charts. Since
users cannot keep an eye on these visualizations at all times
while performing other tasks, they either are bound
completely by the task, or they risk to miss critical events or
alerts or perceive some with delay. In the case of auditory
alerts, alarms/warnings normally come only after a condition
has become critical, which is rather problem-solving than
problem-anticipation and prevention.
2.

Our sonification design, called process-data-driven soundscapes represents any elementary machine action (e.g. production steps) as a machine-specific sonic grain. We chose
forest sounds (birds, water drops, cracking branches, bees,
etc.) so that the overall soundscape fuses into a texture
corresponding to this environment. Furthermore, parameter
mappings modify the sounds in sound level, frequency and
brightness according to the related in-/output buffer levels or
maintenance needs. On startup, users adjust individual sound
levels so that the sounds are slightly above the threshold of
conscious hearing. Thus the sonification remains in the
periphery but available during the absence of problems. We
have described the system in detail in [3].

Figure 1: Visual display of our SoProMon test simulation
process involving six machines. In-/output buffers are
represented with red fill levels, machine color depicts
error states, buttons can be pressed to resolve problems.
(see interaction video S0 on the accompanying website1)

THE SOPROMON SYSTEM
3.

We acknowledge a large body of work on sonification for
process monitoring [1, 2, to give few references]. Yet no
system is available at the time for us to systematically
research auditory displays, flexibly manipulate complex
stimuli and to reproduce situations for study participants. For
that, and furthermore to test how sonification and combined
sonification and visualization affect users in 'monitoring as
secondary task' settings, we developed the SoProMon system,
using an 'adding numbers' main task and (for a first process
model) the visual display of a simulated process involving a
graph of six interconnected machines as depicted in Fig. 1.
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

EVALUATION

To test our approach of process-data-driven soundscapes we
designed a within-subject study using two (perpendicular
oriented) screens for main and monitoring task. 18 subjects
had to operate the system for 10 minutes each under the
conditions visual display-only, state-of-the-art auditory
displays (i.e. alarm sounds), and sonification (i.e. our
soundscapes plus the alarm sounds). For all conditions the
identical visual display was available as problem solving
consisted in clicking specific buttons in the GUI.
The large amount of empirical data will be analyzed and
discussed elsewhere. For this paper we focus solely on the
questionnaire results regarding the pleasantness and acceptance of the sound.
3.1. Questionnaire Results on Pleasantness & Acceptance
Our questionnaire contained several items that implicitly or

ICAD 2015 - 317

sr
The 21
21st
International
InternationalConference
Conferenceon
onAuditory
AuditoryDisplay
Display(ICAD-2015)
(ICAD 2015)

explicitly concern the sound design. These items can be
roughly categorized into three types of questions: such that
ask if our sound design is disturbing (e.g. if the sounds were
perceived as disruptive, obtrusive or irritating), items that ask
if our sound design is aesthetically pleasing (e.g. if our
sounds were pleasant, euphonious or if the subjects could
imagine using our system for a longer period of time) and
questions that relate to the information aspect of our
sonification (e.g. if the sounds and mappings are informative,
helpful, understandable, logical or intuitive). The different
items were measured with a Likert scale from 0 (do not agree
at all) to 10 (fully agree).
It is interesting that the average of the items that are related
to acoustic disturbance is higher (5.0±2.1, q50%=5.2), than
those associated with the sound design being pleasing
(4.3±2.2, q50%=4.6). However, the feedback related to
information aspects of our sonification was in average quite
positive (6.7±1.9, q50%=7.6). Thus, if one would summarize
these findings in a simplified manner: our sound design was
moderately obtrusive and unpleasant, but it worked (see Fig.
2). This is also supported by quantitative empirical data on
user performance, which will be presented elsewhere.

Figure 2: User feedback concerning the sound design
Verbal comments of two subjects further suggest that the
distraction of our sound design will decrease with further
usage and that performance will increase. However, on the
other hand another subject stated that he would "go crazy"
listening to our sound design for a longer period of time.
Three subjects stated that two of the selected machine sounds
were too similar to differentiate.
4.

5.

Sound examples at http://doi.org/10.4119/unibi/2752965

DISCUSSION & CONCLUSION

Concerning the pleasantness, the alternatives S1 – S3
subjectively appear more variable, more complex and thus
less 'mechanic'. This evaluation may be different on longerterm use, and subjective annoyance may change with time.
Concerning the interference of sounds with the acoustic
environment, it may be argued that particularly the bird
sounds may also be part of everyday environments and thus
conflict with the auditory display, i.e. users might wrongly
interpret real environmental sounds as sonification.
From a functional point of view we regard it as likely that the
new variations might also be quite functional in drawing the
listener's attention to the processes, particularly when the
sound level exceeds by far the typical baseline. An important
issue is the overall sound level: all soundscapes are designed
to operate just above the threshold of listening during regular
operation, so that they normally almost 'disappear'.
On reviewing jungle sounds we were surprised that they
often feature highly regular patterns, i.e. clear rhythms of
animals voices (e.g. crickets, certain birds). From that
observation we regard it as quite promising to aim at an
hybrid approach, i.e. to combine our original event-based
SoProMon approach with the looped samples approach, in
line with previous work by [4].
After further optimizations we aim at better understanding
the function/aesthetics design space by user studies.
Specifically, we'd generally expect higher ratings on
pleasantness for all alternative versions (S1–S3), yet we'd
assume S2, the musical version, to become faster disturbing.
Only quantitative tests can show whether the new designs
will at the same time provide the information surplus that we
have encountered with the SoProMon baseline sonification
(compared to the state-of-the-art auditory alarms). However,
that was the reason for creating the SoProMon system in the
first place: to allow systematic tests towards a stepwise
improvement of multimodal monitoring and basic research in
sonification.
6.

ECOLOGICAL STREAM-BASED SOUNDSCAPES

From the background of these questionnaire results we
revisited our initial sonification approach. We identified that
an important cause for the low pleasantness lies in the high
regularity of event repetitions – which is due to the inherent
repetitions of machine executions. Thus, the soundscape has
limited variability as compared to realistic forest soundscapes.
Our approach for a redesign was to sacrifice accuracy on the
detail level of machine executions, and instead to use longer
sound samples of several minutes lengths to represent each
machine, but at the same time using our already established
mappings to 'charge' the sample loops with sonic cues that
allow listeners to stay aware of changes and to anticipate
critical situations (sound example S1, see website1).
Furthermore we considered the following alternatives to the
forest soundscapes: first, a soundtrack where specific musical
instruments (timbre) represent machines and motifs (i.e.
earcons) and where these motifs are systematically modified
with criticality (sound example S2). Finally, we used jungle
sounds for a tropical forest soundscape which offers a larger
variety of animal sound streams (sound example S3). On our
website 1 these can be found together with our SoProMon
baseline video example S0.
1
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ABSTRACT
Recently research groups have reported that the depth and/or
duration of Slow Wave Sleep (SWS) can be increased and
memory consolidation can be improved by playing short
sounds with approximately 1-2 second intervals during or
prior to SWS. These studies have used sounds with neutral
or negative valence: sinusoidal 1-kHz tones or short pink
noise bursts.
We have confirmed memory improvement with
own experiments using short pink noise bursts. Since music
therapy research shows beneficial effects of pleasant, natural
sounds and music, the sounds in the experiments may have
been suboptimal, and we are currently extending these
finding using optimized sound stimulus. In this work in
progress experiment setup is described.
1.

INTRODUCTION

There is some recent evidence that short sounds played
during the deep sleep can enhance the power in the delta
rhythm band of the electroencephalogram (EEG) [1], [2],
[3], [4], [5]. Importantly, research seems to suggest that the
stronger delta rhythm observed in the EEG during the
stimulation with sound resulted in similar beneficial effects
on memory and cognition that are observed with naturally
occurring strong delta activity during sleep [3], i.e., the
rhythmically presented sounds increased the memory recall.
Better and deeper sleep in general is associated with
cognitive and emotional benefits.
When a sound starts and reaches the outer,
middle, and finally the inner ear, a series of neural events
takes place. The information about the sound, its features
and properties, is transferred to the different nuclei of the
auditory system, giving rise to well-determined synchronous
activity of the neurons in each nucleus. The characteristics
of the neural activity in the nuclei depend on the sound
parameters, especially the rise time, attack properties,
amplitude, and the frequency content of the sound.
Specifically, sounds with fast rise times and large
amplitudes evoke the strongest and most synchronous neural
activity. In order for a sound to evoke such clear brain
activity at the thalamic and cortical level, it must be loud
enough, the rise time must be fast enough (faster than at
least 50 ms, preferably on the order of 5-10 ms), the sound
should be preceded by a silence or a relatively quiet period
of at least 200 ms, and the sound itself should contain a
large selection of audible frequencies.
The neural activity evoked by sounds is not
restricted to the auditory system, but has further-reaching
impacts. Several areas of the brain receive input on sound-

related events. For example, studies in brain responses to
music have shown that large brain areas are activated by
listening to music, including the areas in the somatosensory
and motor systems, cerebellum, and large areas of the
frontal cortex.
During sleep, the processing of sounds in the brain
differs greatly from that occurring during awake state.
Several of the typical cortical event-related potentials
(ERPs) are missing or appear with a slow latency and
smaller or larger amplitude compared to awake state.
Sounds presented during sleep may disturb sleep
and may have detrimental effects of memory consolidation
during sleep. Sleeping in noisy surroundings may result in
poor quality sleep and in the morning, the individual may
feel less refreshed by the sleep than after sleeping in quiet
conditions. There are, however, examples of positive effects
of sound in the situation of falling asleep. In music therapy,
for example, soft music may be used to help the patients fall
asleep. Masking music or white noise is also sometimes
used to help the patients fall asleep when sleeping in noisy
conditions with disturbing noise like conversation. In order
for the falling asleep to occur optimally and the patients to
stay asleep despite the sounds, however, the sounds must be
of low amplitude and subjectively very pleasant.
In our previous listening test [6], we compared the
pleasantness of 10 short instrumental sounds with fast rise
times. These sounds belonged to four instrument families:
Western orchestral percussions, african percussions
(kalimba), marimbas, and vibraphones. Those tests,
performed in day-light in office surroundings, identified 3
most pleasant instrument sounds. These sounds were
studied in a setup mimicking sleeping situations [7] and are
used in this study. We are also comparing physiological
sleep structure and memory consolidation results of these
optimized sounds to previously results of pink noise bursts.
2.

METHODS

2.1. Laboratory
Three identical sleep room setups were used in the Sleep
Laboratory of Finnish Institute of Occupational Health,
Helsinki, Finland. Recordings were performed in sound
isolated and temperature controlled sleep rooms.
2.2. Hardware
Hardware included eight channel wireless 500 Hz DC
coupled EEG recorder Enobio and first generation Microsoft
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Surface Pro tablet. Battery capacity of Enobio devices
(Firmware version 1.2) was sufficient (12-14 hours) for sleep
recordings. For overnight recordings Surface tablets running
Windows 8 were disconnected from WLAN networks. USB
cables were used to extend Bluetooth receivers (DeLOCK
Micro Bluetooth 2.1) from control room to individual sleep
rooms. Setup can be easily applied to home use without
wires between computer and subject.
2.3. Auditory stimuli
There were four different auditory stimuli in this experiment:
pink noise bursts [2], [3], kalimba, marimba and vibraphone
[6], [7].
Auditory stimuli were played using USB soundcard
(Nuforce Icon uDAC2) through Genelec 2029A (Iisalmi,
Finland) speakers. Sampling frequency was 44100 Hz and 16
bits resolution was used. Mono speaker was placed 125 cm
over the head of sleeping subjects. Sound stimulus was
delivered 600 ms after detected DOWN state during deep
sleep. Sound level was individually adjusted for a maximum
of 15 dB HL. Sound level was automatically adjusted by
automatic algorithm [8]. Audio card headphone output was
used to synchronize clocks in this wireless setup in the
beginning and in the end of each recording.
2.4. Physiological recordings
Recorded polysomnography channels are E1, E2, Fpz, Fz,
Oz, M1, M2, and EMG as recommended by American
Association for Sleep Medicine (AASM) [9]. Common mode
sense (CMS) reference electrode was placed at Cz and
driven right leg (DRL) at CPz. As device was originally
intended for daytime EEG recordings, custom holder was
developed to enable placing it over sternum. This positions
enabled also the use of built-in 3D accelerometer as
positional sensor.
From EEG visual sleep stage scoring [9] is done.
2.5. Memory and subjective measurement
Overnight memory consolidation is measured by word-pairs
[3]. Learning of 120 word-pairs is done 21:00 followed by
immediate recall and delayed recall at 07:00. Different lists
are used in every day. Sleepiness, and mood is measured by
visual scales.
3.

EXPERIMENT

Our aim is to measure 20-30 subjects between 18-65 year
with normal sleep pattern and normal hearing. Subjects are
measured from every night from Monday to Friday. In
current study four conditions are randomized: 1) no sound as
baseline 2) pink noise for 8 hours to replicate previous work
3) pink noise for first 4 hours to minimize possible late
night arousal effects 4) subject’s selected sound for 8 hours
to assess whether the pleasantness of the sound has an
effect. Sound is synchronized to EEG delta waves and
volume controlled by automatic sleep depth analysis.
Subject selected sound was one of three options [7] selected
most pleasant by subject in Monday evening.
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4.

STATUS

On a date of submission seventeen subjects have undergone
four measurement nights. Difference between memory
consolidation between morning recall and immediate recall
is used as main outcome as in earlier study [3]. From EEG
sleep stages are visually scored. Also sound triggered
evoked potentials, slow oscillations are calculated and
compared between nights. It is postulated that user selected
sounds would provide EEG synchronization and memory
improvement similarly to previously used pink noise bursts
but without previously observed arousals.
5.
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ABSTRACT
Human factors research has played an important role in
reducing the incidents of vehicle-train collisions at rail grade
crossings over the past 30 years. With the growing popularity
of in-vehicle infotainment systems and GPS devices, new
opportunities arise to cost-efficiently and effectively alert
drivers of railroad crossings and to promote safer driving
habits. To best utilize this in-vehicle technology, 32 auditory
warnings (16 verbal, 7 train-related auditory icons, and 9
generic earcons) were generated and presented to 31
participants after a brief low-fidelity driving simulation.
Participants rated each sound on eight dimensions deemed
important in previous auditory warning literature.
Preliminary results and possible interpretations are discussed.
1.

INTRODUCTION

The number of collisions occurring between trains and
vehicles has been greatly reduced in recent decades, with an
80% decrease in collision rates between 1980 and 2013 [1].
However, despite extraordinary efforts to prevent accidents,
there were still 2,097 collisions involving trains and motorists
in the United States in 2013 according to statistics from the
Federal Railroad Administration [1]. Driver misunderstanding
of visual warnings and other human errors account for many
of these collisions. Appropriate action at grade crossings
requires the driver to first interpret the signage (i.e., there is a
crossing ahead and there may be a train, and comply with
traffic laws). Second, the driver must visually scan for the
presence of a train. Third, the driver must decide upon the
appropriate action (i.e., stop when there is a train, or continue
if train is absent) [2]. The two types of grade crossings,
passive and active, provide different cues to the driver.
1.1. Passive versus active crossings
Active crossings use a combination of signs, gates, flashing
lights, and bells to warn drivers of an approaching train.
Passive crossings use a crossbuck sign and pavement
markings, which merely alert the driver to the presence of a
crossing, but do not provide any information on the
likelihood of an approaching train. Active devices provide the
driver with information on the presence or absence of a train,
and often provide physical barriers (such as a gate) when a
train is present. Active devices provide more guidance on the
appropriate actions to take when confronted with a railroad
crossing. Passive crossings leave much of the responsibility to
the driver, leading to different types of human error [2].
As of 2014, 36% of grade crossings in the U.S. were
equipped with only passive warning devices. On a unit-ofThis work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

traffic basis, active warnings with gates are 80 to 90% more
effective than just a crossbuck or STOP sign (passive
warnings) in alerting drivers of their duties / reducing
collisions [3]. However, the cost of installing and maintaining
active devices far exceeds that of passive devices. The high
cost means that only crossings deemed as high priority are
equipped with active warning devices. While it is not feasible
to upgrade all passive crossings with active devices, efforts
are being made by industry, government, and academia to
reduce collisions as much as possible.
1.2. In-vehicle auditory warning systems
One possible avenue for reducing collisions and increasing
compliant behavior with regards to rail grade crossings is the
use of Intelligent Transportation Systems (ITS) and connected
-vehicle technology. This technology can connect the
car/driver to the rail infrastructure for a more intelligent,
informative, and reliable warning system. Many newer
vehicles come equipped with collision avoidance systems
(CASs) designed to detect and warn the driver of hazards.
These CASs support the feasibility of developing a system to
detect and warn drivers of the presence of trains and rail
crossings.
Since driving is already a visually intensive task, many CASs
use alternative modalities to deliver warning messages.
Research on the effectiveness of collision warnings has
shown that these alternate modalities may be easier for the
driver to understand, and thus, reducing the time it takes to
make a corrective action [4]. Specifically, auditory cues have
shown promise in providing simple and intuitive cues to
direct driver attention to potential hazards [5]. There are
many things to consider when choosing auditory stimuli for a
collision avoidance system. For instance, the cue must convey
an appropriate sense of urgency for the situation at hand. Too
little or too much perceived urgency can negatively influence
the way the driver reacts [4, 6]. The sound must be designed
to be heard over sounds occurring in the driving environment,
such as engine sounds, radio, or conversation [6, 7]. The
sound should be meaningful to the driver, provide enough
information to describe the referent, and allow the driver to
respond appropriately [5-7].
2.

AUDITORY DISPLAY DESIGN

An experiment of prospective auditory warnings was
conducted using the PEBL (software for Psychological
Experiments). Each participant was presented with 32
auditory warnings over headphones. Participants rated each
stimuli on eight dimensions considered important in previous
auditory warnings literature: discernibility, meaning, urgency,
natural response, annoyance, startle, and overall
appropriateness [6]. All warnings were controlled for volume
and length (70 dB, 1-2 seconds). A collection of auditory
icons (7), earcons (9), and verbal warnings (16) were
generated for a total of 32 stimuli. Verbal warnings included
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the words “Caution”, “Alert”, “Warning”, and “Danger”, as
either human (recorded voice) or synthetic (computer
generated text-to-speech) in both male and female gendered
voices (4 words x 2 types x 2 gender = 16 total verbal
warnings). The seven auditory icons included a steam whistle,
the sound of a train rolling across train tracks, standard active
rail crossing warning bells, a steam whistle, a train horn, a
combination horn plus tracks plus bells, a sound of change
dropping into a cup was used as a training stimuli to ensure
participants understood the instructions. These auditory icons
were selected based on consulting with two rail research
experts (one is professor and another is senior research
engineer). Nine earcons were generated using the audio
software, Audacity. Two were continuous pure tones (1000
or 2000 Hz frequency). Both tones were pulsed at either a
faster or slower rate for an additional four stimuli. Two
“siren” tones were generated oscillating between 1000 and
1500, or 1500 and 2000 Hz frequencies. The final earcon
stimulus was generated to closely resemble the familiar
airplane intercom ding. Stimuli were presented in the random
order and participants had the option of providing short
explanations for their ratings for each stimulus. Before the
auditory warning survey was presented, each participant
spent five minutes in a low-fidelity simulator to prime them
for answering questions related to in-vehicle sounds.
3.

RESULTS

Thirty-one (Mean age = 20.1, SD age= 1.7; 17 male, 14
female) psychology undergraduate participants completed the
study in exchange for course credit. Descriptive statistics of
the results of the survey were analyzed using R Studio/JASP.
To determine the most preferred stimuli, mean “overall”
ratings were plotted against the corresponding standard
deviations (Figure 1).
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voice type on overall rating. Results indicate a significant
effect for Gender, and Voice type, and interactions for Word
X Gender, Word X Voice type, and 3 way interaction for
Word X Gender X Voice type.

Figure 2: Repeated Measures ANOVA of “Overall” ranking
by word, gender, and voice type.
4.

Further analyses of subjective ratings of the auditory stimuli
are ongoing. Urgency of word shows a similar pattern to
Human Factors guidelines (e.g., Caution- Alert-WarningDanger). However, given the three way interaction, there are
more effects that can fade this main effect. In subjective
surveys such as this, qualitative data can be as insightful as
the quantitative. Based on the descriptions given by the
participants, human voice recordings are preferred over
synthetic voices due to the ability to convey emotional
intensity of the voice actors. Many participants reported
distaste for both verbal and auditory icons, and much
preferred the presented earcons. Due to their nature, earcons
have the advantage of audibility in noisy environments;
however, they suffer from the non-obvious representation of
their referents. It is possible that since all stimuli were meant
to signal one event (an approaching train at an RR crossing);
participants placed little importance on signal-to-referent
transparency, biasing results in favor of earcons and against
the train-related auditory icons. The results of this analysis
will help the research team determine the most preferred
auditory warnings to use in a follow up driving simulator
study investigating driver behavior at rail road crossings.
5.

Figure 1: Mean overall rating against standard deviation of
overall rating for each of the 32 stimuli (presented as
warning “type”; V = verbal, Earcon, or AI = Auditory Icon).
Based on this metric, the two highest performing (with the
most agreement) stimuli are the low siren and high-pitched
faster beeps earcon. Contrary to the authors’ hypothesis, the
majority of auditory icons (featuring various actual train
sounds) were either consistently rated as not appropriate
(mean < 2, low SD), or inconsistently rated as averagely
appropriate (mean between 3-5, high SD). An interesting
pattern emerged from the ratings for verbal stimuli, as the
majority (all but one) is clustered in the center of the plot.
Comparing overall ratings by type (figure 2) shows that due
to the high variance within type groups, no statistically
significant difference in mean ratings can be found. A
repeated measures analysis of variance was conducted on the
verbal warnings to investigate the effect of word, gender, and

DISCUSSION
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[3]
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and also allows the user to focus on a particular sound with
greater ease.

ABSTRACT
This paper presents the preliminary work into the creation of
an interactive spatial sonification system used to model the
interactions between drug molecules and their target
biomolecules within the human body. With the aid of
sonification and a 3D soundscape, the user is able to
optimize these interactions to a much greater precision than
the sole use of the current visual model. This system gives a
promising means to aid the rapid design of new drug
molecules that can interact more strongly with the enzyme’s
active site, therefore creating more effective drugs for the
treatment of cancer and other diseases. This paper gives a
full account of the relevant theory, the techniques used and
details of preliminary user testing.
1.

jude.brereton@york.ac.uk

Figure 1: The Lennard-Jones Potential graph, showing the
optimal point of interaction between two atoms [2].

INTRODUCTION

During the chemical design process of drug molecules, the
researcher needs complete knowledge of the readily
changing energetic interactions between the drug’s molecular
structure, and that of the site of the target enzyme. The
optimum energy potential between the drug and enzyme
atoms is determined by the distance between them, which
varies from atom to atom within the molecules. The optimal
distance is given by the Lennard-Jones potential graph
(Figure 1). Currently, chemists and biochemists aim to ‘tune’
interactions using visual software that docks the drug
molecule with an enzyme biomolecule. However, when
researchers look at the interactions between molecules their
complex nature is very difficult to perceive visually, not only
causing the process to be slow, but also some of the principal
electronic interactions that form between drug and
biomolecule can be overlooked. Through sonification,
multiple data parameters can potentially be perceived
instantaneously with the aid of sonic parameters such as
timbre, pitch and amplitude. The sonification technique that
associates information with auditory parameters, for the
purpose of data display is known as Parameter Mapping
Sonification (PMS) [1].
One of the key limitations to standard sonification
systems is the limit on the number of sounds heard at a
given time without causing confusion. A 3D spatial
soundscape might allow a further level of information to be
provided for the user. By using a spatial component, the
sounds are discrete in the immediately surrounding area,
giving the user a feeling of space and distance. This results
in less confusion when multiple sounds are heard at once
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

2.

SYSTEM OVERVIEW

A prototype spatial sonification system has been developed
by the authors to investigate its potential to aid the
molecular design of drug molecules; it uses a highly
simplified model of the interactions between the atoms of
the drug molecule and the active site of the enzyme, both
comprising three atoms. For simplicity the current system
only takes into account the interactions between the atoms of
each molecule which are in closest proximity, giving three
instances of the Lennard-Jones potential graph. The energy
potential of each interaction is summed; hence, there are
three levels of optimal energy potential, with more atoms at
the optimal distance corresponding to a deeper trough on the
combined graph.
The system incorporates a spherical loudspeaker array
consisting of 16 loudspeakers, with sounds rendered using
Vector Base Amplitude Panning (VBAP) [3]. The system
includes a fixed molecule (red as illustrated in Figure 2) and
a control molecule (green) which can also be rotated around
its central atom.
The relative distances between atoms of each molecule
are calculated as the sum of the distances along each axis
and passed through the Lennard-Jones potential graph,
relating a change in relative distance between atoms to a
change in energy potential. Using Parameter Mapping
Sonification, the change in energy potential between the two
molecules is mapped to the change in pitch of a synthesized
tone, positioned in the spatial location of the control
molecule, moving in space with the control molecule. The
synthesized control molecule tone is paired with a reference
tone, a second tone which also appears in the same spatial
location as the control molecule, but has a constant pitch.
When one control molecule atom is placed at the
optimal distance with a reference molecule atom an interval
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of a 5th is heard between the reference tone and the changing
(control molecule) tone. When two atoms are at their
optimal distance a major 3rd is heard, and unison is heard
when all three atoms are at their optimal distances. These are
clear auditory markers, as they sound ‘correct’. To avoid
confusion between the desired major 3rd, and a non-desired
perfect 4th, amplitude modulation in the form of pulsing was
added to the changing tone, with the rate of pulsing
corresponding to instantaneous proximity of the molecules
to an optimal distance trough. Consequently, as the atoms
move closer to an optimal trough, the rate of this pulsing
increases until eventually a pure tone (sine wave) is heard.
Once a pure tone is sounding, frequency beating can be
heard between the control and reference tones, allowing for
greater precision of positioning. The fixed molecule is also
assigned a low frequency amplitude modulating tone,
enabling the user to hear the position of the fixed molecule.

Figure 2: A screen shot of the visual display of the
system.
For a better aural perception of the 3D soundscape,
subtle sound alterations are incorporated. The control
molecule tone’s amplitude level decreases as it moves from
the centre of the sphere to the outer edges, giving an aural
sense of distance. Furthermore, localisation tests revealed
difficulties locating sounds in the vertical plane. Therefore,
by utilising the perceptual effect of higher frequencies being
higher in space, and lower frequencies as lower in space, the
control molecule tone’s pitch is set to increase as the
molecule moves upwards and vice versa, in order to aid
localisation.
The user sits in the central point of the 3D loudspeaker
array and is given a visual representation of the molecules,
displayed on a projection screen (see Figure 2). Two 3D
computer mice control both the position and orientation of
the control molecule, and the viewpoint of the visual display.
3.

PRELIMINARY USER TESTS

A preliminary user test was carried out to investigate two
aspects of the system design: 1) to identify the optimum
spatial scaling of the Lennard-Jones potential graph, and 2)
to determine the intuitiveness of the system. During these
tests the visual representation is excluded, in order to
determine the effectiveness of the spatial sonification system
using audio alone. The test consists of five tasks with each
task completed once. Each task varies the spatial scaling of
the Lennard-Jones graph between Distance 1 (approximately
1/3 of the furthest possible distance between the control
molecule and the fixed molecule) to Distance 5 (the furthest
distance). During each test the user is asked to click the
relevant button on an iPad display if they believe they have
found the correct position, indicated by the sound that they
hear. The user also has the option to play example tones for
each of the optimal positions (musical third, fifth and
unison) at any time.
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3.1. Results
The results show that the optimum distance is Distance 3
with the largest number of correct points, and the greatest
combined accuracy. The numerous errors could be caused
by confusion between the transition from amplitude
modulating pulses to a pure tone, with the user then needing
to find the precise optimal point by listening to frequency
beats between the changing tone and the reference tone. This
transition to a pure tone is clearly heard, and could be
misinterpreted as the correct point without any further
change. Furthermore, frequency beats can often be difficult
to perceive when listening to intervals as opposed to
unisons.

Table 1: Results of the test, carried out by 6 users.
The significant number of wrong buttons pressed indicates
a difficulty identifying the correct interval. Further research
and tests are necessary to find a more appropriate method to
indicate the optimal points of energy potential.
With increasing distance, the space that each optimal point
holds increases. However, these optimal points are then
located further apart in space. It was estimated that fewer
points would be found at larger distances, but with greater
accuracy.
4.

FUTURE DEVELOPMENT

A more intuitive means to represent the optimal points of the
combined Lennard-Jones potential graph, including real
world values for the energy potentials between atoms, and
an increased number of atoms will be developed in the
short-term. In the long term, the user should be able to
control the spatial positioning of the drug molecule in
relation to multiple molecules in order to find the optimal
point in a larger area.
5.
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ABSTRACT

2.
Some preliminary results of a project aiming to develop tools
for adding sound associated to medical data are presented.
The description of our sonification procedure is followed by
two different examples. The first refers to monitoring the
heart rate (HR) during exercise, either in clinical settings or
in self monitoring conditions. The second example is an
application from molecular biology / cellular kinetics, for
analysis of protein-protein interaction, with a specific
reference to a computer simulation of P53 – MDM2
interaction, which exhibits, under certain conditions, an
oscillatory behavior. Pending issues and future work are
finally discussed.

1.

INTRODUCTION

There are a couple of decades since the use of sonification
for representation of medical data has been tried, especially
for biosignals [1]. Since then, both the methodology and the
technical support showed a marked development [2].
The high potential of sonification procedures to
supplement visualization and to add valuable information is
obvious. Starting from these premises we initiated a project
entitled “Adding Sound to Medical Data” [3]. This paper is a
short progress report on this project and describes some
preliminary results by two examples.
(1) Heart Rate (HR) monitoring during exercise. The
professional equipment follows-up various parameters
including HR, with warnings when some parameters exceed
preset values (thresholds). But this information is mostly
visually displayed and the patient is usually kept passive. We
have developed an application to add sounds for various
thresholds [4]. An extension of the application for the self
monitoring of the HR during daily individual exercise has
also been tested.
(2) Cellular kinetics – protein-protein interaction. There
are several advanced tools used in molecular biology for
simulation of cellular kinetics. Usually the number of
parameters and variables is very large and, frequently, some
values are not known, hence, quite often one has to try
several sets until finding an acceptable system behavior.
Adding sound to detect potential sets which would yield
some looked-for evolutions (like oscillations) might
complement the visualization in the exploration phase. In the
present phase of our work, for each tested parameter the scale
of values is divided into a number of zones, each zone is
explored and the sound is produced only if oscillations occur.

METHODS AND RESULTS

There are several sonification techniques based on mapping
the physical parameters of the data (signal), usually trying to
obtain a sonic representation close to the original data.
2.1. Sonification procedures
(a) Pitch. In our approach, partially published [3], the central
paradigm was the correspondence between the sound pitch (fi)
and represented datum (normalized value [0,1] of signal
amplitude yi). We have chosen the usual log/exponential
scale: fi = f0 × 2 ^ (yi), f0 = 523 Hz (C4), (1).
Three major sonification levels have been defined:
- acoustic level – with a continuous frequency spectrum (f);
- sonic level (S) – with discrete spectrum, from musical scale;
- musical level (M) – multichannel, introducing rhythm and
harmony. Level M will not be referred in this paper.
We further split the acoustic level into two (sub)levels:
- continuous representation, called also (sub)level A: for two
neighbor points (ti, fi) and (ti+1, fi+1), the frequency will vary
continuously from fi to fi+1;
- quasicontinuous (sub)level Q representation: only the
frequency fi will be produced for the interval dt = (ti, ti+1),
followed by fi+1 for the next interval dt and so on.
(b) Sound duration. For HR monitoring, a sound had a
duration equal to the interval between two consecutive R
waves of the electrocardiogram ECG (RR interval). However,
the sound was displayed in different ways, depending on the
warning levels/zones, either as a unique sound or with
saccadic short interruptions (0.02 RR). For cellular kinetics
the duration was computed from the total duration of the
acoustic display chosen by the user.
(c) Sonic display duration. For monitoring in clinical settings,
the sonic display was continuous for the entire exercise test
(6-10 minutes). The version for self monitoring has the sound
display only for the first four heart beats after any crossing of
a threshold, thus reaching the warning purpose but avoiding
the boring background during the entire exercise (10-30
minutes).
2.2. Data
2.2.1. HR monitoring during exercise.
We used data recorded with Labtech ltd. Cardiospy v5.02.02
in clinical tests [5], respectively records from the pulse
oxymeter CMS50D plus [6]. The thresholds have been set
according to the guidelines of American Council on Exercise,
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The project is ongoing and the results presented above
are still preliminary. Our package comprises a couple of
script programs and several functions, built on MATLAB
R2011b platform, for sonifying a signal in levels A, Q and S.
Some modules developed by Shutte were welcome [12]. For
the examples presented above the sounds can be displayed by
accessing reference [8]. More data are periodically added on
this site.
3.

Fig.1. HR zones during exercise and sound scheme.
using Karvonen relations [7]. The three thresholds separate
four exercise levels: quasi-rest /[start threshold]/ aerobic mild
exercise /[attention threshold]/ hard exercise anaerobic zone
/[alert threshold]/ risk zone, with HR > HRmax. Each level
(zone) has a specific intensity, from very low to loud, and
saccadic display (no saccades / 1 / 2 / 3 saccades). The
original record was trimmed, keeping the regions comprising
transitions between zones. An example is given in fig.1 and
the sonic displays can be downloaded from [8]:
- the 1S type displays only one pitch (f0), the zones differ
only by saccades and intensity (ratios 1/8, 1/4, 1/2 and 1);
- the 3S type has 3 transitions, having 4 frequencies for the 4
zones, multiples of f0: 1 / 1.2 / 1.33 / 1.6;
- the MS type displays each sound with a pitch depending on
HR, computed with relation (1).
The sound intensity was also set to the four zones, from
very low / low / medium / high.
2.2.2. Cellular kinetics – protein-protein interaction
The application for cellular kinetics started from our previous
work about regulation of protein synthesis, particularly from
some interesting results obtained in the simulation of P53
synthesis. As this protein plays an important role in growth
control, apoptosis and oncogenesis [9], it has been
intensively studied and a lot of experimental values were
available. Its synthesis is modulated by another protein,
MDM2, whose synthesis gene is controlled by P53, yielding
a loop. We built a simple model with four differential
equations [10], estimated the values of most of the
parameters involved and tried to fit the values of the
unknown parameters to match the experimental data. It is not
an easy work as, besides the fact that 4 to 6 parameters had to
have been browsed, the intimate mechanisms are not known
and several hypotheses had also to be considered: is gene
activation a continuous or stepwise process, what delays have
to be introduced for transcription or translation, for crossing
the nuclear membrane and so on. A first good support came
from a facility to interactively change parameter values
during simulation [11] to which we tried now to add sound.
The sonification was performed in two ways:
(1) taking the concentration of one component (f.i. protein
P53) as sonified variable and following the A, Q or S
procedures, as described above; this was extended also for
two variables at a time, as stereo acoustic display;
(2) a simpler and easier identification of oscillatory trends
(damped waves or sustained oscillations) was obtained by
detection of extreme values (maxima and minima) and their
sonification; the data could be compressed and exposed for
each simulation in just 4-5 seconds.

DISCUSSIONS AND CONCLUSION

The results showed a good performance of the system for
recognition of heart rate (HR) variability; there is clear
distinction between exercise zones. Our system is still offline, we have worked with recorded signals; in the next phase
the system will be online. We also intend to extend the
monitoring including the extra systoles and the depression of
the ST segment of the ECG signal (important in coronary
diseases).
For simulation programs in molecular biology, the
extensions will cover the inclusion of more than two sounds,
with interactive control of temporal compression and pitch
scale control. The theoretical support for detection the
attractor’s regions will allow sonification of the phase
diagram.
We tried to approach sonification of medical data
(biological signals or simulated cellular processes) from the
end user point of view and demonstrated its potential to add
more information in both monitoring heart rate evolution
during exercise, or in the routine work of browsing a
multitude of potential data sets which can account for
experimental data in molecular biology.
4.
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ABSTRACT
Every presentation has to end at some point. Signaling
the approaching end of the presentation time in conferences is
often accomplished by showing signs with the remaining time
written on it, i.e., by visual contact. The idea of this project is to
investigate if it is possible to present this information acoustically
and if the lecturer profits from this representation compared to the
usual one.

1. INTRODUCTION
Auditory display of time can be experienced in everyday life, day
by day. The most common example would be a clock tower, ringing at midnight. Due to the long history of such a time display,
ringing bells are practically natural parts of the soundscape, accepted and perceived consciously or subconsciously as part of everyday life.
A possible application of an auditory display sonifies the remaining speaking time at conferences. Such an approach has been
implemented, e.g., at the 41th DAGA-conference in Nürnberg,
Germany, which used ”signaling watches” [1]. According to unofficial comments of attending colleagues, the used sound was considered quite annoying and requires improvement. Another more
musical approach is used, e.g., at the Academy Awards where the
desired end of an acceptance speech is indicated by music fading
in.
This pilot study aims to create a possible sound design for this
application scenario and optimize the design in terms of transmitted urgency, appropriateness and annoyance.
One possible method of transmitting the information of time
is to, e.g., spatially map the sound, as implemented by Zoon at
al. [2]. The chronoroom clock maps the time information to a
certain position, i.e. the sound source wanders in time around the
walls of a specifically equipped room. This results in a localization
challenge for the listener, and an extensive hardware effort. In our
project, the information of time should be perceived through the
sound design alone.
Since the information does not represent an absolute time but
a chronological position in an ongoing process, this project could
be seen as something as an auditory progress bar (APB). Previous

This work is licensed under Creative Commons Attribution Non
Commercial 4.0 International License. The full terms of the License are
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research introduced five contents of an APB: Initiation, progress,
heartbeat, reminder and completion [3]. Furthermore a better performance can be achieved, if an increasing element is added [4].
The pilot study of J. Fagerlönn [5] compared musical warning signals to abstract warning signals and auditory icons. The results
indicate that musical warning signals are able to communicate a
sense of urgency. Abstract signals result best in terms of appropriateness and urgency, while auditory icons were considered best
in terms of annoyance. The perceived urgency of warning signals
has been the subject of a study by J. Edworthy [6]. This study
suggests the use of pitch and speed in sound design to achieve the
impression of urgency.
The presented study evolved from a student’s project in the
context of a sonification seminar. An auditory cycle of a full day
was created through ambient sounds which represent a certain time
span. Compressed into a length of 45 seconds, this sound was
played in front of an audience and participants were asked if it is
possible for them to identify the day time at certain points within
the cycle. Based on the first results of this experiment, the application of an auditory assistance for timing presentations came into
mind.
2. SOUND DESIGN
For this application, regarding an APB, only the sounds for reminder and completion are part of the auditory display, since
progress and heartbeat are self-evident and initiation seems unL [dB]

tonal sound
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Figure 1: Schematic representation of the structural nature of the
sound design
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necessary in this context. The desired sound design represents a
mixture of auditory icon and abstract warning signal to achieve
both transmitted urgency and low annoyance. The basic idea of
the sound’s nature is shown in Fig. 1 which symbolizes the following features:
• Considering a twenty minute speech, reminders occur after
ten minutes, five minutes before end and one minute before
end
• The amplitude envelope of each reminder sound should increase exponentially towards it’s representing time and decrease afterwards
• The reminders should increase in pitch and in ticking rate to
indicate increasing urgency
• The concluding sound represents the aimed end of the speech,
and the ticking part ends abruptly
An auditory display exclusively consisting of auditory icons with
reference to, e.g., an alarm clock may also be sufficient. However the goal of this design is to inform rather than alarm the lecturer and to create a non-intrusive sound which does not disturb
the presentation. To achieve this, the design aims to combine auditory icon and abstract warning signal to one informing sound. The
chosen auditory icon should establish the intended affiliation with
time and in combination with the abstract warning signal the result
should be restrained but informative.
The sound design is based on different recordings of hit wine
glasses. This sound is chosen because of its tonal relatedness to
a clock tower and aims to imitate the affiliation with time. Each
reminder consists of two parts: A tonal part to attract attention, and
an ticking part to indicate urgency. The tonal part again consists of
an increasing and a decreasing section. The increasing section is
generated with the sound of a hit wine glass played in reverse, after
which’s peak is directly followed by a pitch shifted glass sound.
Each reminder includes a different rate of ticking, which accelerates gradually towards the time of notification and decelerates
afterwards. To communicate a sense of urgency, the maximum
ticking rate increases from one reminder to the next. While the
increasing section of both tonal and ticking part share the same
duration, the decreasing section differs in that relation. The gradual deceleration of ticking happens at a slower rate than the tonal
part. Thus the ticking appears audible for a longer period, which
should secure the perception of the communicated content. Additionally the reminders increase in pitch from one to the next to
strengthen the sense of urgency.
The concluding sound differs slightly from the reminders.
Only the highest rate of ticking increases in terms of loudness towards the ending time, which then is displayed by one decaying
sound without ticking. Presentation time is over.
To display the sounds, two speakers facing the lecturer are
used. Due to the closeness to the sound source, it should be possible to ensure that the sound is still clearly audible and not lost in
the room ambiance.
The four used sounds (neglecting the correct time gaps) can
be found online at http://iaem.at/kurse/ss15/sonifikation-sound-ofscience-se/sounds-timing.
3. EVALUATION AND DISCUSSION
First tests were performed in the course of four short presentations
during a seminar. The sound design at this point included simul-
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taneous amplitude decay of both tonal and ticking sound. Feedback on the perceived urgency showed great variation, while it
was considered pleasant and not annoying. Since the displayed
information on urgency seemed unclear, the sound design was improved by prolonging the decay of the ticking sound, making it
more audible. This measure seemed conclusive, since the ticking
sound is supposed to carry the main information on urgency. A
further test during a presentation of a master thesis confirmed the
improvement in terms of the perception of urgency, while it was
still considered pleasant and not annoying during the lecture. But
still listeners considered to prolong the ticking sound even more to
achieve better results, which led to the current state of design.
This sound was designed for the main application of timing
presentations. But since this design displays the chronological position in an ongoing process, many other applications are thinkable. One application could be an auditory display during exams,
where a subtle reminder of the remaining time may be of help.
Another possibility can be the use in form of an mobile app for a
personalized situation. Basically appliance to any situation which
has a predetermined duration is imaginable.
4. OUTLOOK
The implemented sound design will be applied at ICAD 2015. It is
envisaged to collect feedback from presenters, session chairs and
the audience regarding the discussed factors, i.e. urgency, appropriateness and annoyance.
5. ACKNOWLEDGMENT
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ABSTRACT
Chemical spectra are an important part of how research
chemists analyse the outcomes of experiments. However these
complex spectra can be very difficult and time consuming to analyse. This paper outlines an investigation into using sonification to
improve the understanding and ease of analysis of chemical spectral data. The project specifically uses sonification techniques to
display Nuclear Magnetic Resonance (NMR) spectra. Two sonification methods were designed to offer different perspectives on
the data; “Spectral Audification” allows a quick overview of the
data while maintaining its subtleties whereas a simple parameter
mapping method allows more in-depth analysis of the spectra such
as the use of rhythmic patterns to make sets of peaks easily identifiable.
1. INTRODUCTION
Nuclear Magnetic Resonance (NMR) spectra can be difficult to
analyse due to both the complexity of the data and the number of
spectra which chemists have to analyse. NMR is one of the most
used methods for identifying chemical structures. Depending on
the organisation and the interaction of the nuclei within a given
sample, the NMR spectra can be obtained using a property of possessed by some nuclei known as “spin” [1]. From this produced
spectra there are many attributes that a chemist will study to determine what the sample contains, its purity and its molecular structure. This project outlines a preliminary investigation into how
sonification could be used to analyse this data and tackle some of
the issues with NMR analysis: noisey, complex data with a lot of
complexity. By using sound could enable chemists cycle through
NMR spectra and find a match faster and easier than with purely
visual analysis. The ability to hear sounds in a noisy environment
is well know as the cocktail party effect [2] and would be useful
for the analysis of spectra and for locating impurities.
1.1. Sonification design for NMR
In order to address some of the issues present in visual analysis of
NMR spectra while highlighting important aspects of the spectra,
two sonification methods were designed, both offering different
perspectives on the data.

This work is licensed under Creative Commons Attribution Non
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Figure 1: An example NMR spectrum for ethanol. Plotted intensity vs the chemical shift (in parts per million).
As frequency spectra are one of the main contributing factors
of an instrument’s timbre, by treating NMR in this way each spectrum can be given its own unique sound. It is for this reason this
design was termed “Spectral Audification” since, while it is not an
audification of the data in the time domain, it can be thought of as
frequency domain audification of the spectrum. The set-up used in
there preliminary studies, mapped the NMR peaks to frequencies
within the audible range to achieve a frequency spectrum for each
spectra. By sonifying the data in this way, the entire spectrum can
be analysed at once. This makes it very efficient for comparing
spectra, as any differences can be heard as a change in timbre.
The second design is a relatively simple parameter mapping to
the frequency of a sine wave oscillator. However this simple mapping yields some interesting results due the non-temporal nature
of the sonified data. The sonification maps the y co-ordinate to
the frequency of a sine wave oscillator, so that more intense peaks
have a higher pitch. Additionally due to the nature of the peak
splitting caused by the interacting molecular structures in NMR
[3], the resultant set of peaks form an identifiable rhythmic pattern.
For example, an NMR triplet with each peak equidistant from one
another will heard as a rhythmic triplet. This rhythmic information also means that if two similar looking spectra are shifted in
chemical shift, their rhythms will not match up if played simultaneously. These designs were chosen to highlight two perspectives
of the data, the first giving an overview of this complex data and
the second focused more on highlight the specific details of NMR,
the collection of peaks, their relation to each other and the effect
of the peak splitting [3].
2. TESTING THE SONIFICATION METHODS
From results of an initial pilot test of the potential designs with
research chemists, the spectral Audification design was seen as a
useful method for quick comparisons. However it was less useful for more detailed analysis involving individual peak detection,
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design two however can be used to scroll through the data and locate peaks. In traditional NMR analysis impurities are identified
by zooming in on the image, normally substances left over from
synthesis e.g. deuterated water. This was the basis for this system’s method for impurity location. The data was put through a
threshold and anything above the threshold was not played and the
points below it were scaled: mimicking the idea of zooming to an
image.
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3. CONCLUSIONS
This project investigated how sonification could be used to ease
the analysis of NMR spectra. It would found in these preliminary
studies that it could in fact prove a great help to research chemists,
who work with these complex spectra on a daily basis. The
methods described above aim to provide two differing perspective
on the data. One aims to provide an overview of the spectra
leading to quick comparisons of spectra and the ability to hear
differences in given spectra easily. The second is geared toward
a more in depth analysis, allowing for the location of individual
peaks and the hearing of split peaks rhythmically. In these initial
tests of the methods, their potential for use in NMR analysis it
was found that in tasks designed to emulate real analysis tasks,
chemist were able to use the given methods to analysis the spectra
and found the system intuitive and useful. In future work further
studies are needed to asses the system with more complex spectra,
as the current studies may have been too simple to properly test
the system and to compare the use of the system to the traditional
visual analysis.

Figure 2: The user interface of the final version of the system with
two spectra loaded in, ready for analysis.
To investigate whether using the sonifications for real-life
NMR analysis could improve the traditional visual analysis, participants were taken from the University of York Chemistry department The participants were at MChem level or above and with at
least one year of experience with NMR analysis. Ten participants
aged between 21-25 (mean = 22.8), took part in the test and had
between 1-8 years experience with NMR analysis (mean = 5). Participants were given two exercises: a multiple choice identification
task and a task to locate two impurities within a given sample. The
first task used Ethanol, a relatively simple compound, as its starting
point. The participants were then given three options and asked to
match the spectra. The two false spectra were altered versions of
the Ethanol’s NMR and visually appeared similar. The second exercise was designed to explore the impurity detection. Participants
were presented with a spectrum that contained two small impurities with the task to locate both impurities. After the completion
of both tasks, the participants were given a final questionnaire, the
purpose of which was to gain an overall evaluation of the system
and project as a whole.
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2.1. Results and Discussion
The results demonstrate the use of the sonification system for
NMR analysis. The performance of the system for the identification task demonstrates how the designs can be used effectively
to distinguish between very similar spectra, with a 60% success
rate. In the impurity exercise, all participants were able to successfully locate both impurities, using the impurity detection tool.
This aspect was also described as one of the best features of the
system by 8 of the participants. From the questionnaire results, an
overall positive reaction to the system was seen. All participants
agreed to some degree that the system was intuitive and made the
given tasks easier, and the majority of users did not find the system mentally straining (80%). the sounds produced were deemed
easy to listen to and useful by the majority of participants. Overall,
90% of the participants said they would consider using this system
in their NMR analysis in the future.
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ABSTRACT
This study will be investigating the design of parametermapping sonifications and investigating how different
combinations of sound parameter mappings affect the user’s
ability to understand and interpret sEMG data. The parameter
mappings being used are all redundantly mapped and the
specific parameter combinations are 1) pitch and loudness, 2)
pitch, loudness, and attack time, and 3) loudness and attack
time. There will be both spatialized (right and left) and nonspatialized versions of each of these mappings. These
mappings will be used to present sonifications of two
channels of sEMG data to participants to explore if they can
identify muscle activation order (which muscle activates first)
and relative muscle exertion levels (which muscle has a
higher exertion). It is expected that participants will perform
better with the spatialized mappings. It is also expected that
the participants will perform better with the mappings that
include attack time because this results in greater timbral
variety.
1.

INTRODUCTION

The simplest accepted definition of sonification is “the use of
non-speech audio to convey information” [1]. However, as
new techniques for sonification have been implemented, a
further definition of sonification was offered by Hermann [2].
This definition states that a technique which takes data as
input and generates sounds can only be called a sonification if
the sound reflects objective properties of the data, the
conversion of data to audio is systematic (explicitly defined),
the generated sounds are reproducible, and the system can be
used with different data sets. Also in [2], Hermann discusses
the necessity of defining what type of sonification is being
employed: audification, parameter-mapping sonification, or
model-based sonification.
This study is using parameter-mapping sonification
(PMSon) to sonify surface electromyography (sEMG) data.
sEMG measures muscle activation and exertion and is used as
an index of fatigue processes occurring within a muscle [3],
and as a biofeedback tool [4]. PMSon is a common form of
sonification [5,6,7] defined as the mapping of data features to
acoustic features of sound events or streams [2]. Many
parameters of sound have been examined for use in PMSon,
including pitch, loudness, harmonics, speed, tremolo, attack
time, and spatial location [8,9,10]. However, there is still a
lack of objective evaluation of sonification parameters [10].
For some auditory displays, it has been shown that
mapping more than one parameter redundantly (such as pitch
and loudness) results in better performance than mapping
only one parameter at a time [11]. However, the benefit in
performance was only found when certain dimensions of

sound were used, specifically pitch and loudness. When
scatterplots of temperature data were sonified and
spatialization (panning) was used to redundantly represent
time (x-axis), performance improved compared to a temporal
mapping only [12]. The number of octave ranges used was
also varied and it was found that participants performed better
with wider octave ranges as compared to a one octave range.
These findings indicate that for different types of auditory
displays, the best parameters used for mapping will likely be
different, and thus empirical research needs to be conducted
to identify the most appropriate mappings.
This study is currently in progress and data collection is
expected to begin soon. The study seeks to evaluate four
parameters of sound as they relate specifically to sonifying
sEMG data: pitch, loudness, attack time, and spatial location.
Sonification of EMG data has been shown to have potential
clinical application in regards to diagnosing musculoskeletal
problems [13] and in rehabilitation for stroke patients [14];
however the pleasantness of EMG sonification needs
improvement [13, 15]. The purpose of this study is to identify
parameters of sound that are useful for interpreting sEMG
data, and to determine which mappings users find to be the
most intuitive and the most pleasant.
2.

PARAMETER MAPPING

Mapping pitch and loudness redundantly has been shown to
improve user performance [11]. However, it may be the case
that certain redundant mappings do not result in redundancy
gains and certain redundant mappings do [11]. With this in
mind, we have taken the four parameters of sound mentioned
above and combined them to create six different redundant
sonification designs:
1.
2.
3.
4.
5.
6.

Pitch, Loudness, Non-spatialized
Pitch, Loudness, Attack time, Non-spatialized
Loudness, Attack time, Non-spatialized
Pitch, Loudness, Spatialized
Pitch, Loudness, Attack time, Spatialized
Loudness, Attack time, Spatialized

SuperCollider is being used to create the sonifications
for this study. The Pbind function in SuperCollider is used to
play 10 tones per second, and the parameters of each tone
(pitch, loudness, and attack time) are controlled by the sEMG
data. Triangle waves are being used for these sonifications,
since they are slightly brighter in tone than sine waves. Pitch
and loudness increase as the sEMG amplitude increases and
attack time decreases as the sEMG amplitude increases. Each
sonification presents two channels of sEMG data
simultaneously, and the channels are referred to as Muscle A
and Muscle B. To spatialize the sonifications, data from
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Muscle A are panned hard left and data from Muscle B are
panned hard right. The non-spatialized mappings play data
from both muscles equally in the left and right audio
channels.
3.

METHODS

3.1. Participants
Participants for this study will be recruited from Texas A&M
University, and will only be allowed to participate if they do
not have a self-reported hearing impairment. Any musical
experience will also be noted.
3.2. Procedure
Participants in this study will use headphones to listen to the
sonifications of sEMG data. Each participant will listen to ten
sonifications of each design for a total of 60 sonifications.
Each sonification is 10 seconds in duration and presents data
from two different muscles (Muscle A and Muscle B)
simultaneously. In each sonification, both muscles begin at
rest, contract briefly, and then return to rest. After listening to
each sonification, participants will be asked to identify which
muscle activated first (A or B), and which muscle had a
higher exertion (A or B). Their responses will be recorded
into a database for analysis.
3.3. Design
The study will be a fully within factorial design with 4
independent variables regarding auditory dimension: pitch
loudness, attack time, and spatial location. There are two
performance dependent variables: judgment of start time and
judgment of intensity. There will also be several subjective
dependent variables.
3.4. Measures
The ability of the participants to identify the features of
activation time and exertion level in the sEMG data will be
used to determine the overall value of each sonification
design. Participants will also be asked to rank the designs in
terms of pleasantness, so that any correlations found between
the pleasantness of a design and its ability to accurately
convey information to the participant can be investigated
further.
4.
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ABSTRACT

of Pure Data running on Raspberry Pi's in conjunction with
data acquisition on Arduinos, is able to handle.

This extended abstract describes Metopia, a research project
in the early stages of progress, a wireless sensor network for
urban spaces, to aquire a complex set of data from the
environment for the purpose of making a sound composition.
The programming language Pure Data is used to create a
sound composition from the aquired data. This research
project is using a real-world problem such as air-pollution as
a way to explore a responsive environment, to communicate
the state of the toxic level into an immediate auditory
response. Atmospheric pollutants is a major health issue and
Metopia is one way of examining this problem through
aesthetic and conceptual choices and at the same time making
sense of complex data through generative principles and
through algorithms. The composition is using Pure Data on
embedded Raspberry Pi 2 equipped with ARM processors for
real-time processing, coupled with an array of sensors using
Arduino for data acquisition.
1.

INTRODUCTION

“Metopia” is a research project in an early stage, where a
wireless sensor network acquires atmospheric data for an
immediate auditory response, to experience pollution in
novel ways, in addition to visualizations that already exists as
Apps and on websites. Metopia is using Pure Data [1] on
embedded ARM processors, Raspberry Pi 2 [2]. Metopia is
using a real-world problem as part of the design
methodology. Air-pollution is a major health concern. The
World Health Organization (WHO) attributed 3.7 million
deaths due to ambient pollution in 2012 [3]. This problem of
air-pollution is addressed to answer relevant questions, such
as, how complex data can be managed in a sound
composition and how complex data can be experienced
though auditory means.
2.

BACKGROUND

The focus of this research project is how to implement a
system to manage large amounts of data for an auditory
experience. In the era of Internet of Things (Iot) and Big
Data, data visualization is the common way to represent data.
In this research project, large amount of data is examined
with auditory means, using generative principles, either
through hard coding the sensor data, or though machine
learning [5],[7] as two different approaches in managing
large data streams. This examination is in relation to how
much sound processing the the designed system, consisting

This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

3.

PREVIOUS WORKS

There are numerous works related to this project that could
be part of this survey. However, a few works are interesting
for the reason that they can be conceptualized as a system
design for a music composition. One work in networked
music using complex data and networks that is interesting to
mention in this context, is Max Neuhaus' work “Auracle” for
live interaction using voice over the Internet [6]. Another
work related to this project is based on sensor technologies
and machine learning, is the adaptive neural network for
“Kroonde” and “Toaster” created at La Kitchen in Paris by
Cont, Coduy and Henry, where Pure Data was used with the
Reduced-Memory-Levenberque- Marquardt algorithm for
sensor mapping [7]. The idea of complexity and music
composition has been explored by many composers, and to
mention one composer, Iannis Xenakis piece “Bohor” (1962),
where he expresses the complexity of distributed sound as
sound textures [8].
Previous works using embedded audio, made by the author,
since processing capabilities is essential to this project
running Pure Data on GNU/Linux OS, is “Noise Apparatus”
in 2006-2007 [9], interactive handheld audio using iPAQ on
HP 5550, an Atmel XScale processor running 400MHz,
where Pure Data was used for sound synthesis [10]. Another
related project was “Ghost Scraper” 2008-2009 [11], using
Pure Data for sound processing on Gumstix embedded
processors [12].
4.

THE SYSTEM DESIGN OF METOPIA

The system design of Metopia is presented here briefly, to
provide a general overview. Metopia's system design, a mesh
network, is implemented using Rasperry Pi 2, chosen for
several reasons is described below.






It can run a GNU/Linux, Debian operating system.
The relative small size to implement a portable
system.
The processing power on the ARM Quad-core
Cortex-A7 processor, clocked at 900Hz is
acceptable [13].
The low cost of the device.
The large user and educational community. OdroidC or Beaglebone Black could both be used for this
project as well, but Raspberry Pi has the larger user
community.

The Raspberry Pi 2 is running the GNU/Linux/Debian OS,
Pure Data for the sound composition, chosen because of its
portability for embedded systems. An Arduino is used for
data acquisition of an array of environmental sensors and
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location data from GPS. Each node in the network are
identical with sensors and location data, so the data can be
accessible to the user in an urban space setting. The system is
created using a mesh network, using ZigBee RF modules Pro
ZB [13] and its protocol to be able to read data from each
node, including one node connected to the Internet via a USB
modem [14], all powered using portable batteries. The end
point, where the user interact with the system, is location
specific.
5.
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further tests are being made in implementing
learning.

machine

COMPLEX DATA IN COMPOSING MUSIC

Managing complex data sets is a challenge for a music
composition for several reasons, the limited processing
power for a portable system, the management and groupings
of data for the composition, and at the same time designing
for an auditory experience of the responsive environment. In
order to implement a musical composition and test the
aesthetics and processing with an interactive wireless sensor
system, two different software implementations are created.



One hardcoded software implementation in Pure
Data, using generative principles.
One version using machine learning and Pure
Data, to map sensor data to audio processing.

5.1. Hardcoding Using Generative Principles
The hardcoded music composition, is using generative
principles in mapping the sensor data in Pure Data. In this
composition, musical elements such as textures, densities,
color, and dynamics are used, and not meter, chords, rhythm,
and harmonies. The generative mapping is made based on
variations in daylight and temperature as a way to modulate
the textures. In this version, the data streams are hardcoded in
Pure Data, using sound processing and filters. This is a very
precise way of setting up the sonic output, but the downside
is that it is not very flexible if there is a change in the system.
5.2. Machine Learning
Machine learning is the second approach to map the sensor
data to the sound processing in Pure Data. One challenge is
the amount of data being processed on each node and training
this data in supervised machine learning in relation to
available processing power. The type of algorithms needed
for this kind of musical composition are smoothing and
filtering algorithms for noise in the data streams, and
classifiers, to apply a generative principle, to be able to
control a modulation based on daylight as in the hardcoded
version. Cont et. al. suggest the
Reduced-MemoryLevenberque-Marquardt algorithm [7]. Fiebrink in
the
“Wekinator” project is using a range of algorithms, such as
Adaboost, Hidden Markov Model for smoothing and filtering
along with lbk and J48 classifiers [5]. The gain in the
approach using machine learning, would be a flexible system
for mapping and handling specific data streams for sound
processing [5]. Wekinator will be tried as part of the tests
[5] for the future developments.
6.

FIRST TESTS

This project is a work in progress, and first tests has been
made using Pure Data processing on the Raspberry Pi 2 [2].
“Wekinator” [5] will be used as part of upcoming tests to test
the processing power in the supervised training, before

Figure 1: The wireless sensor network is constructed
in a mesh topology.
7.

DISCUSSION

After designing the first prototype and making the first tests,
development work of the sound composition will be made to
meet the aesthetic challenges of the composition and at the
same time consider the capabilities of the processing power
and energy consumption of the system. Even if the project is
in an early stage, there is a potential for future work in
distributed sonification for urban space.
8.
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ABSTRACT
This paper is motivated from the question if the use of spatial
sounds enhances learning in multi-modal teaching aids. In a
basic pilot study the consolidation of serial stimuli was tested
for unimodal conditions (visual; auditory) and a bimodal
condition (spatially congruent, audiovisual). In contrary to
our hypothesis, the audiovisual condition did not show better
results than the visual one. In this particular test the auditory
display was clearly inferior to the two other ones.
1. INTRODUCTION
One possible field of applications for multimedia displays
that present spatially congruent audiovisual events realized
by state-of-the-art technologies for holophonics such as
speaker arrays and ambisonics are learning and teaching aids
like animated illustrations of learning contents.

Figure 1: Example of an animated illustration of a simple learning
content (original GIF image:
http://i268.photobucket.com/albums/jj11/heffa44/watercycle.gif)

Figure 1 shows an image series taken from a typical GIF
animation approaching a simple topic. Such animations
convey information as a series of events at different locations
on the image. When learning a topic in such a way, one of
the most important aspects is how well the series of spatial
events is consolidated into the student's short-term memory.
As part of a seminar on sonification, we came up with the
idea of doing a basic test on the effect of adding congruent
auditory stimuli to simple visual sequences concerning the
memory of such sequences.
2. RELATED WORK
Concerning virtual environments (VEs), Larsson et al. (2001)
showed in a study, that an audiovisual display was superior
This work is licensed under Creative Commons
Attribution – Non Commercial 4.0 International License.
The full terms of the License are available at
http://creativecommons.org/licenses/by-nc/4.0/

to a purely visual one with respect to the participants’
performance in simple searching tasks. Moreover, the
participants found the audiovisual display more pleasant and
sensed a higher degree of presence [1].
Wenzel et al. (2014) showed a positive effect of bimodal
VEs compared to unimodal ones regarding the navigation in
such environments under certain conditions [2].
From a low-level neuroscientific and psychological point
of view, Spence (2007) points out that the key factors
deciding whether a pair of auditory and visual stimuli are
bound by an observer are temporal and spatial congruency,
correlation in temporal patterns and semantic congruency [3].
Teder-Sälejärvi et al. (2005) conducted a study on the
reaction time and event-related potentials (ERPs) measured
in the participants’ EEG comparing auditory, visual,
congruent and non-congruent audiovisual stimuli. He found
out that reaction times to bimodal stimuli were shorter than
to unimodal ones, but didn’t differ comparing congruent and
non-congruent stimuli; however, differences in the ERPs
could be observed in that comparison [4].
3. EXPERIMENT
To test our hypothesis, we designed an experiment that
compared the participants' ability of reconstructing a series of
spatial stimuli in a visual (V), an audiovisual (AV) and an
auditory (A) modality. The V stimuli were circles that lit up
with a random (gray-scale) noise pattern inside, the A stimuli
were white noise bursts from the particular directions, and
the AV stimuli were a combination of both.
We recruited 6 unpaid healthy1 students (age 22 – 28) to
participate in our experiment, of which 5 were male and 1
was female.
The experiment was realized by putting a screen in front
of the participant (distance: 3 m) and projecting six white
circle outlines on the screen at eye level (1.22 m). The
centers of the circles were 0.325 m apart from each other,
which -from the participant's point of view- resulted in
azimuth angles of -15.2°, -9.2°, -3.1°, 3.1°, 9.2° and 15.2°.
The circle diameters were 0.12 m. Behind the acoustically
transparent screen we set up six loudspeakers, one for each
circle. The SPL at the participant's position was 57.5±1
dB(A), when an auditory stimulus occurred. Graphic
rendering was realized with Processing, sound synthesis with
Pure Data. OSC was used to synchronize the events.
In the visual modality, the insides of the circles lit up
with a random pattern for 1.8 s per stimulus and an
interstimulus interval of 0.7 s in a sequence of either five or
seven stimuli; the order of the stimuli's positions was
random, and it could also occur that a stimulus was presented
1

no hearing impairment, no or corrected visual impairment, no
known learning or concentration impairment
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more than once in a row at the same position. Figure 2 shows
an example of a visual series containing 5 stimuli.

Table 1: Means and standard deviations of the average
reconstruction errors in the six testing categories

Figure 2: Temporal succession of a visual sequence

In the audiovisual modality, a noise burst was played
back by the respective loudspeaker when a circle lit up. The
noise bursts were temporally and spatially congruent to the
visual stimuli.
In the auditory modality, the circles didn't light up, the
spatial sequence was only encoded by the positions of the
noise bursts.
At the end of a sequence, the participant had to reconstruct it by clicking into the circles in the observed order.
At the beginning of the experiment, the participants did
short learning sessions in all 3 modalities.
The learning sessions were followed by 4 test sessions,
that each contained 6 sequences (2 V, 2 AV and 2 A) of 5
stimuli and 6 sequences of 7 stimuli. The order of these 12
sequences in a session was random. The presented sequences
as well as the participant’s answers were written to file.
When a session was finished, the participant was asked to
take a 2-minute break before starting a new session.
At the end of the test, the participants were asked in
which modality the series were easiest to remember and in
which they were hardest.
4. RESULTS AND DISCUSSION
To determine the correctness of the participants’ answers, the
average error was calculated out of each sequence. The
circles on the screen were indexed with the numbers 0 to 5
from left to right, and in each sequence, the presented order
and the response order were represented as progressions p[n]
and r[n], where the progression value at n is equal to the
index of the presented/responded stimulus. Equation (1)
shows how the average error is calculated in a progression
containing N stimuli.
(1)
We collected 48 data series (6 participants ∙ 4 sessions ∙ 2
sequences) in each of the 6 categories (5 V stimuli; 5 AV
stimuli; 5 A stimuli; 7 V stimuli; 7 AV stimuli; 7 A stimuli)
and calculated the means and standard deviations of the
average errors. For the experiment is a pilot test, a
consideration of the statistical significance was spared.
The results in Table 1 show that we couldn't find a clear
difference between the visual and the audiovisual display. In
the auditory display, the average error was clearly higher
both for series with 5 and with 7 stimuli.

This finding was also confirmed by the participant's
subjective impression: all of them considered the series
hardest to remember, when they were presented using an
auditory display. 4 of 6 participants found the series easiest
to remember, when they were presented audiovisually, 1
found the audiovisual display equal to the visual one and 1
preferred the visual display. The relatively great average error
in the auditory display is probably a result of the difficulty of
localizing the sound source in a short time and then encoding
the stimulus to a spatial map. The average error both in the
audiovisual and in the visual display was relatively small,
which indicates that the participant's cognitive load was
rather low, some of the participants reported it was pretty
easy for them to remember the sequences using number
progressions.
5. OUTLOOK
We would like to retest the hypothesis that spatially
congruent audiovisual stimuli are easier to remember than
unimodal visual stimuli in a new experiment with more
participants and a new test design.
Giving the participants more time to learn to localize the
spatial sounds could improve their performance in
remembering the auditory and audiovisual sequences.
The cognitive load could be enhanced by either doing a
dual-task test or increasing the length of the sequences.
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ABSTRACT
The development of the NetSon project is described, from its
exploratory origins in a polymedia work for an art and
technology event, to real-time continuous sonifications of
network metadata. The project currently exists in two forms:
bespoke multichannel installations and a centrally-configured
live video version streamed to the internet. These
sonifications are accompanied by realtime visualizations that
have been developed to assist in the immediate recognition of
the dynamically configurable sonification mappings. A
review of related work and a detailed discussion of the
sonification mapping models are outside the scope of this
paper.
1.

INTRODUCTION

NetSon is a network data sonification project that has been
developed to sonically reveal aspects of the temporal
structure of computer network data flows in a relatively
large-scale organization. It grew out of a 2014 Art and
Technology project at Fraunhofer Institute for Integrated
Circuits IIS (IIS hereafter), entitled Corpo Real.
The title is a play on the idea of revealing of a
(corpor)ation’s corporeal (bodily) existence through the
connective neural “tissue” of its digital networks. While the
aesthetic impulse of Corpo Real is more transcendental (after
Baumgarten [1] and Kant [2]) and NetSon more pragmatist
(after Dewey [3] and Merleau-Ponty [4]), the distinction is
not considered categorically significant for, to paraphrase
Dewey, the important question is not “is it music?” but
“when is music?”
This artistic-exploration-first approach to sonification
design proved useful as it provided an opportunity to build
software tools to explore wider potential scenerios in the
early development stages than a more goal-directed
utilitarian approach would have. For example, in one of the
Corpo Real pieces, net-flow-path, pitch and time are used to
represent the flow rate through the whole network by
employing a mapping of inter-event time differences to pitch
class: The pitch rises and falls as the duration between
network flow events decreases and increases. Its melodic
nature thus helps the listener hear (remember, mentally
compose) the structure of the temporal flow, which is being
sonified at 100 times slower than real-time. A further
motivation was that the nature of this load fluctuation was
unknown to the network administrators and it was thought,
following earlier work [5], that such a tool might enable
those monitoring the network to learn to detect network
malfunctions earlier that might otherwise be possible. The
Corpo Real animations can be viewed online [6] and other
material associated with the exhibition are available on the
IIS website [7].

The remainder of this paper discusses the major
components of NetSon, followed by some preliminary
conclusions and some possible future developments. The
discussion follows the order of numerical labels in the
schematic of Figure 1.
2.

NETWORK METADATA

Two major issues in capturing something of the character of
modern institutional networks are the sheer volume of the
data and security risks involved in accessing it.
2.1. Volume of data
There is not an accurate account of how many gigabytes of
data flow thorough the IIS network every second during a 24
hour period; even just to count and categorize them would
place such unacceptable load on the network’s operation as
to render it unviable. Furthermore, the numbers of subnetworks that operate in such an environment, some private,
some virtual as well as various kinds of connections (cable,
WIFI, Bluetooth etc) another means of monitoring network
traffic is required.
The tool that IIS network administrators use is sflow
which employs a sampling technique: a data packet or small
group of data packets are ‘plucked’ from the stream at a
known sampling rate as they pass through a switch. This
random collection of packets is ‘wrapped’ with a meta-packet
that identifies such things as the time of creation, source and
destination of the packets [8]. Because the sampling rate is
fixed (but configurable), the time difference between sflow
metadata packets is the amount of time (in microseconds)
between successive samples, thus providing information of
the network flow-rate (i.e the load on the system); a feature
explored in net-flow-path, mentioned earlier.

1

2.2. Data handling
Exposing any aspect of an organization’s data network to
scrutiny is a potential security threat and needs to be
undertaken with a great deal of caution, especially in
circumstances where the organization derives significant
commercial benefit from its intellectual property. The
following procedures were thus applied: (a) All data is
transferred through secure networks and portals (e.g.
encrypted VPN) and, where possible, between fixed IP
addresses. (b) Only metadata (sflow packet data) is sonified.
(c) All source and destination IP addresses are stripped of
their least significant byte before being made available to the
sonification software. While anonymizing data impacts on
the ability to identify and thus sonify for specific locations, it
has the benefit of reassuring individuals that their activity are
not being under surveillance.
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Filtered data is backed-up into a 24-hour round-robin
repository for off-line (non-realtime) use as required for such
operations as further analysis, adjustments to the mapping
model, sound mixing adjustments and the exploring the
sonification of newly identified features.
The data is then made available to the sonification
software via a FIFO that it reads and clears as part of each
reads a configuration file provided by the network engineers
in order to organizationally identify the IP addresses being
received. The sonification software Sonipy [9], reads a file
provided by the network engineers in order to
organizationally identify the IP addresses being received.
While this leads to another layer of abstraction, the advantage
is that NetSon can automatically adjust to any changes in the
network configuration that are inevitable from time to time.
Which particular IP address streams are sonified is under
the control of a user interface that has graphic selection,
syntactic and logical components. The computer code is
modularized to enable routines to be dynamically generated
if necessary.
3.

6

SONIFICATION MAPPING MODELS

Flow rates of the various network streams vary considerably
during 24-hour-workday-holiday cycles, it was decided to
make a sonification that reveals a combination of interesting
features (such as printer server activity) and load-balancing
through the identification of the source and destination of the
packets passing through the sflow switch. Such addresses are
in two categories: known (mostly within the organization’s
network) and unknown (arriving from or being delivered to
locations outside the network. For unknown addresses a
glissando was applied, the destination frequency of which
was derived from the (virtual) distance of the unknown IP
address and that of the organization.
Given that some versions of NetSon are run in public
places, the sound field needs to be able to support a diversity
of distinguishable event types while not being “overtly
annoying or distracting” [10] i.e. able to be heard, listened to
when necessary with a minimum of fatigue. One might
observe, somewhat wryly perhaps, that this aim was shared
by Muzak [11] and pre-empted by Eric Satie’s musique
d’ameublement.
For this reason, in contradistinction to much parametermapping sonification, ‘melodic’ pitch structures are used
very sparingly in favour of a diverse klangfarben (timbral)
palette.
Simple one-to-one mapping results in the servers
completely dominating the displays. To date, various
techniques have been used to rebalance this effect of such
features however a detailed discussion of these these features
is outside the scope of this paper, as is a more general
discussion of the techniques employed to produce coherent
sound scenes with minimum inter-field interferences.
4.

PERCEPTUALISATION

4.1. Sound

7

The sound output format is varied according to the intended
installation. For public spaces, the sound can be rendered in
multichannel ambisonic format. For the online version it is
rendered in stereo.

July 8-10, 2015,
Graz, Austria
July 8–10,
2015, Graz, Austria

4.2. Visualization
A dynamically configurable realtime graphical plot has been
developed to assist in the identification of the information
being sonified. The visualization software receives soundrendering parameters from sonification software in real-time
in a simple UDP format.
By providing a visual representation of recently past
events, it also assists the user to identify patterns and features
that might otherwise be missed: There is a subtle balance
between the ears leading the eyes and the eyes supporting
short-term aural memory.

8

4.3. Internet Streaming
A public version of NetSon is available via a live video
stream from the IIS website [7].
5.
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ABSTRACT
Auditory graphs can be seen as an alternative to visual graphs
or as an additional element to display data. This paper will
offer an approach on how a simple sound mapping can be
improved into a mental model. The ironic nature of the
chosen dataset is reflected in the sound enhancing the data
visualization.
1. INTRODUCTION
The usage of single dimension auditory graphs as an abstract
representation of data usually evokes informational loss in
comparison to the original data sheet due to the higher level
of abstraction [3]. The fundamental requirements in the
development of auditory graphs should be to minimize this
waste and maximize the information content. The authors of
this paper suggests, that a useful way to save the primary
information is to evolve the auditory graph from a simple onedimensional abstraction into a mental model or an acoustic
event. This paper describes this process on the example of a
chosen data set.
2. EVOLUTION IN THEORY
This paper evolved from a student's project, that will be
reported in Sec. 3. Referring to this project, in a first step the
used data has to be defined because it effects the design of the
auditory graph. The underlying data is a one-dimensional
spread sheet containing the value of a variable vs. an order
parameter. A classical auditory graph can be understood as a
sonified pendant to the two dimensional visual graph by
mapping a value with the help of „low-level“ acoustic
dimensions in time [1, 2].
Probably the most simple way to create an auditory graph out
of a data string is to map the value of the data-variable to a
parameter like pitch, intensity or timbre analogous to the yaxis of a visual graph. Order parameters, as, e.g. different
points in time, are visually presented on the x-axis. In the
auditory representation, they will simply be mapped by
consecutively playing them. This method is called analytic
mapping and forms the counterpart to the metaphoric method
in which a particular sound represents a whole image or a
shape [7]. For the first stage of development of the auditory
graph the author suggests to mix these two methods and
create the “analytic metaphoric model”. Basically auditory
graphs use abstract sounds like simple MIDI-Notes for
representing values. In order to add a metaphorical
association of sound and source this simple tones have to be
replaced by an auditory-icon-like object. Auditory icons can
be described as “caricatures of naturally occurring sounds”
and are “based on the way people listen to the world in their

everyday lives” [10]. The characteristics of auditory icons
should make it easy to evoke a link between a data-source and
a sound.
As mentioned in [6] metaphoric sounds should be motivated
by their meanings. So the sound has to be familiar to the
underlying data which should be represented. There is a
guideline in [4] which describes how to gain an appropriate
sound. First the sound designer has to become familiar with
the data and define features which should be covered by the
sonification. Next there should be a discussion with people,
who are specialists in the domain the data derives from. It is
essential to consider their ideas and perceptions while
implementing a sound. "Ideally, the sound is designed in a
way that it fits the metaphors of the final users." [4]
Metaphoric auditory graphs still present the values of data by
simply changing first order acoustic dimensions like pitch,
loudness or timbre. For a mental model, the mapping sound is
expected to behave similarly to the sound source instead of
just shifting one parameter. If the value of a variable changes
there will not only be modification in pitch, loudness and
timbre, but in the sound itself. [1] There is a suggestion, that
“it is possible to find changes in acoustic parameters that
map unambiguously to changes in source or event
characteristics" [1]. To provide an example, the display of
money using a coin sound might be a reasonable choice for a
data set; the mapping of more money might involve the
acoustic behaviour of more coins, and can't simply be a
mainpulated version of the one-coin sound.
3. EVOLUTION IN EXERCISE
In this section the evolution of an analytic metaphoric model
is described using the example of spuriuos correlation data.
So this should be a short summary about the project itself and
how the auditory graph progress was done.
Spurious correlationship is a term to describe the correlation
between two variables without any causal context [9]. The
underlying data can be found in the internet at [8]. The
creator of this page has implemented an algorithm to compare
statistical data and find correlations between different
variables. The result is presented by a spreadsheet containing
the data and a visual graph which helps to immediatly
recognize the correlation. The intention of the author of this
paper was to find a possibility for an auditive representation.
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character of the spurious correlations that is not reflected at
all in the neutral visual display. As the final step in the
evolution of the auditory graph, the metaphoric sounds will
have to be transformed into mental models. The author’s idea
to reach this aim is to use the tools of granular synthesis.
As a final step, another survey is envisaged to answer the
question, if the mental model works better than simple
auditory mapping.

Figure 1: Data example: Spurious correlation with a correlation degree
of 0.99 between US spending on science, space and technology and
Suicides by hanging, strangulation and suffocation between 1999 and
2009 as visual graph [8]
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finance: variations of coins hitting the ground
death: groan, breath, scream, church bell
consumption: crunch, smack
law: handcuffs, pistol shot, hammering
applause: hands clapping, cheering crowd
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To decide about the most appropriate sound, a first pilot
survey and discussion with colleagues was done. Taking into
account some changes following from the pilot test, the
author tested the sounds with 10 participants, all students of
electrical sound engineering. The participants listened to the
five sounds of each category three times and rated them. The
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here [11].
In a first result, these metaphoric sounds have been used to
display the data using simple pitch shifting of the sounds.
Two graphs of a spurious correlation can be played
sequentially using the different sounds of their respective
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4. OUTLOOK AND CONCLUSION
The added value of this metaphoric display of the dataset is
quite obvious with the given example, especially the ironic
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